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Executive Summary
In Europe, migration is tradition – and not only since the European legislation changed towards free
migration of European citizens. This is not free of challenges. Especially in the case of care, migrants,
often face a double challenge: (i) not to speak the language and not to be acquainted with the culture
of the resident country, and (ii) be unfamiliar with the care and health administrations of the country.
As a consequence, e.g., elderly migrants in care homes suffer from social exclusion, with their
relatives also struggling with getting the right information and interacting with the administration,
migrants at home are often reluctant to go to see the doctor in case of health issues, a tendency that
is often further aggravated by cultural matters. Migrant temporary care workers, who in addition
often do not have an adequate professional training, face the problem of isolation, lack of
professional background information and deficient communication with both the cared and the
supervision personnel. KRISTINA’s overall objective is to research and develop technologies for a
human‐like socially competent and communicative agent that is run on modern communication
devices and that serves for migrants with language and cultural barriers in the host country as a
trusted information provision party and mediator in questions related to basic care and healthcare. In
order to fulfil this objective, the KRISTINA Consortium, which consists of nine partners from five
different European countries, has advanced the state of the art in dialogue management, multimodal
(vocal, facial and gestural) communication analysis and multimodal communication. The agent
receives verbal (language) and non‐verbal (mimics and gestures) input from the dialogue partner by
its Social Signal Interpretation (SSI) Module. The analysis of the multimodal emotional cues in the
input is carried out by dedicated modules for facial expression, gesture and paralinguistic cue
analysis; their outcome is fused and projected into the valence/arousal (VR) space. The VR values are
stored in the knowledge base (KB). The verbal input is transcribed by an external Automatic Speech
Recognition (ASR) module and analyzed into conceptual structures, which are mapped onto
ontological structures and also stored in the KB. KRISTINA’s dialogue manager (DM) is embedded into
a generic dialogue management framework (the Visual Scene Maker, VSM), which also handles the
idle behavior of the agent. The DM assesses the obtained input and plans the reaction of the agent. If
needed for an adequate response, background information or news material is retrieved from
trusted web sources. The planned response structure is passed to the mode fission (or modality
selection) module, which decides which chunk of the content is to be communicated by which
modality (language, gesture, facial expression). The modalities can be chosen as mutually
complementary, supportive, or substitutive. The Virtual Character realizes the input, using a TTS with
enriched prosody for verbal output.
The technologies of the agent have been validated in two use cases, in which the agent assumes
the roles of a social companion, health coach, health expert, nursing assistant, mediator, or
receptionist mainly in four languages: German, Spanish, Polish and Turkish. A number of sample
dialogues have been realized in Arabic for the health coach and receptionist roles. by the consortium
during the lifetime of the project. The consortium authored 84 scientific papers on the work carried
out in KRISTINA or on aspects related to KRISTINA (4 journal papers and 80 conference/workshop
papers), made 6 targeted presentations at user‐oriented events, organized 13 open and user days
and distributed videos with the demonstrations of the different prototypes of the system. An
important additional dissemination activity will be the presentation of the work done in KRISTINA at
the KRISTINA supported Workshop affiliated with the major conferences in the field AAMAS, IJCAI
and ECAI on 14th‐15th of July, 2018. Further dissemination in terms of publications will continue
beyond the lifetime of the project. With over 30 interviews, news articles, etc. KRISTINA also received
a wide media coverage. The impact of KRISTINA will further increase in the course of the time to
come.
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Abbreviations and Acronyms
Meaning
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Almende
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Deutsches Rotes Kreuz, Kreisverband Tübingen

EKUT
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UAU

Universität Augsburg
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Universität Ulm
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1 INTRODUCTION
In Europe, migration is tradition – and not only since the European legislation changed towards free
migration of European citizens. This is not free of obstacles. Especially in the case of care, migrants,
often face a double challenge: (i) not to speak the language and not to be acquainted with the
culture of the resident country, and (ii) be unfamiliar with the care and health administrations of the
country. As a consequence, e.g., elderly migrants in care homes suffer from social exclusion, with
their relatives also struggling with getting the right information and interacting with the
administration, migrants at home are often reluctant to go to see the doctor in case of health issues,
a tendency that is often further aggravated by cultural matters. Migrant temporary care workers,
who in addition often do not have an adequate professional training, face the problem of isolation,
lack professional background information and deficient communication with both the cared and the
supervision personnel. In order to address these challenges, a human‐like socially and culturally
competent conversational agent that assists migrants in need of mediation in their language, or any
(e.g., elderly) person who needs personal conversation assistance, is a solution. KRISTINA’s overall
objective targets exactly this: to research and develop technologies for a human‐like socially
competent and communicative agent that is run on modern communication devices and that serves
for migrants with language and cultural barriers in the host country as a trusted information
provision party and mediator in questions related to basic care and healthcare, assuming several
roles: social companion, health expert, nursing assistant, health coach, mediator and receptionist.
This report offers insights on who is behind the KRISTINA agent (i.e., the Consortium of the KRISTINA
Project), how the KRISTINA agent has been projected and how it has been realized.
In the next section we thus introduce the Consortium. In Section 3, the objectives of KRISTINA are
spelled out in more detail. Section 4 discusses the achievements of the KRISTINA consortium during
the lifetime of the project with respect to the targeted agent as a whole and with respect to the
individual technologies that make part of the agent. Section 5 lists the dissemination activities in
which the consortium was involved during the project to make the project objectives and the
achievements known to the scientific community working in the areas tackled in the project, to the
potential user communities and to general public. Section 6, finally, draws some conclusions and
sketches some lines of future work in which further advances are needed to make the KRISTINA
agent a mature and trustful social companion.
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2 THE KRISTINA CONSORTIUM
The KRISTINA Consortium consists of eleven partners from academia, public research institutions,
public health respectively care institutions, and industry of five different European countries. From
academia, the University Pompeu Fabra, Barcelona (UPF), University of Augsburg (UAU), University of
Ulm (UULM), and University of Tübingen (EKUT) participate. The Centre for Research and Technology
Hellas (CERTH) from the Information Technologies Institute in Thessaloniki is a public research
institution. The Spanish Association for Family Medicine (semFYC), Barcelona is a public health
institution, which gathers under its roof the family doctor practices and the community medical
centres in Spain, while the German Red Cross (DRK)is a basic care institution. Vocapia Research (VR)
and Almende (AL) are highly innovative SMEs that work in the area of ICT.
In accordance with their profiles, UPF, UAU, UULM, CERTH, AL, and VR are R&D partners, while EKUT,
semFYC and DRK are user partners.
The partners of the consortium join all the expertise from different areas necessary to carry out such
an interdisciplinary endeavor as KRISTINA. From the scientific side, the areas are: spoken natural
language processing, dialogue management, multimodal emotion analysis, knowledge
representation and reasoning, information retrieval, and embodied agent design and realization.
Obviously, competent complex system integration is an important area as well. From the user side,
the areas involve, first of all, health, basic and geriatric care.
Between several partners of the consortium close collaboration ties already existed before they set
out to work on KRISTINA. This ensured that the consortium could tackle its ambitious work plan right
from the beginning. In what follows, the tasks of the individual partners of the consortium are briefly
sketched.
UPF assumes the overall project coordination and is responsible for a number of research tasks, in
which it participates with three research groups: the Natural Language Processing Group (TALN), the
Cognitive Multimedia Technologies Group (CMTech), and the Interactive Technologies Group (ITG).
TALN copes with the speech transcript analysis and expressive spoken language generation. CMTech
is responsible for recognition of emotional cues from facial expressions, and ITG is in charge of the
development of a versatile virtual character. UAU’s primary tasks are the analysis of paralinguistic
emotional cues and multimodal emotional cue fusion. Furthermore, they provide the overall
dialogue management framework which manages the idle behavior of the KRISTINA agent and into
which the KRISTINA dialogue manager is embedded. The development of this dialogue manager is
the responsibility of UULM. CERTH covers the tasks of ontological knowledge representation and
reasoning as well as background information retrieval from curated web sources and social media.
The two companies in the consortium, AL and VR are also involved in the research tasks. Thus, AL
deals with gesture analysis and VR with multilingual automatic speech recognition. AL furthermore
assumes the task overall system integration.
In collaboration with the R&D partners, the three user partners, EKUT, semFYC, and DRK, designed
the project use cases and spelled them out in terms of a number of different scenarios. EKUT
supervises in addition the project activities from the ethical perspective and coordinates the
evaluation activities of all three user partners. semFYC is furthermore responsible for the
dissemination and exploitation of KRISTINA’s achievements. The focus of the DRK is mainly on
evaluation.
As will become apparent in Section 5, all partners are very active in dissemination.
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3 OBJECTIVES OF KRISTINA
KRISTINA’s research and development activities were driven by the scientific and technological
objectives that focused on the delivery of a multilingual conversation agent with social and cultural
competence.
In total, five scientific objectives were envisaged that dealt with the research and development of
technologies in the following areas:
(i)
(ii)
(iii)
(iv)
(v)

dialogue management, in order to improve the naturalness, robustness and flexibility of
human‐agent dialogue;
vocal communication analysis that covers multilingual automatic speech recognition as
well as deep language analysis;
mimic, gesture and paralinguistic analysis with respect to emotional cues;
semantic content and human input integration, reasoning, and targeted background
information retrieval;
expressive multimodal communication generation, i.e., multilingual spoken language
generation and expressive virtual character creation, with a coordination and
synchronization of language, mimics and gestures.

The three technological objectives focused on
(i)

(ii)
(iii)

the demonstration of the achievement of the scientific objectives in two different use
cases that cover a number of scenarios in which the KRISTINA agent acts as social
companion, health expert, nursing assistant, health coach, mediator or receptionist;
the integration of an off‐the‐shelf TTS application into the KRISTINA agent, to ensure
expressive spoken language communication;
the delivery of an operational demonstrator on portable devices (such as laptops or
tablets).

Originally, it was foreseen that KRISTINA also runs on smartphones. However, the size of the
screen and the computational capacity of smartphones turned out to be not suitable for this
purpose.
Apart from the scientific and technological objectives, KRISTINA pursued two business‐oriented
objectives:
(i)
(ii)

to define a business model for the proper exploitation of KRISTINA results by particular
partners and the consortium as a whole; and
to ensure a continuation of the use of KRISTINA in trial mode beyond the lifetime of the
project for demonstration and exploitation purposes.

The next section will reveal that KRISTINA fully achieved all of its objectives.
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4 ACHIEVEMENTS OF KRISTINA
This section describes the achievements of the KRISTINA project in the course of its effort to address
its scientific and technological objectives presented above.

4.1 Overall achievement: The KRISTINA Agent
The achievements of the KRISTINA project are reflected in the operational KRISTINA conversation
agent. Figure 1 displays the architecture of the agent.

Figure 1: Architecture of the KRISTINA agent
The agent receives verbal (speech) and non‐verbal (mimics and gestures) signals, which it dispatches
and processes further by the Social Signal Interpretation (SSI) Module (Wagner et al. 2013), which
has been originally developed by the University of Augsburg and further extended and adapted to
the KRISTINA context. The analysis of the multimodal emotional cues in the input signals is carried
out by dedicated modules for facial expression, gesture and paralinguistic cue analysis. All three
modules are embedded into SSI. Their outcome is fused and projected into the valence/arousal (VR)
space. The VR values are stored in the knowledge base (KB). The verbal input is transcribed by VR’s
external Automatic Speech Recognition (ASR) module and analyzed into conceptual structures, which
are mapped onto ontological structures and also stored in the KB. The dialogue manager (DM)
assesses the obtained input and plans the reaction of the agent. The DM is embedded into the
generic Visual Scene Maker (VSM) dialogue framework (Gebhard et al., 2012), which also handles the
idle behavior of the agent.
If needed for an adequate response, background information or news material is retrieved from
trusted web sources. The planned response structure is passed to the mode fission (or modality
selection) module, which decides which chunk of the content is to be communicated by which
modality (language, gesture, facial expression). The modalities can be chosen as mutually
complementary, supportive, or substitutive. The Virtual Character realizes the multimodal input. For
multilingual verbal speech synthesis, off‐the‐shelf TTSs are used, which receives as input prosody
enriched sentences.
As mentioned in the Introduction, the agent can act as social companion, health expert, nursing
assistant, health coach, mediator and receptionist. In the test and evaluation mode, the agent is
interacted with via an interface that allows for the selection of a specific scenario of one of the two
use cases and thus of the role of the agent and controlled interaction of the user with the agent. Cf.
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Figure 2 for the general interaction interface of the KRISTINA agent and the scenario selection and
user and targeted care recipient data input interface in Figure 3.

Figure 2: Interface of the KRISTINA agent
In order to make the progress of the system in processing a user input visible, each principle module
of the system is represented by a circle, which is highlighted when the module finished its part of the
process. Given that the quality of the outcome of the ASR module (the transcript of what the user
uttered) is essential for the success of the interaction, the transcript of each utterance of the user is
displayed in the interface.

Figure 3: Scenario selection and user data input interface
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4.2 Adaptive Dialogue Management
The Dialogue manager (DM) has been extended considerably compared to its baseline, the OwlSpeak
DM (Heinroth and Minker, 2013). For the first prototype, the OwlSpeak DM was extended in three
aspects: (i) the ability to generate and take into account new agent actions from the knowledge
integration module input instead of relying on predefined actions, (ii) the ability to choose and apply
different communication styles depending on the user culture, and (iii) the ability to generate system
emotions. The advanced version of the KRISTINA DM, developed for the final system, further
improved this DM by adding the following features: (i) a hybrid dialogue strategy, combining the
advantages of both rule‐based and data‐driven approaches, (ii) data‐driven decision making
regarding different communication styles as well as (iii) a flexible approach to the generation of
elaborateness and indirectness that does not rely on predefined variants.

Figure 4: Architecture of the KRISTINA DM
As illustrated in Figure 4, the DM follows the Model‐View‐Presenter pattern, which draws upon two
types of knowledge: the dialogue knowledge and the domain knowledge. The dialogue knowledge is
modelled in a Spoken Dialogue Ontology (SDO). The SDO encodes, among other knowledge, available
agent and user actions. To be able to model unforeseen system and user actions, a list of general
dialogue actions has been proposed. The domain knowledge is provided by the Knowledge
integration module (KI).
The dialogue strategy is the core of a dialogue manager, as it is used to decide which system
action to pick, taking into account the current system state. The system state can be influenced by
both user and system actions and therefore changes continuously.
Traditionally, rule‐based dialogue strategies are used that map the current system state to a
suitable system action. Although hand‐crafted rules are a reliable approach for straightforward
domains, it is not practicable to apply them in complex scenarios. In general, the rules are difficult to
be implemented, the resulting dialogue policy would be too rigid and not adaptive at all. In contrast,
the basic idea of statistical dialogue management is to use interaction data for the automatic
optimization of such a policy. However, these techniques require a large amount of dialogue data
which are not available in most domains. Considering the large scope of the KRISTINA use cases, the
corpus recordings provide rather little data to train the dialogue strategy with. Therefore, we decided
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to utilise a combination of rule‐based and statistical approaches, as implemented by OpenDial (Lison
and Kennigton, 2016). However, in contrast to OpenDial, the goal of the KRISTINA DM is not to find
the best overall dialogue strategy, but rather to specifically adapt the strategy to be best suited to
specific cultures. Corpus recordings, which have been carried out for all target cultures covered by
KRISTINA, offer realistic data on the types of dialogue actions and semantic content different cultures
prefer under different circumstances. By training the dialogue strategy on these data, the DM can
replicate those cultural preferences. Hence, several dialogue strategies are trained with regards to
the preferences of each KRISTINA target culture. This is achieved by using only dialogues of one
culture for the preparation of the training files.
Apart from the preferred semantic content of a dialogue action, different cultures also have
different preferences regarding the communication style that is used to present that content.
Therefore, we not only investigated the selection of the most suitable dialogue action by the
dialogue manager, but also the selection of the most suitable style of communication in terms of
verbosity and directness. The level of verbosity reflects how much information is given in addition to
the core semantics. Answering a question with low verbosity may consist of a simple `No'. A slight
increase of verbosity might result in `No, that is wrong', while a high level of verbosity can result in a
lengthy answer such as `No, that is wrong. This is the actual fact. Here is some further background
information'. In order to provide relevant additional information that contributes to verbosity, the
content provided by the KI service is assessed with respect to its similarity to the core act using word
embeddings (Mikolov et al., 2013).
Directness respectively indirectness turned to be most appropriate in terms of suggestions
formulated as questions vs. affirmative acts, as, e.g., ‘Do you want me to give you the weather?’ vs. ‘I
can give you the weather.’

4.3 Analysis of Vocal Communication in Dialogues
The achievements in the task of vocal communication concern the creation and annotation of
corpora, automatic speech recognition and language analysis/understanding.

4.3.1 Corpora Creation and Annotation
An important contribution of KRISTINA in the area of vocal communication is the collection and
annotation of audio recordings and textual corpora in the domain of KRISTINA. Table 1 provides an
overview of the size of the acoustic corpora.

Arabic

Number of
dialogues
141

Number of
speakers
9

Audio duration
(min)
426

German

225

28

722

Polish

187

16

699

Spanish

166

45

661

Turkish

234

19

742

Language

Table 1: Audio corpora collected in KRISTINA
The audio corpora are comprised of dialogues between two persons, one having the role of the
“user” and the other of the “agent”. A subset of the Spanish data was manually annotated with
speaker turns and the appropriate speaker labels in order to estimate how much of the data
represents user utterances, as it consists of the actual target data of the Automatic Speech
Recognition (ASR) and Language Understanding (LU) modules in KRISTINA.
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In addition to the audio corpora, small size textual corpora with simulated dialogues on the topics
relevant to KRISTINA have been collected; cf. Table 2.
Language

#words

#unique words

Arabic

12,660

3,900

German

5,400

2,100

Polish

3,600

1,600

Spanish

3,800

1,650

Turkish

540

317

Table 2: Textual corpora with simulated dialogues
Furthermore, for training of the parsers, treebanks have been annotated at the morphological
(MorphS), surface‐syntactic (SSyntS), and deep‐syntactic (DSyntS) levels in accordance with the
multilayer linguistic framework of the Meaning‐Text Theory (Mel’cuk, 1988). For Spanish, we
extended the AnCora‐UPF dependency Treebank (Mille et al., 2013)1. For German and Polish we start
from existing surface‐syntactic corpora (TIGER corpus (Brants et al., 2002) for German and the Polish
Dependency Bank (Wolinski et al., 2011) for Polish), from which then the deep‐syntactic annotation
has been derived automatically using graph transduction grammars and revised by native speakers.
For Turkish the METU‐Sabancı treebank (Atalay et al., 2003) has been used as basis. However, given
that the SSynt tagset is not well defined in this treebank, it was necessary to develop a new SSynt‐
tagset and its corresponding annotation guidelines, before a manual revision could be applied. Table
3 summarizes the treebank annotation task carried out in KRISTINA.
Language

Representation Layer

Number of Sentences

German

DeepSynt

6000

Polish

DeepSynt

6500

Spanish

SurfaceSynt, DeepSynt

5000

Turkish

SurfaceSynt, DeepSynt

2500

Table 3: Summary of annotated corpora compiled within KRISTINA

4.3.2 Automatic Speech Recognition
The solution considered in KRISTINA for Automatic Speech Recognition (ASR) was to build acoustic
models that do not rely on segment‐wise operations. The main advantage of this setup is that word
recognition can effectively start as soon as the very first speech frame vectors are available at the
input of the system. In addition, there is more flexibility for adjusting the system parameters and
finding a trade‐off between recognition accuracy and latency.
A series of experiments was realized to adapt first Spanish ASR to a real‐time dialogue application. In
this context, Four DNN/HMM based acoustic models were built for Spanish using slightly different
input features. They are all based on PLP analysis, but differ on whether or not speaker adaptation,
1

The corpus underlying this treebank is the 2008 version of AnCora (Taulé et al., 2008).
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pitch features or feature normalization are used. The best system setups were then applied to the
other four languages in KRISTINA.
The baseline acoustic models are based on PLP features. As an alternative, temporal pattern (TRAP)
spectrum analysis (Schwarz et al., 2004) can be used. Typically, TRAP features are used as input of
multilayer perceptron neural networks, from which discriminatively trained feature vectors can be
extracted from one of the hidden layers (the bottleneck) (Grézl et al., 2007; Fousek et al., 2008a). The
resulting TRAP‐bottleneck features can then be used as input for GMM/HMM or DNN/HMM acoustic
models. TRAP‐bottleneck features have been successfully used in many ASR tasks, and have been
proven especially useful when combined with short‐term features (Fousek et al., 2008b).
Two TRAP bottleneck models, with (TRAP‐1) and without (TRAP‐2) segment‐wise feature
normalization, were built for Spanish. These models were assessed on broadcast data. In both cases,
the TRAP models obtained better recognition performance than their PLP counterparts. The
performance gap between the baseline and TRAP‐2 is 0.5% absolute, even though the input vector of
TRAP‐2 does not use pitch features, feature normalization and speaker adaptation. The TRAP models
were further refined via discriminative sMBR DNN training (Vesely et. al, 2013). The performance gap
between the baseline and TRAP‐2 sMBR models remains around 0.6% absolute. Table 4
Tablesummarizes the results obtained with sMBR DNN/HMM acoustic models.
Speaker
adaptation

Pitch

Feature equalization

WER (user,agent)

Yes

Yes

Normalization

18.8 (27.4, 15.9)

PLP‐3

‐

‐

‐

25.1 (38.4, 20.7)

TRAP‐2

‐

‐

‐

25.0 (37.5, 20.8)

TRAP‐RASTA

‐

‐

RASTA

20.8 (31.1, 17.2)

System
PLP‐0 (baseline)

Table 4: WER (%) comparison of different acoustic models on KRISTINA M9 data set. For each system,
the overall WER is shown, as well as the WER on the user and the agent parts.
The performance gaps between the baseline and the models designed for real‐time processing (PLP‐
3, TRAP‐2, TRAP‐RASTA) are higher for the KRISTINA data than observed for the broadcast data. For
instance, the WER relative difference between TRAP‐2 and the baseline is 25% on KRISTINA, but only
6% on broadcast data. This is probably due to a mismatch between training and testing conditions.
The Spanish acoustic models are trained on a few hundreds of broadcast data, which do fully match
the KRISTINA data in terms of environment conditions and speaking style. The difference between
the TRAP‐RASTA model and the baseline is about 7% relative (from 18.8% to 20.8%).
The WER performance on the user side of the conversation is almost twice as high as the
performance on the agent. The agent, which has a role of a doctor in the M9 Spanish data set,
employs a more formal speaking style and generally speaks more clearly than the user. In other
words, the agent type of data is closer to the broadcast data used in acoustic model training. In
addition, the volume of agent data is greater than the volume of user data.
Acoustic model adaptation is required to improve recognition performance on the user data, the
main target of ASR in the context of the project. Unfortunately, the amount of acoustic data available
for adaptation is relatively small compared to the amount of broadcast data used in acoustic
modeling. An alternative is to use advanced techniques to increase the model robustness to the
changes in environment conditions, such as acoustic data augmentation (Lippmann et al., 1987; Deng
et al., 2000).
The acoustic modeling techniques were evaluated using the baseline word recognizer. The word
recognizer was also adapted to KRISTINA. First, the recognizer was modified to process an input
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stream to start decoding once the first acoustic frames become available. Recognition was also
simplified. First, a 2‐gram language model is used to generate a word graph, which is re‐scored with a
3‐gram model. Consensus decoding is applied to obtain the final raw transcriptions. Pronunciation
and language models are kept in memory to speed‐up processing. Post‐processing is applied to add
punctuation.
Figure 5 shows the WER on the Spanish M9 KRISTINA data as a function of decoding time,
represented here by the real‐time factor (RT), which is roughly the processing time normalized by the
duration of the test data. This graph was obtained by varying several decoding parameters.

Figure 4: WER on the M9 Spanish data as a function of decoding time
Additional tests were performed to measure latency. A local server was used to capture the M9
KRISTINA data via streaming. Time was measured between the different steps, namely word
recognition, consensus decoding and post‐processing. As processing time and latency depend on the
test data, statistics were measured for each utterance. For a total of 1157 utterances, the average
global recognition latency is 0.441s, and the median 0.40s. Post‐processing alone collaborates with
almost half of latency, or 0.198s in average. In these experiments, post‐processing uses a lexical‐
based approach, in which the probability of having a punctuation mark is obtained from an n‐gram
language model.
The punctuation module currently integrated in KRISTINA is based on lexical features. Probability of
having punctuation marks or not is derived from a specific punctuation language model. In addition,
a further (stand‐alone) module has been implemented that uses neural networks and lexical and
acoustic features; cf. (Öktem et al., 2017).

4.3.3 Spoken Language Understanding
The language understanding (or analysis) pipeline, which operates on transcripts obtained by the ASR
(cf. Section 4.3.2) comprises the following steps: (i) tokenization, part‐of‐speech tagging,
lemmatization; (ii) surface‐syntactic parsing (SSynt structures); (iii) mapping to deep‐syntactic
structures (DSynt structures); and (iv) mapping to language‐independent abstract structures
(Conceptual structures).
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The analysis framework adheres to a multi‐layer paradigm: starting from the hypothesized
transcribed user utterances, representations of higher abstraction are successively obtained, until
the underlying semantics are distilled in a formal and language‐independent manner that allows for
automated reasoning and interpretation. Figure 6 shows the representations corresponding to the
respective layers for the example sentence “¿Cuál es la temperatura ideal del agua para bañar a un
bebé?”, lit. “What is the ideal temperature of the water to bathe a baby”.

Figure 6: Successive representations of the example sentence “¿Cuál es la temperatura ideal del agua
para bañar a un bebé?” obtained by the KRISTINA multi‐layer text analysis
Lexical resources, i.e., dictionaries, play an important role in the projection between the layers. They
are part of a multilingual pipeline, that is, they need to be interconnected in order link the concepts
in the different languages and thus enable linguistic abstraction in a language‐independent way; (ii)
the lexicons are constrained by the grammatical resources (graph‐transduction grammars) that use
the information contained in the lexicons during the analysis process. Behind differences between
languages, all of them contain information for both generic and specific lexical entries (cf. Figures 7
and 8).
nounExtArg_:_predicateExtArg_ {
pos = "NN"
spos = "noun"
gp = {
I = {
dpos = N
rel = obl_compl
}
II = {
dpos = N
rel = obl_compl
}
}
}

Figure 7: Generic entry for Spanish nouns with an external argument, according to Nombank
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Each concrete entry has a unique corresponding entry ID and, depending on its PoS, different
information is included. For nouns, we include the following attributes: lemma, countable (with
values “yes” or “no”), Nombank ID (if available), Framenet ID (if available), OntoNotes ID (if
available), Depending the language, gender is also included.2 For verbs, the attributes included are:
lemma, Propbank ID (if available), Verbnet ID (if available), Framenet ID (if available), OntoNotes ID
(if available), English_translation, and morphological information about its governed elements (PoS,
case, presence of a specific adposition, SSynt relation used). For other PoS, just the lemma and the
English_translation attributes are included across languages, although relevant information is added
depending on the language (e.g. in German, prepositions entries include the case assigned by the
preposition).
"lesen_VB_01":_verb_ {
entryID = "3"
vnID = "learn.14‐1"
Eng_tr = "read"
pbID = "read.01"
fn = "Reading"
onID = "read‐v.1"
lemma = "lesen"
gp = {
I = {
pos = "NN"
case = "nom"
ssyntrel = "SB"
}
II = {
pos = "NN"
case = "nom"
ssyntrel = "OA"
}
}
}

Figure 8: Entry for the German verb lesen ‘to read’
For surface‐syntactic parsing, on the one hand Bohnet et al. (2013)’s parser has been integrated. On
the other hand, a new dependency parser (Dyer et al. 2016; Ballesteros et al. 2016) and control
structure for sequence to sequence neural networks that allows for modeling stack like structures
has been developed. In addition, character‐based representations of words have been explored; the
idea behind was to use recurrent neural network to capture morpho‐syntactic clues replacing
standard look‐up based word representations by orthographical representation of words. This
implied statistical sharing across word forms that are similar on the surface (Ballesteros et al. 2016)
and improvement in morphologically rich languages. The parser is very fast (since it runs in a single
core), light (it only requires 1GB of RAM memory) and more accurate when the same resources are
used. The code of the parser can be found at https://github.com/clab/lstm‐parser/tree/char‐based.
In terms of speed, KRISTINA’s new parser is 4 times faster than Bohnet et al. (2013)’s parser.
The parser has been furthermore adapted to spoken language: character‐based representations that
are able to handle out‐of‐vocabulary words, which led to an improvement of about 4 points over the
baseline. Table 5 shows the performance of the two parsers used in KRISTINA, contrasted with the
MaltParser as baseline, on written data.
2

If the gender of the entry is not intrinsic to the entry but depends on morphology (e.g. Spanish “gato/gata” for
‘cat’), the masculine is assumed as default entry.
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Parser

English

German

Spanish

Polish

Turkish

Arabic

MaltParser, default settings

86.0*

80.7

82.4

75.6

65.7

80.4

(Bohnet et al., 2013)

90.6*

89.4

89.6

81.8

70.9

82.9

(Ballesteros et al., 2016)

89.9*

88.2*

88.0*

82.7

70.9

83.8

Table 5: Surface dependency parsing figures on the labeled attachment score (‘*’ marks results that
were obtained without the use of any morphological features).
Table 6 shows the results obtained by training KRISTINA’s new parser on the KRISTINA spoken
Spanish data. From a total of 700 sentences, a 100 were selected for evaluation (there are 1228
dependencies in the test set). The KRISTINA parser outperformed Bohnet et al. (2013)'s parser by
more than 4 points in terms of LAS.
Parser

LAS

UAS

LA

Bohnet et al. (2013)

69.6

83.8

72.8

Ballesteros et al. (2016)

73.9

84.0

78.2

Table 6: Results of the adaptation of the Spanish parser to spoken language (%). LAS: labeled
attachment score; UAS: unlabeled attachment score; LA: label accuracy
In order to abstract from language‐specific features of surface‐syntactic structures, we also aim at
structures in which only content‐bearing words are present, and semantics‐oriented relations
between them are made explicit. For this, multilingual rule‐based and statistical deep‐syntactic
transducers have been developed in order to identify and remove all functional words (auxiliaries,
determiners, void adpositions and conjunctions), and to generalize the syntactic dependencies
obtained during the previous stage, while adding sub‐categorization information for syntactic
predicates. The rule‐based transducers (available for English, Spanish, German, Polish and Turkish )
consist of graph‐transduction grammars that access to language‐specific lexicons to remove the void
prepositions and conjunctions, when any is available (Mille & Wanner 2015), and assign predicate‐
argument edge labels between the remaining words. The statistical transducer (Ballesteros et al.
2014), trained on parallel SSynt and DSynt corpora (see, for instance, Mille et al. 2013 for Spanish),
has been developed for English and Spanish.
The English, Spanish and German deep parsers have been evaluated; Table 7 shows the figures for
the dependency label assignment.
Measure

Spanish (ML)

English (ML)

Spanish (RB)

English (RB)

German (RB)

LAP

91.07

90.63

79.57

86.97

89.01

UAP

98.32

93.70

88.95

90.77

92.72

LAR

90.57

91.02

83.25

89.08

86.60

UAR

97.78

94.11

93.07

92.97

90.21

Table 7: Deep‐dependency parsing results labeling (%). ML: Machine Learning based parser; RB: Rule
based parser; LAP (labeled attachment precision): number of nodes with a correctly predicted
governor and governing relation label divided by the total number of predicted nodes; UAP
(unlabeled attachment precision): number of nodes with a correctly predicted governor divided by
the total number of predicted nodes; UAR (unlabeled attachment recall): number of nodes with a
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correctly predicted governor divided by the total number of gold nodes; LAR (labeled attachment
recall): number of nodes with a correctly predicted governor and governing relation label divided by
the total number of gold node
Since an ontological representation is completely independent from linguistic considerations in
general, it is even more so language‐independent. Hence, the language analysis pipeline must be
able to handle knowledge expressed in different languages in the same way. For mapping deep‐
syntactic structures to more abstract, language‐independent linguistic representations, large scale
lexical resources are needed. Unfortunately, such resources are only available in English at this point,
for example PropBank (Kingsbury & Palmer 2002), FrameNet (Baker et al. 1998), VerbNet (Schuler
2005) and the mappings between them (SemLink, Palmer 2009). For this reason, we chose to map all
input languages to English. For all languages, after the SSynt‐DSynt transduction, all idiosyncratic
words have been left out, and only meaningful ones were kept in the structure. In other words, the
parallelism between the deep‐syntactic representations of different languages is such that
substituting word labels of a language X to English word labels produces a (very often) accurate
English deep‐syntactic structure. Using multilingual resources such as BabelNet, it will be possible to
obtain the translations of these words into English on a large scale. For the first prototype, we
manually crafted and linked lexical resources for the lexical units that are used in the dialogues of the
different use cases.
In addition to the utterance contents, the resulting ontological representation captures also its
performative function (speech act). This is accomplished by drawing upon the KRISTINA dialogue act
ontology, which specifies the different types of dialogue acts (e.g. statement, request, acknowledge,
etc.) and provides properties for associating dialogue acts instances with their respective contents.
To accomplish the transition from the deep syntactic structures to ontological representations, a
semantic structure representation layer is used as pivot. Our semantic structure follows the
principles of the Meaning‐Text Model. This allows us to preserve the grounding to the initial linguistic
structures3, while affording a principled projection to respective OWL statements. The defined
semantic structure representation enriches the node‐edge typology of the deep syntactic layer by
introducing additional node and edge types that allow the typing of the predicate‐argument
structures in alignment with the afore‐described model. Examples include role nodes (e.g. "Time",
"Duration", "Frequency", "Range"), temprel nodes (e.g. "Temporal_Ordering", "Temporal_Overlap"),
and speech act nodes (e.g. Request), and pertinent edges (e.g. "part/whole", "topic").

4.3.4 Communicative Structure Analysis
The communicative (or information) structure worked with in KRISTINA is Mel’cuk (2001)’s
hierarchical hierarchical thematic structure. In particular, we analyzed the correlation between
communicative structure and prosody in order to study if the previously reported conclusions on
read speech (Domínguez et al., 2014) can be applied to spoken language as well. In our previous
empirical work (Domínguez et al., 2016a), we report for read speech a characteristic rising ToBI
pattern in the theme (either L*+H pitch accent or L‐H% boundary tone or a combination of them), a
falling ToBI pattern in the rheme (H* L‐L%) and a rising pith accent (L*+H) or a flat contour (L* L‐L%)
in the specifier span.
For the annotation of prosodic phrases and ToBI labels, we have deployed the implementation of an
automatic prosody tagger (Domínguez et al., 2016b), which carried out a segmentation based on
acoustic features from raw audio following our previous empirical work in this direction (Domínguez

3

Thereby, providing also support for the inverse transformation, i.e. the generation of NL expressions starting from
ontological representations.
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et al., 2016a) including a combination of fundamental frequency (F0), intensity and duration
parameters to mark boundaries at the prosodic phrase level.
The analysis carried out on spontaneous monologues confirms the tendency outlined above for
theme and specifier spans. Table 8 summarizes the results on the thematicity spans coinciding with
prosodic phrases, which are 50% of the total amount of 328 prosodic phrases. Results include all
three thematicity spans, i.e. theme (T1), rheme (R1) and specifier (SP1) as well as backgroundedness
(B) (another dimension of communicative structure according to Mel’čuk), and proposition spans,
where we distinguish between single propositions, same level (or coordinated) propositions and
embedded propositions.
As can be observed in the highlighted figures of Table 8, T1 coinciding spans are associated with a
rising tune in 88% of the examples, and SP1 spans also present a tendency of having either a rising
(64%) or a flat (36%) pattern. However, R1 matching spans to prosodic phrases show a majority of
44% in rising patterns. This can be explained due to the fact that in spontaneous monologues,
speakers tend to use a continuation rise (L‐H% boundary tone) to indicate that they will continue
talking. This analysis also helps to broaden the picture provided in previous analysis of read speech in
two directions: spoken language contains more examples of backgroundedness than read speech and
propositions are a communicative unit, which is found to be matching to prosodic phrases.
Themacity

Proposition

ToBI
Pattern

T1

R1

SP1

B

Single

Same Level

Embedded

Rising

88%

44%

64%

31%

43%

48%

42%

Falling

13%

38%

‐

31%

30%

34%

36%

Flat

‐

21%

36%

38%

26%

18%

21%

Table 8: Results on the correlation between communicative structure and prosody

4.4 Analysis of Multimodal Emotional Cues in Dialogues
The analysis of multimodal emotional cues presupposes the availability of training material. Since no
such training material was available for KRISTINA, the consortium created a rather large valence‐
arousal annotated multimodal corpus of 49 conversations (each containing 2 subjects), with a total
duration of 5h:34m:10s. In the light of the relevance of such corpora to multimodal research, on the
one side, and their scarceness on the other side, this corpus is a valuable contribution. Figure 9
shows its composition. Cf. (Sukno et al., 2016) for the description of the annotation methodology.

Figure 9: Composition of the multimodal valence‐arousal annotated corpus with respect to languages
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The analysis targeted paralinguistic, facial, and gestural cues and their fusion. The emotion cues
across the different modalities are mapped into the two‐dimensional Valence‐Arousal space (Russel,
2010), which spans an emotional coordinate system with two axes. The Valence axis describes the
positive or negative manifestation of an emotion (e.g. ‘pleasant’ versus ‘unpleasant’) while the
Arousal axis determines the degree of agitation (e.g. ‘calm’ versus ‘stressed’); cf. Figure 10.

Figure 10: The dimensional Valence Arousal value model spans an emotional coordinate system with
two axes. Discrete emotion categories can be derived from relative positions within the two‐
dimensional model.

4.4.1 Paralinguistic cue analysis
The paralinguistic emotion cue analysis implies voice activity detection and the analysis of the
emotions transmitted by voice as such. The voice activity detection classifier has been trained on the
created corpus (see above). In order to make the model more robust against background noises we
rely not only on the audio signal but also on visual cues.
To assess the suitability of different feature sets and learning algorithms for both (audio and video)
modalities we conducted an initial study by evaluating the performance of various feature sets and
classifier combinations on the annotated KRISTINA data. As classifiers, we used Naïve Bayes, Support
Vector Machine (SVM) and a standard neural network (NN). Regarding the feature sets we relied on
MFCCs, MFCCDDs, Gemaps (Eyben et al., 2015) and Emovoice (Vogt et al., 2008) for the audio
modality. For the facial analysis, we analyzed plain facial landmarks as a baseline. Furthermore, we
also implemented a suitable feature set based on literature, which calculates the optical flow of
certain facial landmarks in the mouth region over time (Minotto et al., 2014). Figure 11 shows an
overview of all the results.
For the paralinguistic analysis of emotional cues, we modeled the task as a regression problem,
which was addressed by a deep neural network composed of four layers. The first three layers are
using rectified linear units as activation functions. The output layer maps its input to a value between
‐1 and 1 by using the tangens hyperbolicus activation function. To prevent overfitting, we placed a
dropout layer after every fully connected layer.
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Figure 11: Results of the initial evaluation for a data driven voice activity detection model
Since the Valence Arousal Space is mapped to a continuous scale it makes sense to switch to a model
that can represent the whole scale and is not limited by the artificial discretization of the axis and the
inevitable quantization error that is introduced during the process. To be able to adapt our
implementation accordingly we converted the discrete annotations to continuous values by sampling
them at 10Hz. This comparable low framerate represents the minimal time we need to calculate
higher level feature sets like Emovoice in real‐time. After the sampling of the discrete annotations we
continued by isolating the parts of the annotation in which the user is speaking and rendering all
other parts invalid. The various steps of this transformation are illustrated in Figure 12.

Figure 12: From bottom to top: Raw audio signal, manually annotated voice activity, discrete valence‐
arousal‐annotations, continuous valence‐arousal‐annotation, final annotation which only includes
segments when the user is speaking.
The neural network has been tested with various feature sets. Apart from the already mentioned
Emovoice and Gemaps features we also included standard MFFCs; cf. Table 9 for the results in terms
of the root mean square error and the Pearson correlation coefficient. The results for the valence
model are listed under ‘V’ while the results for arousal are listed under ‘A’. The respective models
that have been trained with the annotations filtered by the voice activity are additionally tagged with
‘vad’. The correlation for the arousal task is much higher than for valence, for each of the feature
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sets. This coincides with findings from literature which are stating that arousal can be better
recognized in the voice then valence.
RMSE

Corr.

V

Vvad

A

Avad

V

Vvad

A

Avad

Compare

0.1123

0.1133

0.1770

0.1625

0.1753

0.0796

0.1494

0.2886

Emovoice

0.1137

0.1136

0.1891

0.1657

0.0716

‐0.0249

0.2537

0.2517

Soundnet

0.1139

0.1134

0.2105

0.1690

0.0409

0.0313

0.1790

0.0794

Gemaps

0.1141

0.1136

0.1953

0.1702

‐0.0099

0.0179

0.2055

0.0062

Mfcc

0.1140

0.1135

0.1998

0.1694

‐0.0001

0.0010

‐0.0439

‐0.0093

Table 9: The results of the paralinguistic analysis

4.4.2 Facial analysis
The pipeline of the final module for facial analysis is illustrated in Figure 13. It consists of the
following steps:





Face detection using a standard cascade detection algorithm (Viola and Jones, 2004).
Localization and tracking of facial landmarks based on a cascade of regression models, also
known as the Supervised Descent Method (SDM) (Xiong and De La Torre, 2013).
Extraction of Scale Invariant Feature Transform (SIFT) descriptors (Lowe, 2004) to analyze
and encode the facial appearance in terms of Action Units (AUs) (Ruiz et al., 2015).
Mapping from SIFT descriptors onto V‐A space and prototypical facial expressions labels.

Figure 13: Pipeline of the face analysis module
For the face detection and landmark estimation sub‐modules, we have implemented an automatic
and fully operational system that combines face detection using a boosted cascade of Haar features
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(Viola and Jones, 2004). The input to this component is a video frame and the output is a 68x2 matrix
that contains the coordinates [x, y] of the estimated facial landmarks; see Figure 14.

Figure 14: Numbered facial landmarks
The final version of the module incorporates an enhanced tracking mode, which is activated when
the facial landmarks from the previous estimation are provided as an input, and a binary
classification error correction mechanism, which enhances the reliability of the face detection
algorithm and resets the face detection in case of tracker’s failure at next frame.
For the identification of the emotional state transmitted by a face, we use the Circumplex model of
affect (Russel, 1980). This model identifies Valence and Arousal (V‐A) as the underlying dimensions of
human emotions. Valence describes whether the emotion is pleasant or unpleasant and arousal
indicates if the subject is calm or excited. Each dimension is represented in a continuous range that
goes from ‐1 to 1. Given that the Circumplex model of affect is defined over a continuous space we
have created our V‐A estimators using linear regressors. To evaluate them, we have computed the
Root Mean Squared Error (RMSE) and the Pearson correlation coefficients with respect to the ground
truth for each emotional axis. Table 10 shows the performance of the model against the performance
of the KRISTINA V‐A corpus annotators (green highlights a performance significantly above the
average and red below). As we can observe, the automatic annotations are within the human
variability observed in our corpus.

Corr.

RMSE

A1

A2

A3

A4

A5

A6

A7

A8

A9

A10

TT

AUT

V

0.65

0.94 0.72 0.84 0.75 0.68 0.79 0.70 0.63 0.89 0.84 0.64

A

0.31

0.61 0.61 0.72 0.46 0.26 0.72 0.84 0.53 0.48 0.81 0.41

V

0.17

0.04 0.16 0.08 0.14 0.14 0.09 0.11 0.18 0.09 0.16 0.13

A

0.13

0.14 0.18 0.12 0.12 0.20 0.10 0.07 0.16 0.12 0.12 0.17

Table 10: Each row contains the RMSE and the Pearson’s correlation of the output provided by each
human annotator (A1‐A10) with respect to the ground truth. The last two columns are the mean of
the measurements provided by the annotators and the results obtained by our automatic system
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4.4.3 Gesture analysis
The gesture analysis module focuses on a quantitative analysis of the movements. To tackle the
challenge of interpreting gestures from two dimensional video streams in an efficient way, the
module uses a multistep hand tracking setup.

Figure 15: Final merged view of hand tracking in the video frame
The chain of filter masks for feature extraction starts by a standard OpenCV Face detector mask.
From the face, an average skin tone is determined, which is used to create a skin mask. This skin
mask contains various areas of interest, blobs of similar colored areas. Based on these blobs (and
several heuristics), an estimate is made which blobs might represent the hands. Within the blobs the
most likely location of the hands is determined, taking into account cases where people are wearing
short sleeves. Through several frames this estimate is tracked, and the location optimized, allowing
handling of occlusion of hands, for example when overlapping each other or overlapping the face.
The movement tracking also allows optimization of the position determination, making the algorithm
faster. In the next step then, a limited body model is added. From this basic setup with hand tracking,
three different types of information are extracted: (i) emotional gestures, (ii) pointing gestures; and
(iii) semantic gestures.
In order to evaluate the effectiveness of the gesture analysis module with respect its contribution for
the arousal estimation of the user, the system has been tested on the same evaluation data that has
been used for the paralinguistic analysis, with the arousal detection reaching 0.1209 of RMSE and
0.1320 of PCC.
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4.4.4 Modality Fusion
The modality fusion in KRISTINA is embedded in the Social Signal Interpretation framework (Wagner
et al., 2013) and follows the event driven approach; cf. Figure 16.

Figure 16: Schematic setup of the multimodal KRISTINA affect recognition
Events are hereby defined as affective manifestations that are emitted by the involved modalities,
occur asynchronously across affective channels and influence the assessment of the current affective
state. They are coupled to activity detection in the respective affective channels asynchronously, as
they appear over time. The assurance of meaningful activity can be as simple as guaranteeing stable
tracking in frames containing video data of e.g. faces for facial analysis or hands for gesture analysis.
More elaborate activity measures include signal processing steps such as the calculation of a signal‐
to‐noise ratio to determine parts of the audio channel that probably hold paralinguistic information.
Frames that do not pass an activity check are not qualified to generate affective events.

4.5 Content Acquisition, Integration and Reasoning
(External) content acquisition, integration and reasoning form the semantic backbone of the
KRISTINA agent. Figure 17 depicts this semantic framework.

D1.5_Final_activity_report_v1.0

Page 29 of 76

H2020‐645012 KRISTINA

D1.5‐V1.0

Figure 17: Semantic framework in KRISTINA

4.5.1 External content acquisition
External content acquisition implies a number of stages: web and social media crawling, content
scraping, indexing, retrieval and content extraction.
4.5.1.1 Crawling
For Web crawling, we use an infrastructure which is based on Apache Nutch4. For each of the use
cases, we crawled the web starting from a number of trusted domains, as specified by the user
experts. For social media crawling, we used the Twitter Stream Handler (Mass et al, 2012), which has
been adapted to the KRISTINA needs.
The crawling phase results in a set of URLs stored in the SIMMO‐based MongoDB database. This URL
collection serves as input to content scraping, which extracts the content from each of these URLs.
4.5.1.2 Scraping
The scraping process detects the significant information of a Web page and filters out “noisy”
content, such as advertisements, content from navigation bars, banners, etc. In addition, the
scraping component is able to aggregate and store content derived from heterogeneous Web
resources under a common format that can easily be managed by subsequent components in the
KRISTINA pipeline (e.g., the IR component).
4.5.1.3 Indexing
The outcome of scraping is indexed. The initial indexing implementation used the Apache Lucene5
search engine library for indexing the SIMMO‐based content. However, several modifications to this
initial implementation had to be made in order to better address users’ informational needs. Thus,
according to users’ preferences, small parts of the Web content (referred to as “segments” or
4
5

http://nutch.apache.org/
http://lucene.apache.org/core/
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“passages”) need to be retrieved to form the answer in the case of health‐related information, along
with the retrieval of whole documents (e.g., in the case of news articles and diabetic recipes). Since
users’ informational needs are different for different conversational topics, we have created different
types of indices to serve both requests, including a “multiple‐segment” index (at the level of
paragraphs, sentence unigrams, bigrams and trigrams) to serve requests for segments, and a
“document” index to serve requests for Web documents. An ‘all segments’ index contains all
segments (which is important, given that we do not know a priori which type of segment is of
relevance). An additional “concept‐based” index has also been created to support concept‐based
passage retrieval.
4.5.1.4 Retrieval
The information retrieval component is responsible for answering user questions. It accesses the
indices constructed by the indexing component and returns an answer. The component is composed
of a list of services, including passage retrieval for health‐related information, and text/document
retrieval for newspapers and diabetic recipes, which draw upon three different retrieval models: (a)
the Vector Space Model (VSM), (b) the Language Model with Dirichlet smoothing (LMD), and (c) the
Language Model with Jelinek‐Mercer smoothing (LMJM). Consider Figure 18, for illustration, the
overall retrieval framework.

Figure 18: Document, paragraph and segment/passage retrieval
In total, we implemented the following six retrieval methods: 1. retrieval based on sequential
dependency models (Metzler and Croft, 2005); 2. two‐stage (document‐based) passage retrieval, in
which initially the top‐N documents are retrieved from which then the most relevant passages are
retrieved; 3. three‐stage (document‐paragraph‐based) retrieval, in which first the top‐N documents,
then the top‐M paragraphs and from those then the most relevant passages are retrieved; 4.
context‐based passage retrieval, which builds upon the three‐stage (document‐paragraph‐based)
retrieval method, recalculating the scores of the paragraphs by taking into account the relevance
score of the previous and the next paragraphs (any); 5. passage segmentation, in which the retrieval
score of the top‐retrieved passage is augmented with the scores of its adjacent passages (this is
similar to the context‐based passage retrieval, with the difference that it is applied to the retrieved
passage that can be of any granularity); and 6. concept‐based passage retrieval, which exploits the
concept‐based sentence index.
The similarity score between the query terms and the document/segment’s terms is calculated based
on the two aforementioned language models (LMJM and LMD). The two models return unbalanced
scores with the first having a wider value range than the second. In order to calculate a fused score
for the documents/segments, we normalised their scale from 0 to 1.
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However large the scraped and indexed content base may be, users may submit queries for which no
appropriate answer exists. There are also cases where an appropriate answer cannot be found by the
information retrieval component. Given the context of KRISTINA, in these cases, it is preferable not
to return any results, rather than answer with an irrelevant response that matches only a small
subset of the user query keywords. To account for this, we implemented a method which filters out
answers not satisfying a threshold condition. This condition assumes that any answer should have a
sufficient number of matching keywords with the query, otherwise it is considered as irrelevant. So,
if the top‐ranked answer does not surpass these requirements, the retrieval service will respond that
there are not relevant results. Empirically, we have set this threshold to 65%.
On the other hand, in order to retrieve as much relevant content as possible, we perform query
expansion using Word2vec embeddings (Mikolov et al., 2013). Cf., for illustration, the web interface
for “one‐sentence” and “paragraph” passage retrieval in Figure 19.

Figure 19: “One sentence” and “paragraph” retrieval Web interface
All retrieval models have been evaluated with respect to their performance in both use cases of
KRISTINA. In what follows, we show, as an example, the evaluation of the Spanish setting in the case
of the three‐stage passage retrieval. The Spanish evaluation set consisted of 20 different questions
from which up to two alternative formulations are used. These alternatives have the same meaning
but they are expressed with a different wording.
The main evaluation metric we leveraged is Success@n (S@n). This metric has a value of 1 for a
question if at least one correct answer is retrieved in the top n ranked results by the IR system.
Otherwise, a value of 0 is assigned to this metric. Mean success@n (mean S@n) is the average value
over all the questions we evaluate. Table 11 shows the figures.
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Spanish
(Document‐paragraph based)

Language model
LMD
Mean
S@2
83%

LMJM
Mean S@2

Paragraph retrieval

Mean
S@1
67%

Mean
S@1
75%

Segment retrieval (without QE)

67%

78%

67%

81%

Segment retrieval (with QE)

72%

86%

69%

75%

89%

Table 11: Three‐stage passage retrieval for Spanish
In addition to the generic retrieval, we implemented, in order to cater for specific KRISTINA needs
(for instance, for the retrieval of cultural events or weather forecasts), specific location‐driven search
services.
4.5.1.5 Content extraction
The content extraction from web material focuses on named entity recognition (NER) and
concept/concept relation extraction. For NER, the Stanford coreNLP suite (Manning et al., 2014) is
used; cf. Table 12 for evaluation.
Precision
0,760563

Recall
F‐measure
0,864
0,808989
Table 12: NER evaluation

To tackle the concept extraction task, the online tool Metamap has been used as the basic
component to recognize and tag the concepts that appear in medical texts with UMLS (Unified
Medical Language System) annotation. The basic component is extended by the DBpedia Spotlight
service; cf. Table 13 for the quality.
Precision

Recall

Metamap

0.6168996188055909

0.7738838214114259

Metamap +
DBpedia

0.6419346670043049

0.9116658665386462

Table 13: Concept extraction evaluation
Relation Extraction in KRISTINA is addressed by a hybrid methodology which involves fusion of the
output originating from a pattern‐based and a machine learning‐based component, similar to (Ben
Abacha and Zweigenbaum, 2011). However, unlike Ben Abacha and Zweigenbaum, we use node‐
based finite state automata (FSA) instead of regular expressions for pattern matching and mainly an
SVM classification model for the ML‐based component.
Cf. Figure 20 for the architecture of the relation extraction framework. The framework uses
traditional NLP methods like tokenisation, POS tagging, NER, chunking, normalisation to break down
the input text to a form suitable to be exploited by both the pattern‐based and machine learning‐
based components.
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Figure 20: Relation extraction framework
Table 14 displays the results of the evaluation of our relation extraction. We observed a 5.8% relative
improvement in the performance of our system, when compared to the baseline (Ben Abacha and
Zweigenbaum, 2011), while considering that only the weighting strategy changes are taken into
account. In general, the FSA approach of the pattern‐based module delivered consistent
performance, with a high micro‐averaged precision value (0.772) and a low micro‐averaged recall
value (0.292).
Setting
Pattern‐based
Multi‐class SVM
Mono‐class SVM
RF
Pattern‐based +
Multi‐class SVM

Pattern‐based +
Mono‐class SVM (1st
prototype)
Pattern‐based +
Mono‐class SVM
(2nd prototype)

Weights from
‐
‐
‐
‐
Class frequencies [Ben Abacha and
Zweigenbaum, 2011]
SVM
RF
Class frequencies [Ben Abacha and
Zweigenbaum, 2011]
SVM
RF
RF

Precision
77.21%
72.56%
81.91%
67.34%
73.35%

Recall
29.24%
72.56%
64.98%
67.34%
73.35%

F‐score
42.42%
72.56%
72.47%
67.34%
73.35%

73.43%
74.15%
73.86%

73.43%
74.15%
73.86%

73.43%
74.15%
73.86%

75.64%
75.81%
78,26%

75.64%
75.81%
78,26%

75.64%
75.81%
78,26%

Table 14: Relation extraction from web‐based material
4.5.1.6 Social Media Classification, Retrieval and Topic Detection
The social media classification, retrieval and topic detection component parses the Twitter posts
derived from social media crawling, classifies them into a number of predefined categories and
updates the SIMMO‐object of each Twitter post with the predicted category, retrieves tweets based
on search criteria and groups them into clusters sharing the same topic in order to address users’
informational. In particular, the component has to answer the below tweet and topic‐related
questions:
1. Currently discussed tweets/topics in social media.
2. Tweets/topics relevant to a specific category from a predefined list of categories including: 1.
Economy, Business & Finance, 2. Health, 3. Lifestyle & Leisure, 4. Nature & Environment, 5.
Politics, and 6. Science & Technology. These categories belong to the IPTC6 news codes
6

http://en.wikipedia.org/wiki/International_Press_Telecommunications_Council
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taxonomy and they were selected after an extensive discussion with the user experts of
KRISTINA.
3. Tweets/topics containing a specific keyword (e.g., Alzheimer, Kino).
4. Tweets/topics posted by a specific account. These accounts are predefined and cover news
topics for the 2nd prototype while vaccination and breastfeeding topics are foreseen for the
3rd prototype.
Figure 21 shows the architecture of the component.

Figure 21: Social media classification, retrieval and topic detection component
Search results are presented in a user‐friendly Web interface, so that the user can easily redirect to
the original Twitter post; cf. Figure 22.

Figure 22: Example output of the social media retrieval matching the keyword “Kino”
Tweet classification in KRISTINA is based on a hybrid classification model that combines two text
representation methods, namely word2vec (Mikolov et al., 2013) and n‐gram (Liparas et al., 2014;
HaCohen‐Kerner et al., 2016). The weights of the fusion scheme are tuned in the context of the
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KRISTINA data collections and user requirements, aiming to suitably represent and classify into a
number of predefined categories each Twitter post. The fusion is realized in terms of a Random
Forest (RF) classification; cf. Figure 23.

Figure 23: The KRISTINA training component of the RF classification framework
The training stage of the classification is applied on the text of each social media post. We treat each
text representation (n‐gram and word2vec) as two separate feature vectors where a RF is
constructed and trained on each one, independent to each other. In order to formulate a final fused
RF model, we apply a late fusion strategy by computing weights for each modality’s RF outputs.
The training dataset for training and evaluation has been created by users, who annotated tweets in
terms of 6 categories found in the IPTC news codes taxonomy (Economy, Business & Finance, Health,
Lifestyle & Leisure, Nature & Environment, Politics, Science & Technology) as the most representative
categories to characterize a news text, using an annotation tool that has been developed within the
project (Liparas et al., 2014).
Table 15 displays the results of tweet classification for German.
Modality
Category

Word2vec
Recall

F‐score

Precision

33.33%

13.04%

18.75%

6.67%

5.00%

Lifestyle
&
Leisure
Nature
&
Environment
Politics

52.94%

Science
&
Technology
Macro average

Economy,
Business
Finance
Health

Precision

N‐grams

Fusion

Recall

F‐score

Precision

Recall

F‐score

24.44%

47.83%

32.35%

27.59%

34.78%

30.77%

5.71%

66.67%

30.00%

41.38%

69.23%

45.00%

54.55%

57.45%

55.10%

66.67%

51.06%

57.83%

76.47%

55.32%

64.20%

50.00%

26.09%

34.29%

71.43%

43.48%

54.05%

81.25%

56.52%

66.67%

65.75%

91.43%

76.49%

77.48%

81.90%

79.63%

75.61%

88.57%

81.58%

30.00%

12.00%

17.14%

57.14%

64.00%

60.38%

57.14%

64.00%

60.38%

39.78%

34.17%

34.58%

60.64%

53.05%

54.27%

64.55%

57.37%

59.69%

&

Table 15: Relation extraction from web‐based material
Topic detection in news forums, blogs and social media public and open accounts is a very crucial
task, because the large streams of social media information needs to be effectively and efficiently
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organised. To that end, topic detection assists the KRISTINA agent in providing topic‐centric
information by processing heterogeneous social media posts that become available on a daily basis.
The topic detection task in KRISTINA groups together Twitter posts that discuss about the same
topic/subject so that they can be presented back to end‐users in a more effective way. Given a
collection of Twitter posts, the estimation of the correct number of topics is a challenging task,
because of the fact that there are text documents that do not belong to any of the topics. For the
estimation of the number of clusters (topics), the DBSCAN‐Martingale approach has been used
(Gialampoukidis et al., 2016). The DBSCAN algorithm (Ester et al., 1996) is repeatedly applied using a
random density parameter , while the lower bound for the number of clusters
is kept
constant. The generated stochastic process progressively estimates the number of clusters in any
dataset, in the context of text clustering, to estimate the number of topics. The final number of
clusters is provided by a majority vote among several realisations of the DBSCAN‐Martingale process.
Figure 24 shows an example of the topic detection in action.

Figure 24: KRISTINA topics in German; elections in North Rhine‐Westphalia (NRW), the meeting of
Merkel and Macron, and the WannaCry ransomware attack
In the experiments we compare our proposed method with the uniform generation of density levels
. The datasets we have used for comparison are four synthetic datasets with points in the 2‐
dimensional plane that contain 5,10, 15 and 20 clusters, with sizes 500, 1000, 1500 and 2000 points,
respectively. Table 16 shows the time needed to extract all clusters using the uniform distribution as
proposed in FP7‐MULTISENSOR and using our proposed skewed sample. In bold we present the
minimum values for the time needed to extract all clusters.
Realisations
Dataset
Data1
Data2
Data3
Data4

Uniform distribution
Skewed distribution
Clusters
Skewness
time needed T
Skewness
time needed T
5
0.02
4
1.12
2
10
‐0.01
4
0.99
2
15
0.00
3
1.02
2
20
‐0.02
3
0.97
2
Table 16: Assessment of time needed to extract all clusters
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4.5.2 Ontologies
In line with the representation requirements of KRISTINA, a number of ontologies have been
developed to support knowledge integration, reasoning and fusion, coupling information distilled
from the interaction with the user with domain and background information. These include
ontologies to capture:





the content of the conversation coming from the verbal and non‐verbal communication of
users with the system;
user profile information, e.g. preferences, habits, diseases, etc.;
domain knowledge capturing system behaviour, such as response types and feedback
messages;
the semantic relationships and dependencies among the various contextual aspects and
domain topics, describing the way information should be integrated, fused and interpreted
to provide meaningful responses.

4.5.2.1 Verbal Communication Representation
The content of the verbal communication is extracted into frame‐based representations using the
TALN frame semantics parser7. Inspired by Gangemi (2010), who explicates frame semantics in view
of the Descriptions and Situations ontology pattern, we opt for a reified representation of the n‐ary
conceptual structures denoted by frames, interpreting frames as
:
, frame elements
as
:
, and the extracted frame occurrences as
:
. However, the conceptual
disparities between the linguistic considerations underpinning Frame‐Net's intended semantics and
knowledge engineering practices require a certain extent of re‐engineering in order to obtain well‐
defined ontological representations.

Figure 25: Frame situation ontology
Towards this end, we adopted a refined interpretation that takes into account the ontological type of
the considered frames. We distinguish between frames that denote event‐centric situations (e.g.
,
), attributive ones (e.g.
,
,
_
), and frames
that relate to objects (e.g.
,
). As shown in Figure, the FrameSituation ontology
comprises the following core classes: (i) FrameSituation, which captures relational contexts on a set
of entities, i.e. events and situations describing n‐ary relations between entities (i.e., frame
participants), (ii) FrameDescription, which encapsulates the frame‐based descriptive contexts (i.e.
conceptualisation) that define the interrelations (semantic roles) of the set of participating entities,
and (iii) FrameElement, which serves as a superclass for the concepts used to classify the entities
specified by frame descriptions, by means of their semantic roles (e.g. Agent, Theme, etc.).
Abstracting away from the specifics and premises underlying the various predicate‐argument
linguistic vocabularies (namely PropBank, VerbNet, FrameNet (Giuglea & Moschitti 2004)), in its
7

https://github.com/talnsoftware/FrameSemantics_parser
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current implementation the FrameSituation ontology core classes specialisations draw upon a
generic set of semantic roles that aims to mediate the different semantic role definitions across the
various linguistic resources; along the same lines, the recognised frames (i.e. events and situations)
are primarily grounded based on their BabelNet synsets. This allows for greater flexibility when it
comes to mapping to the reference domain ontologies; in parallel, the preservation of the
associations with the underpinning linguistic predicative resources ensure the availability of the
information needed for linguistic generation. At the time of reporting, the set of the defined
semantic role properties include Agent, Patient, Theme, Location, TemporalAttribute (with respective
specialisations for start/end time and duration), TemporalRelation (with respective specialisations for
capturing ordered and overlapping intervals) and Frequency.
4.5.2.2 Non‐Verbal Communication Representation
The user communication with KRISTINA includes a number of non‐verbal aspects, such as emotions,
gestures and facial expressions.
A number of ontologies have been developed to capture the non‐verbal information. Figure 26
presents an excerpt of the vocabulary that is used to model body parts, pointing gestures and facial
expressions. It should be noted that facial expressions are directly mapped to emotions, based on the
relevant classifications that are provided by analysis modules (cf. Section 4.4). Whenever possible,
the ontologies are aligned with existing ontologies, such as the SUMO ontology8 module and the
Emotion Ontology9.

Figure 26: Excerpts of upper‐level ontologies that capture information about gestures, facial
expressions and emotions
The ontology provides the core vocabulary and basic relationships to capture atomic information
that can lead to the derivation of information pertinent to the high‐level interpretation
requirements.
4.5.2.3 User Profile Information Representation
In order to achieve in KRISTINA a well‐defined description of behavioural aspects and a better degree
of knowledge sharing, reuse and interoperability, a pattern‐based approach has been followed for
capturing user models, capitalising on specialised instantiations of the descriptions and situations
(DnS (Gangemi & Mika 2003)) ontology pattern that is part of DOLCE+DnS Ultralite (cf. Figure 27).

8
9

http://www.adampease.org/OP/SUMO.owl
http://purl.obolibrary.org/obo/MFOEM.owl
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Figure 27: Core behaviour pattern
The aim of the proposed pattern is to formally capture behavioural meta‐knowledge, that is, the
structural notions of events, preferences, habits (e.g. the frequency or duration of certain activities),
their relations to domain entities and contexts (e.g. events involved), as well as to define operators
among them, e.g. temporal or spatial. Towards this end, the ontology makes use of the meta‐
modelling capabilities of OWL 2, namely punning that allows treating domain concepts as instances,
allowing property assertions to be made among domain concepts. In this way, the proposed patterns
enable to formally represent contextualised views on complex situations, and afford reusable pieces
of knowledge that cannot otherwise be directly expressed by the standard ontology semantics, e.g.
temporal correlations among activities that are not connected in a tree‐like manner (Motik et al.
2008). Figure 28 depicts the instantiation of the DnS pattern to capture the coffee drinking
preferences of Ann. More precisely, the instantiation of DnS in DUL involves the definition of
and
instances. The latter
one or more
that may further
entities, describing in that way the context of a given situation of interest. That said, the
preference
pattern
of
the
example
defines
the
situation
(
⊑
:
) and two domain concepts (
and
) for the
classification of DUL entities that are involved in this pattern, i.e.
and
. The
:
is reused to classify the
event/class10 and the
concept to
designate the frequency.

Figure 28: Coffee drinking pattern in KRISTINA’s user model

10

In DUL, the dul:EventType concept classifies dul:Event instances. In this example though, we use a class (Drink), which
conforms to the OWL 2 DL semantics (punning, (Jekjantuk et al. 2010)).
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In addition, following the conceptual example of Event‐Model‐F (Scherp et al. 2009), the situation
instance is further associated through
:
property assertions with the entities that
are classified by concepts. Instead of manually defining such relations, the preference pattern uses
the property chain axiom:
∘

∘

⊑

Apart from describing preferences and habits, the updated version of user models also supports the
modelling of diseases and problems of users. According to the updated use cases, KRISTINA should
be able to provide information about, for example, sleep problems that people might have or
diseases, such as dementia. Figure 29 presents the instantiation of the KRISTINA user model to
capture the fact that Stefan has dementia.

Figure 29: Instantiation of the KRISTINA user model to capture disease information
The current KB contains user information about: activities before sleep, favourite board games, sleep
time, activities after watching TV, sleep duration, eating habits, wakeup time, allergies, wakeup
frequency during night, favourite food, toilet frequency during night, diseases, sleep problems, etc.
4.5.2.4 System Behavior
Knowledge Integration (KI) interacts closely with the DM, feeding it with reasoning and interpretation
results pertinent to the ongoing interaction with the user. Direct reaction to a particular question as
well as proactiveness and verbosity are supported. Through proactiveness, DM can further drive the
interaction with the user by suggesting possible topics of discussion, taking into account the
information needs of the user. Verbosity is used to provide richer responses to the user by combining
two or more responses with similar content.
In order to support the functionality of DM, the structure and semantics of the response messages
have been extended to adequately capture the interpretation results of the underlying reasoning
module. The upper‐level response ontology is depicted in Figure 30. A response actually consists of a
that contains one or more responses specified through
property assertions. Each response is associated with the pertinent topic and a timestamp through
and
property assertions. The
is defined
as:
ResponseContainer SubClassOf
responses:containsResponse only responses:Response and
responses:conversationalContext only topic:Context and
responses:timestamp only xsd:dateTime
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As depicted in Figure 30, there are different types of responses. For example,
are used to capture answers to "yes/no" questions,
are used to return a URL as a
response,
are used to return information about the weather, etc.
and
responses are used to annotate the KI answers that should be handled differently by
the DM. The
class is defined as:
Response SubClassOf
responses:rdf only rdf:Statement and
responses:text only xsd:string and
responses:plausibility only xsd:double

Figure 30: Upper‐level response ontology of KRISTINA
In case of answers that contain information from the KB, the respective triples are reified and added
to the
property. In case of textual responses, e.g. results extracted from the Web, we use the
property to store the returned segment. Finally, the
property is used to define the
degree of confidence of the response.
4.5.2.5 Upper Level Context Model
So far, we have described the ontologies we use to capture information about individual aspects of
user communication with the KRISTINA agent, such as objects and events recognised in utterances,
gestures, facial expressions etc. All this information is mapped on domain entities to enable the
derivation of contextual descriptors that best satisfy and interpret the context. In order to define
these contextual descriptions, i.e. the models that describe the way individual pieces of information
can be combined to derive an understanding of the situation, we have developed an upper‐level
ontology that can be further extended to capture topics and domain semantics through complex
class descriptions, according to the requirements.
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Figure 31: Upper‐level domain and context structures
We use the term observation to abstractly refer to the root of the context type hierarchy. Figure
31depicts the lightweight vocabulary for modelling context types. The ontology extends the
:
concept of LODE (Shaw et al., 2009) to benefit from existing vocabularies to describe
events and observations. Property assertions about the temporal extension of the observations and
the agent (actor) are allowed, reusing core properties of LODE. Figure 31 also depicts the relationship
between the upper‐level domain and context models. More precisely, the
class is provided
that allows one or more
property assertions referring to observations. In terms of DL
semantics, the
class is defined as:
≡∃
classifying instances with

.

property assertions in

.

4.5.3 Reasoning and Interpretation
The interpretation task employs OWL 2 DL reasoning services and custom rules to combine the
available input and generate additional inferences. The task's objective is twofold: 1) to achieve
conversational awareness, by formally defining the structural and semantic relationships of
supported conversation topics; 2) to support advanced reasoning and question answering to match
user questions against KB structures, extracting rich contextual information and responses to fuel
DM logic and Language Generation (LG).
4.5.3.1 Conversational Awareness and Fusion
In order to recognize conversational topics, a thematic ontology has been developed that
semantically associates topics with domain concepts extracted through verbal and non‐verbal
information. Based on data coming from other KRISTINA modules, KI builds the ongoing
conversational context and uses an ontology reasoner (native OWL 2 DL reasoning) to determine the
topic. The topic hierarchy of the first version of the framework has been extended with additional
concepts and conversational topics, supporting now 119 distinct topics. It should be noted that each
ontology topic corresponds in practice to more than one use case questions, therefore, the overall
number of the supported questions is higher. An excerpt of this ontology is depicted in Figure 32.
The interpretation task defines the way atomic observations can lead to the derivation of high‐level
interpretations. For this task, we group observations into a single
instance (root of topic
hierarchy), creating the current context, which is then fed into the DL reasoner for subsumption
reasoning and context classification. In principle, the current context is built taking into account the
temporal extension of observations, along with background information pertinent to the domain. For
example, the topic
(i.e. the conversation revolves around disease‐related
information for the care recipient) is defined as:
≡
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Figure 32: Upper‐level classes for the topic hierarchy ontology
However, apart from context classification, an important reasoning requirement in multimodal fusion
is the propagation of property fillers among incoming observations, e.g. the injection of the body
part where a deictic gesture points to, which is derived after fusion with spoken utterances. Due to
the tree‐model property, DL reasoning is not able to update property fillers for unconnected
instances (observations). KI uses SPARQL CONSTRUCT graph patterns to enrich the reasoning
capabilities of the framework, implementing certain fusion requirements, according to the entities
and relations involved.
The native OWL 2 DL reasoning services, although able to support advanced context aggregation and
fusion capabilities, fall short to adequately addressing missing information or noisy input. For
example, a conversational topic is not detected, even if only a single dependency is missing. As such,
the algorithm strongly depends on the performance of other KRISTINA modules, failing to provide
flexible conversational awareness and topic detection. To this end, we have extended conversational
awareness with a custom reasoning procedure, beyond native OWL 2 DL reasoning. The module has
been integrated in KI but is not part of the second system evaluation.
Let
, ,…,
be a conversational topic and = , , … , be the current context ( and
are ontology concepts from the domain ontology). The topic matches the current context , only
if they share at least one dependency:
,

| ∩ |
| |

∩ denotes semantic set intersection and returns the semantically common elements of the two
sets, taking into account the semantics of the ontologies. If
0, then there are no common
concepts in the two sets. If
0, then contains concepts that exist in the current context and

D1.5_Final_activity_report_v1.0

Page 44 of 76

H2020‐645012 KRISTINA

D1.5‐V1.0

therefore it is selected as a plausible topic. The final topic is selected by ordering the set of the
plausible topics according to their
, taking the one with the highest
value. For example,
assuming that
,
and
, then
will be a plausible topic with
0.5. In that way, we are able to detect topics
and provide responses even in cases when the input coming to KI is not complete, increasing recall.
4.5.3.2 Question Answering
Having acquired an understanding of the ongoing conversation, the next step is to compile a
response and propagate it to the DM. In KRISTINA, responses are generated either directly from the
KB, or the Web search module is called to provide a response from trustworthy web sites. The
decision is made at runtime, according to the discussion topic recognised by KI.
Context extraction implies the semantic interpretation of the analysed user question and the
subsequent extraction, from the KB, of knowledge that satisfies the query context. It involves: (i) key
entity extraction; (ii) identification of the resources that match the extracted key entities; (iii)
identification of the local context for each entity; (iv) establishment of the context links; and (v)
context ranking and responding.
Extraction of key entities
The first step of the algorithm is to extract the key entities of question analysis. As key entities, we
define the entities that participate in DnS classification relations, since such axiomatisation
encapsulates information about the context of questions. The key entities can be straightforwardly
extracted by traversing the frame situation model, collecting the resources classified through
:
property assertions. Assuming that is a key entity, is a resource and is the
language analysis model, the set with all the key entities is defined as:
|〈

〉, ∀ ∈

:

Resource identification
Having extracted the key entities , the next step is to assign URIs to each ∈ . Using Babelfy, each
classified entity is assigned to a WordNet synset. These annotations are used to detect entities
(synonyms) in the KB that will drive the resource unfolding process. Assuming that
is the
label of resource ∈
,
is the synset of key entity ∈ and is a similarity function, the
set
of all the relevant resources to is defined as:
,

∈

The current implementation uses the UMBC Semantic Similarity Service (Han et al., 2013) for
simplicity, a ready‐to‐use service that calculates the semantic similarity between and
combining Latent Semantic Analysis (LSA) word similarity and WordNet knowledge. The output of
this step is the multiset that contains the sets of all relevant resources of key entities in :
∣

∈

Resource unfolding and local context
The next step is to define the local context for each entity
∈
that captures information
relevant to the neighbouring resources (triples) of ′. The local context is built by taking into account
all the connected triples with ′, without examining the similarity of the predicate labels to entities
and resources extracted through language analysis.
Based on the mappings generated in the previous step, the local context generation task iteratively
unfolds a resource ′, traversing the KB vocabulary and collecting triples 〈 , , 〉 whose subject,
predicate or object is linked to ′. A threshold is used to filter out triples that are more than
property assertions away from the element. More specifically, the local context
of resource ′ is
defined as:
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〈 , , 〉∣

→ 〈 , , 〉, ∀

∈

,

where → 〈 , , 〉 denotes all the triples directly or indirectly connected with ′, up to property
assertions away. Intuitively, the aim is to enrich local contexts with additional contextual triples from
the neighbourhood of key resource ∈
in the KB. By computing the local context of each ′,
we create the set of all the local contexts relevant to the question, i.e.
,∀ ∈
.
Context links
Based on the local contexts , context links are defined. Intuitively, a context link captures a
contextual dependency between two local contexts, with respect to the contained triples. Two local
contexts
and
are linked, denoted as
↦
, if ∃ 〈 , , 〉 ∈
,∃ 〈 , , 〉 ∈
,
such that
∨
∨
∨
∨
.
Context ranking and responses
↦ , . .. ↦ ,
The final step of the algorithm is to traverse the paths defined by context links
collecting the triples 〈 , , 〉 of local contexts in order to generate possible contextual responses.
Intuitively, this step merges the local contexts of different key entities, capitalizing on the contextual
dependencies identified in the previous step. More specifically, a response multiset is defined as:
∪

. . .∪

∣

↦

...↦

,∀

∈

Each response set ∈ is semantically and structurally compared to language analysis results in
order to rank them and select the most plausible context as final response to the input question. The
ranking is based on two criteria: (i) semantic similarity of triple resources in with the key concept
multiset ; (ii) structural similarity of resource relations in with the relations generated through
language analysis.
More specifically, semantic similarity ( ) is computed taking into account the type of the resources
that participate in ABox assertions. Intuitively, the multiset of all key concepts (might be ontology
classes, properties or instances) that have been identified in Section “Resource Identification” are
semantically compared to resources in each .
∑∀

,
We use the
as:

∈

∀ ∈ ,∀

∈

,

| |

function to compute the similarity of a key concept ′ against a resource of a triple in

,

1,
|

≡

⊑
|

∩
|

|

,

⊑

0,
If ′ and are classes, then their similarity derives based on their hierarchical relationship. A class
exactly matches a class ′, if it is equivalent to ′ or if it a subclass of ′. On the other hand, if ′ is
subsumed by , then is a more general concept than ′ and the similarity is computed based on the
rate of the superclasses of that are also superclasses of ′.
is defined as the set of the
superclasses of , excluding
:
, such that
∣ ⊑ ,
. If ′ and are
instances (or properties), then the similarity derives based on resource equality (≡) (property
hierarchies are not taken into account).
Semantic similarity takes into account only the type of resources involved in a response, without
examining their connectivity. Structural similarity is used in order to favour responses whose
structural relations of resources better reflect the key concept relations derived through language
analysis. For example, if the key concepts
and
are connected in the language
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analysis results, then responses will be preferred where the corresponding resources are also
connected (the distance between the resources is not taken into account). More specifically,
assuming that
is the set with language analysis resource connections ,
and
is the set with
response resource connections , , their similarity is given by the following equations.
∑∀

,
,

,

′

∈

|
1,
0,

,

,

,

|
∃

,

∈

The overall score of the response context ∈ with respect to the multiset
with language
analysis key concepts and the set
with language analysis resource connections is defined as the
weighted mean
of and as:
, ,

⋅

,

⋅

,

where and are normalized weights in 0. .1 , enabling the empirical adjustment of context
ranking criteria. For example, a weight close to 0 indicates a relaxed policy regarding structural
similarity, enabling the return of contextual triples that are not necessarily part of the question. In
contrast, a weight close to 1 reflects a more strict policy to structural similarity, where additional
contextual triples negatively affect the overall similarity.
4.5.3.3 Personalized Responses and Defeasible Reasoning
There are cases when the answer cannot be directly extracted from the KB (as described above), but,
rather, needs further inferencing and knowledge coupling.
Context‐based reasoning and feedback
Apart from topic understanding, an important aspect of reasoning is to incorporate knowledge in the
decision making process, providing personalized feedback and suggestions to end users according to
the inferred situation. For example, the user may be detected to be sad, so the conversational agent
needs to initiate specific dialogue acts and feedback, for example, to suggest activities targeting at
improving the mood or reducing stress. Figure 33 depicts an excerpt of the domain ontology used to
infer feedback and suggestions, based on the emotional status of the user.

Figure 33: Excerpt of the observation and feedback models
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Profile‐based conflict resolution
Conflict resolution aims to couple the semantics of conversational awareness with background
knowledge, such as medical and profile information, in order to acquire a better understanding of
the situation, resolve conflicts and provide plausible responses. Defeasible reasoning is used in this
case to provide a flexible conflict resolution framework, defining a non‐monotonic layer on top of the
available information for context‐aware decision making and knowledge aggregation.
Defeasible logics is a non‐monotonic logics formalism (therefore dealing with ambiguous and
incomplete information) that delivers intuitive knowledge representation and advanced conflict
resolution mechanisms (Nute, 2001). In defeasible logics there are three types of rules: (a) Strict rules
are denoted by → and are interpreted in the typical sense: whenever the premises are
indisputable, then so is the conclusion; (b) Defeasible rules are denoted by ⇒ and, contrary to
strict rules, they can be defeated by contrary evidence; (c) Defeaters are denoted by ⇝ and do
not actively support conclusions, but can only prevent deriving some of them. In other words, they
defeat respective defeasible conclusions.
Another important element in defeasible logics is represented by sets of conflicting literals that
declare groups of competing rule conclusions and establish conflicts between them. Finally,
superiority relationships (>) are used for resolving conflicts among defeasible rules. For example,
indicates that overrides and the former rule's derivations prevail. In this case rule is
called superior to and inferior to .
According to the conversational topic recognized, the context‐aware decision making task tries to
compile a plausible response, taking into account profile and generic knowledge. For example,
instead of querying the KB about all possible causes of a user's headache, the framework first tries to
determine the most plausible cause by intelligently coupling profile information. As such, only
content relevant to the inferred cause is extracted from the KB.
In order to support this task, KI is enriched with defeasible rules that prioritize knowledge. More
precisely, each conversational topic t is associated with a defeasible rule base
that handles
domain contextual semantics and propagates content extraction requests to question answering
services over KBs. Assuming that is the set of all conversational topics supported (∀ ∈ , ⊑
), we define
∀ ∈ ,
↬
:
where
is a unique label of the rule,
depends on the type of rule:
→,
⇒,
↬
,
↦,

is the antecedent,

is the consequent and ↬

Intuitively, the detection of topic triggers the inference mechanisms of the defeasible rule base .
Apart from the three defeasible rule types, the rule bases also contains question answering rules, i.e.
Conversational Topic t

User Profile, Activity logs, …
query context

Ontology‐based
Question Answering

Context‐based Reasoning

Figure 34: Defeasible coupling of background knowledge and question answering
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production‐like rules with low salience that are triggered when decision making is completed,
propagating the derived context to the respective question answering module for extracting relevant
content from the KB. Figure 34 graphically illustrates the topic‐centric stratification of knowledge.
4.5.3.4 Proactiveness and Verbosity
In what follows, we describe the reasoning procedure we follow to generate responses that

encapsulate reasoning results pertinent to proactiveness and verbosity.
In cases when a generic topic is detected, KI initiates a reasoning procedure to compile a response
that encapsulates both a plausible answer to the user’s question, and additional information
pertinent to the recognised conversational topic. A topic is considered as a generic, when it serves as
an umbrella for grouping together similar topics. Consider, for example, the following excerpt from
the topic hierarchy:
⊑
⊑
⊑
is a generic topic that is further specialised in three concrete topics: a)
(e.g. no meat, no alcohol, etc.); b)
(e.g. allergic to lactose, nuts,
etc.); and c)
(e.g. favourite dish). Provided that only the generic topic
is recognised, KI initiates the topic decomposition task to provide a plausible response,
but also to inform the user about additional information that it can be returned, according to the
user profile. It should be noted here that a generic topic can be recognised either because the user
specifically asks a question that is mapped to the generic topic (e.g. Do you know about Stefan's
eating habits?), or because inaccurate input is provided to KI, for example, some domain concepts
are missing due to noise or processing errors during speech to text translation. In either case, KI
initiates the topic decomposition task to provide relevant input and suggestions to the user.
The topic decomposition task starts by retrieving the set
with the concrete topics of the generic
topic :
| ≡ ∨ ⊑
Both the subclasses (⊑) and equivalent classes (≡) of
are retrieved, based on the underlying
semantics of the topic hierarchy. KI semantically orders the retrieved topics ( ∈ ), creating a topic
list based on the following criteria:
1.
is not part of the conversational context for the last interactions.
2. The KB contains information about topic .
where 1 > 2. More specifically, the first criterion ensures that only new discussion topics receive high
priority and promoted to the beginning of the list. The threshold is a static value that denotes the
number of the conversation history turns beyond which a topic is considered as new. The second
criterion filters out topics for which no information is available for the current user. If more than one
topics satisfy both criteria, the ordering is arbitrary. KI then selects the first element of the list as the
main response, while the remaining ones are wrapped into a
structure.
For example, consider a KB that contains information about the fact that the care recipient does not
eat pork, is allergic to lactose and his favourite dish is cheese noodles (Figure 35 depicts the
information about the care recipient not eating pork).
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Figure 35: Pattern describing that the care recipient does not eat pork
A question about the diet habits of the care recipient would trigger the task decomposition reasoning
service, retrieving where
,
,
All three topics is assumed that have the same priority, since all satisfy the two criteria. Assuming
that the
topic is selected as the main answer, KI returns information about the
fact that he does not eat pork, informing also the user that it can provide information about eating
allergies and preferences. The corresponding
, along with the individual
responses, is depicted in Figure 36. The response container contains two responses: one
that encapsulates information about the fact that the care recipient does not
eat porc; and one
that informs the user about the possibility of providing
information about eating allergies and preferences.
In order to support verbosity, KI capitalizes on the plausibility of the responses that are retrieved
from the KB. For each knowledge pattern extracted in the context of question answering, a similarity
score is computed, based on the semantics of the concepts that are contained in the response and
the concepts extracted from the utterances. The pattern with the highest similarity to the user input
is returned as the main response, while other patterns that partially match the question are returned
as additional information that can be used by the DM.
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Figure 36: Response container with proactive answer

4.6 Expressive Communication Generation
The knowledge patterns selected by the DM for communication to the user are rendered into
multimodal information, i.e., speech, gestures and facial expressions of the KRISTINA virtual
character. In what follows, the individual tasks related to expressive communication generation are
introduced.

4.6.1 Mode Selection
Mode selection (MS) receives input from two sources: the modules controlled by the Dialogue
Manager (DM) and the user (i.e., addressee) profile, which is stored in the KB. The DM input is
enriched by communicative labels, which mark which parts of the content are considered to be the
core of the transmitted message. The assignment of communicative labels to content elements has
the advantage that they can be used and realized by each individual modality independently, by
means that are available to this modality. Figure 37 shows a sample input structure provided to MS.
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:sa1 a la:SystemAction ;
:stmt1 la:context (:like1 a onto:Like) ;
dialogue:contains :da1 .
la:agent (:Alp a onto:CareRecipient).
:da1 a dialogue:Declare ;
:Alp thematicity:theme true.
dialogue:arousal 0.5 ;
:stmt2 la:context :like1 ;
dialogue:valence 1.0 .
la:theme (:ins1 a onto:Baklawa) .
dialogue:semContent :sit1, :sit2.
:ins1thematicity:rheme true.
:sit1 a la:Situation ;
:stmt3 la:context :like1
la:contains :stmt1, :stmt2 .
la:manner (:ins2 a onto:Always);
:sit2 a la:Situation ;
:ins2 thematicity:rheme true.
la:contains :stmt2, :stmt3 .
:like1thematicity:rheme true.

Figure 37: Input structure to Mode Selection.
The structure contains the following types of information: (1) name of the dialogue act, (2) the
content to be communicated by the agent, (3) valence, (4) arousal, and (5) thematicity labels. It
encodes the facts that a care recipient ‘Alp’ likes Baklawa, and that it always used to like it. From the
user profile, MS uses a series of features: culture to which the user belongs, age, gender, personality,
proximity to the agent, etc.
MS in KRISTINA is performed in two stages: (i) the modalities are assigned to the content elements in
the received input structure, and then related in terms of a discourse structure; and (ii) the
modalities are instantiated. (i) is processed by the Modality & Discourse Planning module, and (ii) is
processed by the Modality Instantiation module.
In the modality planning, the rule‐based assignment of the modalities to the individual content
chunks is done for the same dialogue act quasi independently from each other, but observing the
temporal sequence to form a coherent multimodal discourse. Furthermore, a discourse structure
between the content chunks is defined. For this purpose, we explore a discourse structuring
technique based on the Rhetorical Structure Theory (RST) (Moore and Paris, 1993; Mann and
Thompson, 2009). Apart from the conventional set of RST relations (such as elaboration, cause,
justification, etc.), the relation simultaneity is also used. The relations hold between elementary
discourse units (EDU) to which one or several modalities are assigned.
In the modality instantiation, each modality is instantiated separately and then passed to the
Multimodal Behavior Synchronization module, where the instantiations in different modalities are
synchronized in terms of the Behavior Markup Language (BML), drawing upon the temporal
conditions imposed by the relations of the RST discourse structure. The output is a BML description
that is passed to the BML Realizer, where the instantiated gestures and facial expressions are
generated, in synchrony with the language uttered by the agent.
The realization of the verbal modality is carried out by a full‐fledged multilingual text generator (see
Section 4.6.2). The facial expressions and gestures that can be handled by the character are specified
in the so‐called mimicon respectively gesticon, where to each facial expression/gesture its high level
description features as provided by the MS are assigned; see, for example, a sample entry in the
mimicon in Figure 38.
<description>
<fe>JoyfulExpression<intensity>high</intensity></fe>
<valence>1.0</valence><arousal>0.5</arousal></description>
<mimics> broad smile</mimics>

Figure 38: Sample entry in the mimicon

4.6.2 Discourse Generation
Discourse generation is performed step by step, by successively mapping one level of representation
onto the adjacent one: Ontology ‐> Conceptual Structure ‐> Semantic Structure ‐> Deep‐Syntactic
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Structure ‐> Surface‐Syntactic Structure ‐> Morphologic Structure ‐> Linearized Structure ‐> Sentence.
The underlying linguistic framework is the Meaning‐Text Theory (Mel'čuk, 1988), which foresees a
very similar stratification in language description. A partial (from deep‐syntactic structure onwards)
data‐driven and a rule‐based realization of the mappings have been implemented. Cf. Figure 39 for
the schema of the data‐driven solution; for details, see (Ballesteros et al., 2016).

Figure 39: Workflow of the data‐driven generator
In what follows, we outline the full sequence of mappings, which reflects the rule‐based solution (cf.
also (Mille and Wanner, 2017).
4.6.2.1 From Ontologies to Conceptual Structures
The ontological‐to‐conceptual mapping is based on the Description and Situation (DnS) pattern of
DOLCE+DnSUltralite11 (dul). Under the adopted DnS‐based paradigm, each dul:Situation object
corresponds to an n‐ary linguistic predicate, with its participating entities specified through the
dul:Concepts that are defined by the dul:satisfieddul:Description object. Table 17 summarises the
main transformations rules used for mapping the DnS‐based representations to respective
conceptual structures.
DnS‐based representation
Conceptual structure representation
Eventive relational contexts, i.e.
dul:Situations(onto:Sleep, onto:Eat, onto:Walk,
etc.) and participating entities

N‐ary predicates and their arguments

Argumentative dul:Concept specialisations
(context:Agent, context:Beneficiary,
context:Theme, context:Destination, etc.)

Argument labels of referenced n‐ary
predicates (Argument1, Argument2, etc.)

Circumstantialdul:Conceptspecialisations
(context:FrequencyAttribute,
context:TemporalAttribute,
context:TemporalPattern, etc.)

Typed predicative nodes (Frequency,
StateTime/EndTime, TemporalOverlap/
TemporalOrder, etc.)

Table 17: DnS‐based to ConS‐based representation transformation mappings.
As an example, consider Figure 40 that illustrates an excerpt of a system response describing how
often Eugene, the referenced care recipient, visits the toilet during night, and its respective
conceptual representation, illustrated in Figure 41.
11

http://www.ontologydesignpatterns.org/ont/dul/DUL.owl
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Figure 40: System response describing Eugene’s toilet visits during the night.

Figure 41: Conceptual structure for the sentence “Eugene goes to the toilet once during the night”
4.6.2.2 From Conceptual to Semantic Structures
The conceptual structure (ConS) is mapped to a language‐specific semantic structure (SemS)
according to the available meanings (semantemes) in the language concerned (in KRISTINA, mainly
Polish, German, and Spanish). The SemS is unambiguous: each semanteme is the argument of a
predicate and is numbered by the valency (or subcategorization frame) of the predicate, through the
relation linking the two of them. Each language has its own set of predicates, and each predicate has
its own valency.

Figure 42: SemS that corresponds to the ConS in Figure 41
In order to realize a sentence, it is necessary to give it a communicative orientation: what are we
talking about? What do we say about it? The former is marked as theme of the sentence, the latter
as rheme, based on the conceptual relations and the nodes in each connected graph. Each
semanteme is included in a communicative span (theme, rheme, specifier), which can contain any
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number of semantemes. In Figure 42, the node “go” has been identified as being the main node of
the sentence (marked as “main_rheme” in the attribute editor on the left of the figure). All the nodes
have been assigned a part of speech and linked to an entry in a lexical resource: “go” is linked to the
entry “go_VB_01” according to the PropBank nomenclature (Kingsbury and Palmer, 2002).
4.6.2.3 From Semantic to Deep‐Syntactic Structures
During the transition from SemS to Deep‐Syntactic Structure (DSyntS), the semantic graph with the
communicative structure is mapped onto a tree: the main node of the rheme will be the head of the
sentence, that is, the main verb, while the rest of the rheme generally corresponds to the objects and
adverbs, and the theme to the syntactic subject. From this root, the whole tree is built node after
node, drawing upon a lexicon containing all necessary valency information.
Only meaningful units (lexemes) are part of the DSyntS; in other words, there are no grammatical
units at this point (bound prepositions, auxiliaries, etc.). The DSyntS can also contain abstract
lexemes (collocates), formalized as Lexical Functions (LFs). Those LFs are given a value (a concrete
label) during the DSyntS‐SSyntS mapping (see below) based on the combination with other words.
For instance, the abstract lexeme Magn, which means ‘a high degree of’, would be realized as ‘heavy’
in combination with ‘rain’, but as ‘deep’ in combination with ‘sleep’. Figure 43 shows that “go” is the
main syntactic node of the sentence, and that all other elements are organized around it. Instead of a
pure predicate‐argument structure, the edge label reflects the syntactic structure of the sentence, in
particular the opposition between arguments (I, II, IV) and modifiers (ATTR). Meanings such as
extent_time and frequency are verbalized as during and time, respectively.

Figure 43: A DSyntS that corresponds to the SemS in Figure 42
4.6.2.4 From Deep‐Syntactic to Surface‐Syntactic Structures
While the DSyntS provides the structure of the sentence in terms of a tree with meaningful words
between which abstract syntactic relations hold, the surface‐syntactic structure(SSyntS) is a tree
composed of all words (including all functional words specified in the government patterns of lexical
entries of these words and the auxiliaries encoded in terms of features of the deep‐syntactic
structure) between which surface grammatical relations are defined. Furthermore, Lexical Functions
(LFs) (Mel’cuk, 1988) must also be resolved during this transition. The values of the LFs are stored in
the entry for a word: ‘heavy’ as the value of the LF Magn in the entry of ‘rain’, for instance. ‘Pouring’
would be another value for the same LF of the same word. Figure 44 shows the SSyntS with
functional words and language‐specific syntactic relations.

Figure 44: A SSyntS that corresponds to the DSyntS in Figure 43
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4.6.2.5 From Surface‐Syntactic to Morphological Structures
Thanks to the idiosyncratic set of surface‐syntactic relations, all agreements and orders between the
components of the sentence can be resolved. Every word of the sentence contains all the indications
to make the production of the final form possible. This can be done either by creating a full‐fledged
dictionary containing entries under the form, e.g., ‘go<VB><IND><PRES><3><SG> = goes’, or by using
some automata based on inflection schemas, such as Two Level Morphology, to automatically
inflects forms. Capitalization can be introduced when necessary.

Figure 45: A linearized MorphS that corresponds to the SSyntS in Figure 43
Figure 45 shows that at this level, the words carry all the necessary information for inflection (e.g.
the attribute editor for the word “go”): part‐of‐speech, mood, tense, person, number. The
precedence relations are shown in red.
4.6.2.6 From Morphological Structures to Sentences
Once all the words are ordered, punctuation marks are introduced (periods and commas around
descriptive modifiers), the final form of the words is retrieved and the sentence is ready to be
delivered to the next module. In the case of the running example shown throughout this section, the
output would be “Eugene goes to the toilet one time during the night”. Note that all numbers are
written in letters for the speech module to be able to process them correctly.
4.6.2.7 Assessment of the multilingual rule‐based generator
Table 18 below contrasts the characteristics of the different prototypes of the discourse generator in
KRISTINA.
Languages
supported
Number of
rules

ALL

% of
language‐
independen
t rules
PL
Main
linguistic
phenomena
supported
DE

First Prototype

Second Prototype

Third Prototype

PL (EN)

PL, DE, ES, (EN)

PL, DE, ES, (EN)

612

1,060

1,373

‐ Con‐SMorph (612) : 72%

‐ Con‐SMorph (1060) : 66%

‐ Con‐SMorph (1,373) : 70%






















Con‐Sem(251) : 94%
Sem‐DSynt (107) : 85%
DSynt‐SSynt (160) : 36%
SSynt‐DMorph (59) : 61%
DMorph‐SMorph (35) : 51%

Con‐Sem (358) : 93%
Sem‐DSynt (157) : 73%
DSynt‐SSynt (331) : 42%
SSynt‐DMorph (130) : 54%
DMorph‐SMorph (84) : 55%

Con‐Sem (416) : 94%
Aggregation (212) : 91%
Sem‐DSynt (177) : 75%
DSynt‐SSynt (307) : 39%
SSynt‐DMorph (172) : 48%
DMorph‐SMorph (89) : 55%
All structures of P2
Advanced sentence planning

 Basic sentence structures:
 All structures for P1
o Argumental dependents  Advanced sentence structures:
o Temporal circumstancials
o Other circumstancials
 Lexicon‐based introduction of
o Coordinations
functional elements:
o Embedded
clauses
o Functional prep/conj
(relatives)
o Modals
o Complex syntactic structures
 Verbal and det. agreements
‐
 Advanced sentence structure:
 All structures of P2
o Argumental dependents
 Advanced sentence planning
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Circumstancials
Coordinations
Embedded clauses
Complex syntactic
structures
Lexicon‐based introduction of
functional elements:
o Functional prep/conj
o Modals and auxiliaries
Verbal, adjectival and
determiner agreements
Nominal compositionality
Advanced sentence structures:
o Argumental dependents
o Circumstancials
o Coordinations
o Embedded clauses
Lexicon‐based introduction of
functional elements:
o Functional prep/conj
o Modals, auxiliaries
Verbal, adjective and
determiner agreements
244
385
324
35,53
o
o
o
o





ES

‐








Number of
lexical units
in lexicon
BLEU score

PL
DE
ES
EN

113
‐
21
31,78

 All structures of P2
 Advanced sentence planning

247 (not completed)
419
533
36,69

Table 18: Contrastive assessment of the features of the discourse generator at different stages

4.6.3 Expressive Speech Synthesis
For multilingual speech synthesis in KRISTINA, two off‐the‐shelf TTSs have been integrated:
CereVoice12 (a commercial system) from CereProc and MaryTTS13 (an open source system).
Furthermore, research has been carried out in order to increase the speech expressiveness by means
of communicative structure and paragraph‐based cues. Table 19 summarizes the voices / systems
that have been used for the individual languages.
System/Voice
German
Spanish
Polish
Turkish
Arabic
CereProc
female
‐
female
female
‐
MaryTTS
female
female
‐
male
female/male
Table 19: Voices in KRISTINA
The increase of speech expressiveness has been worked on at two levels: the paragraph level (which
is relevant, for instance, during reading‐aloud exercises) and the sentence level. Thus, recent work
carried by Farrús et al. (2016) confirmed the presence of prosodic cues for paragraph structure in a
large, varied corpus of semi‐spontaneous speech by analyzing a corpus consisting of more than 1300
TED talks and 1100 different speakers. On the other hand, a study carried out in Domínguez et al.
(2016) suggests that if we apply a hierarchical three‐partite thematicity structure in the sense of
Mel’čuk (2001), we may be able (i) to propose a more accurate modeling of the thematicity‐prosody
correlation and (ii) to include not only intonation, but other prosodic cues and thus explore a more
varied range of parameters to cope with monotonous synthetic prosody.
Figure 46 displays the setup for thematicity‐based prosody enrichment at the sentence level. The
setup takes as input an annotated file with thematicity in txt or CONLL format and outputs a text
12
13

https://www.cereproc.com/
http://mary.dfki.de/
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enriched by Speech Synthesis Markup Language (SSML) tags derived from syntactic and thematic
features of the sentences in the text.

Figure 46: Thematicity‐based prosody enrichment module
A corpus of read speech in English with a variety of thematicity partitions (Domínguez, 2017a) is used
for testing the thematicity‐based prosody enrichment module. The distribution of prosodic
parameters (z‐scores of intensity, F0 and speech rate) in the whole corpus is mapped onto the values
that each attribute of the SSML tag will take. Initial testing of SSML attributes proved that the most
convenient prosody modifications were achieved when only one attribute was modified along the
same sentence, varying the values according to the thematicity span. Table 20 presents the
characterization of thematicity for the spans selected for the implementation. Some values
(especially those for speech rate) were scaled to an appropriate percentage, because previous testing
using SSML prosody tags showed an undesired distortion when a very high attribute value (i.e.,
usually, beyond a 5‐10% of the value per default) is inserted. For instance, if an increase of 95% in
speech rate was specified, the resulting speech would sound far too fast with an associated F0
increase, and consequently unnatural and, sometimes, unintelligible.
Thematicity Span

Parameter

Z‐score
value

SSML
value

Main Theme (T1)

F0

0.50

+50

Main Rheme (R1)

Speech rate

0.30

+10

Main Specifier (SP1)

Intensity

‐0.10

‐10

0.25

15

‐0.40

‐15

Embedded
(R1(T1))

R1

in

T1

Speech rate

Embedded
(R1(R1))

R1

in

R1

F0

Table 20: Example of conversion from mean z‐scores to SSML‐attribute values
The evaluation of a selection of sentences with thematicity‐based prosody modification is done by
means of a perception test as reported in (Domínguez, 2017b). Thirty synthesized speech samples
have been evaluated in a perception test taken by thirty participants. Thematicity‐based prosody
modifications were compared to the default output by MaryTTS (which is the baseline for
comparison). Modifications included F0, speech rate and breaks corresponding to thematicity spans
in isolation and in combination. Intensity was excluded from the evaluation as we didn’t perceive
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significant changes in the modified synthesized sentence. The perception test consisted in a Mean
Opinion Score (MOS) test rating within a Likert scale from 1 to 5 at the level of expressiveness
(defined as effectively conveying meaning). A total amount of 1,440 answers (30 participants
evaluating 30 raw speech samples together with several modifications for each of the samples) are
considered in the evaluation.
Results from the MOS test are depicted in Table 21. T‐tests were performed to observe the level of
significance with a confidence of 95%. Bold figures represent statistically significant improvements
over the baseline (t‐test, p <0.05), and figures in italic represent those results in which the lower
value is also statistically significant (t‐test, p <0.05) with respect to the baseline. F0 and speech rate
modifications are rated higher than the default voice. Looking at each specific sentence, thematicity‐
based modifications tend to be rated higher. The results tend to vary within the different sentences
involved: sentences 1 and 6 show statistically significant differences with respect to the baseline for
F0 and break modifications (in sentence 1) and for speech rate in sentence 6, while sentence 3 shows
statistically significant worse results for modifications concerning speech rate and break compared to
the baseline.
It can be observed that F0, break and speech rate enrichments based on thematicity spans are
perceived, in general, as more expressive than the baseline.
Baseline F0
Speech
Break
Combined
rate
Sentence 1
2.03
2.67
2.30
2.53
2.43
Sentence 2
2.97
3.07
3.10
2.83
3.00
Sentence 3
2.93
2.83
2.40
2.37
2.90
Sentence 4
2.83
2.67
2.90
2.70
2.60
Sentence 5
3.03
2.87
2.73
3.00
3.06
Sentence 6
2.40
2.67
3.17
2.73
2.17
Average
2.70
2.79
2.77
2.69
2.61
Table 21: Evaluation: MOS test results on the prosody enriched expressiveness

4.6.4 Avatar Development
The work on the avatar development in KRISTINA focused on the following main aspects:





Pipeline for the flexible and cost‐effective creation of a variety of virtual characters.
Web‐based system for the automated animation based on simple blend‐shapes and bones.
(Automated) Facial expression animation based on valence‐arousal compatible with lip‐
syncing.
Expressive gesture generation.

After the review of the different available tools to design virtual characters, set up the scene and
render, we decided to implement a pipeline where ECAs can be created and set up in a short time. In
the first stage of the project, Makehuman14 has been used, which has been later on complemented
by the use of Mixamo15, as it allows better integration with animations, and this was needed to be
able to reproduce the new output of the mode selector. Once the virtual character is designed, it is
exported into Blender16, where the blend shapes for the facial expressions are set up and other small
details are fixed. There are plugins for Blender that facilitate the importing and editing of the virtual
character. Although Blender has the additional advantage of supporting body animation, these
14

http://www.makehuman.org/
https://www.mixamo.com/
16
https://www.blender.org
15
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aspects can be dealt with by using Mixamo, which ensures better integration of the animations with
the skeleton, fixing some animation glitches found when the implementation of gesture animations
was being carried out starting with Makehuman. The virtual agent is then imported into the 3D scene
editor WebGLStudio, whose most updated stable version is at GitHub17. The components and scripts
for the ECA are prepared in WebGLStudio. After configuration of a few parameters, the virtual
character from the previous pipeline steps becomes a web‐based ECA. Figure 47 shows the
WebGLStudio interface.

Figure 47: WebGLStudio interface with an ECA
The realization of facial expressions is a web‐based reimplementation of (Romeo, 2016). It relies on
the interpolation of a neutral facial pose together with four ‘extreme’ poses, using Plasencia’s four
schemes as a model (Plasencia, 1993) for the eye brows and the mouth. In total there are 11
predefined facial weights in different positions of the valence and arousal wheel. The system
interpolates between the nearest predefined facial expressions in the 2D axial space; cf. Figure 48.

Figure 48: Positioning of the predefined facial expressions in the valence (horizontal axis) and arousal
(vertical axis) space

17

https://github.com/jagenjo/webglstudio.js/
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Each ECA has 8 main blend shapes: smile, sad, kiss, lips closed, eyebrows down, eyebrows up,
eyebrows oblique and eyelids down. These blend shapes are combined to produce facial expressions
and lip syncing. The multi‐axial emotional space (valence and arousal) generates different facial
expressions according to some predefined facial expressions in the space. To change from one
expression to another, the blend shapes are interpolated from the initial face to the target face,
instead of moving through the emotional space and generating intermediate facial expressions, as
suggested by Romeo (2016). This leads to a more natural animation.
The control of these facial expressions is not covered by the standard BML, such that it has been
implemented as an extension of it, as a facial behavior; see Figure 49.

Figure 49: Different facial expressions corresponding to different positions in the valence‐arousal
space.
For speech‐lip synchronization, the blend shapes corresponding to the mouth are controlled by the
lip syncing module, replacing the mouth parameters defined for facial expressions. Our lip‐sync
solution (Llorach et al. 2016) uses the resources of the web to analyze the audio signal and extract
the lip parameters with live input and in real‐time. The algorithm calculates the short‐term power
spectrum and extracts the energies of different frequency bands, which are then mapped to three
blend shapes through a set of equations (cf. Figure 50). This novel lip‐syncing approach is
straightforward, requires no training and works with live input in the web browser, which can be a
significant contribution for developers and researchers that cannot afford many resources in this
aspect of facial animation.

Figure 50: Diagram of live speech processing for real‐time lip‐sync (Llorach et al. 2016)
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Besides the facial expression and lip‐syncing described above, some gesture animations have been
implemented on the basis of BML: head movements and gazes, resulting in an ECA capable of head
behavior and gaze, with possibilities of carrying them out at the same time by a mixed motion. The
current implementation of the BML realizer allows us to interpret BML blocks with semantic
information coming from other KRISTINA modules, as well as valence and arousal, prosody marks,
duration of the sentence, etc. This information is gathered and processed to display customized
animations and gestures (not yet supported on inverse kinematics), taking into account the
information received as input.
Figure 51 shows some of the avatars of the final demonstrator of KRISTINA.

Figure 51: Some of the avatars of the Final Demonstrator of KRISTINA
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5 DISSEMINATION ACTIVITIES IN KRISTINA
In the course of the lifetime of the project, KRISTINA partners carried out a large number of
dissemination activities of three types: 1. Publications in journals and at scientific conferences, 2.
Open day and user events, and 3. External reach out events.

5.1 Publications
A large number of publications have been produced by the Consortium on KRISTINA and KRISTINA‐
related topics over the last three years. Below, we first list the publications in journals and then in
conferences/workshops.

5.1.1 Publications in journals
Publications in journals and book volumes (in reverse chronological order):
1.
2.

3.
4.

A. Evans, J. Agenjo, J. Blat. ‘A pipeline for the creation of progressively rendered web 3D scenes’.
Multimedia Tools and Applications, pp. 1‐29. December, 2017.
L. Wanner, G. Ferraro, and P. Moreno. ‘Towards Distributional Semantics‐ Based Classification of
Collocations for Collocation Dictionaries’. International Journal of Lexicography, 30(2):167–186,
2017.
G. Mehlmann, K. Janowski, and E. André. ‘Modelling Grounding for Interactive Social
Companions’. KI 30(1): 45‐52, 2016.
M. Ballesteros, B. Bohnet, S. Mille, and L. Wanner. ‘Data‐Driven Deep‐Syntactic Dependency
Parsing’. Natural Language Engineering Journal, 22(6):939–974, 2016.

Further journal publications are being prepared.

5.1.2 Publications in international conference/workshop proceedings
In total, the KRISTINA Consortium has published eighty papers in conference and workshop
proceedings (listed in reverse chronological order):
1.
Domínguez, M., A. Burga, M. Farrús, L. Wanner. Compilation of Corpora for the Study of the
Information Structure‐Prosody Interface. Proceedings of the Language Resources and Evaluation
Conferece. Miyazaki, Japan. May 2018.
2.
Peiró‐Lilja, A., M. Farrús. Paragraph prosodic patterns to enhance text‐to‐speech naturalness.
Proceedings of the Speech Prosody Conference. Poznań, Poland, June 2018.
3.
Domínguez, M., M. Farrús, L. Wanner. Thematicity‐based prosody enrichment for text‐to‐speech
applications. Proceedings of the Speech Prosody Conference. Poznań, Poland, June 2018.
4.
Moumtzidou, S. Andreadis, F. Markatopoulou, D. Galanopoulos, I. Gialampoukidis, S. Vrochidis,
V. Mezaris, I. Kompatsiaris, I. Patras. VERGE in VBS 2018. pp. 444‐450, 2018
5. Kraus, M., J. Kraus, M. Baumann and W. Minker. Effects of Gender Stereotypes on Trust and
Likability in Spoken Human‐Robot Interaction. In Proceedings of LREC 2018.
6.

Pragst, L., N. Rach, W. Minker and S. Ultes. On the Vector Representation of Utterances in
Dialogue Context. In Proceedings of LREC 2018.

7.

Miehle, J., W. Minker and S. Ultes. What Causes the Differences in Communication Styles? A
Multicultural Study on Directness and Elaborateness. In Proceedings of LREC 2018.

8.

Burga, A., M. Domínguez, M. Farrús and L. Wanner. Compilation of Corpora for the Study of the
Information Structure–Prosody Interface. In Proceedings of LREC 2018.
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Moumtzidou, A., T. Mironidis, F. Markatopoulou, S. Andreadis, I. Gialampoukidis, D.
Galanopoulos, A. Ioannidou, S. Vrochidis, V. Mezaris, I. Kompatsiaris, I. Patras, "VERGE IN VBS
2017", Proc. Video Browser Showdown (VBS'17) at the 23rd Int. Conf. on MultiMedia Modeling
(MMM'17), Reykjavik, Iceland, 4 January 2017.

10. Meditskos, G., S. Vrochidis, I. Kompatsiaris, "Description Logics and Rules for Multimodal
Situational Awareness in Healthcare", 23rd Int. Conf. on MultiMedia Modeling (MMM'17),
Reykjavik, Iceland, 4‐6 January 2017.
11. Gialampoukidis, I., S. Vrochidis, I. Kompatsiaris, I. Antoniou, “Topic detection using the DBSCAN‐
Martingale and the Time Operator” The 17th Conference of the Applied Stochastic Models and
Data Analysis (ASMDA), London, UK, June 6‐9, 2017.
12. Fernandez‐Lopez, A. and F.M. Sukno. Automatic viseme vocabulary construction to enhance
continuous lip‐reading. In Proc. 12th International Conference on Computer Vision Theory and
Applications, Porto, Portugal, 2017.
13. Fernandez‐Lopez, A., O. Martinez and F.M. Sukno. Towards estimating the upper bound of
visual‐speech recognition: The Visual Lip‐Reading Feasibility Database. In Proc. 12th IEEE
Conference on Automatic Face and Gesture Recognition, Washington DC, USA, 2017.
14. Ruiz, A., O. Martinez, X. Binefa and F.M. Sukno. Fusion of Valence and Arousal Annotations
through Dynamic Subjective Ordinal Modelling. In Proc. 12th IEEE Conference on Automatic Face
and Gesture Recognition, Washington DC, USA, 2017.
15. Mavropoulos, Th., D. Liparas, S. Symeonidis, S. Vrochidis and I. Kompatsiaris, "A Hybrid
Approach for Biomedical Relation Extraction Using Finite State Automata and Random Forest‐
Weighted Fusion", Proceedings of the 18th International Conference on Computational
Linguistics and Intelligent Text Processing (CICLing 2017), April 17‐23, 2017, Budapest, Hungary.
16. Wanner, L., E. André, J. Blat, S. Dasiopoulou, M. Farrús, T. Fraga, Eleni Kamateri, Florian
Lingenfelser, Gerard Llorach, Oriol Martínez, Georgios Meditskos, Simon Mille, Wolfgang
Minker, Louisa Pragst, Dominik Schiller, Andries Stam, Ludo Stellingwerff, Federico Sukno,
Bianca Vieru and Stefanos Vrochidis. KRISTINA: A Knowledge‐Based Virtual Conversation Agent,
Proceedings of the 15th International Conference on Practical Applications of Agents and Multi‐
Agent Systems (PAAMS'17). Porto, Portugal, June 20‐22, 2017.
17. Gialampoukidis, I., A. Moumtzidou, D. Liparas, T. Tsikrika, S. Vrochidis, I. Kompatsiaris (2017)
Multimedia retrieval based on non‐linear graph‐based fusion and partial least squares
regression. Multimedia Tools and Applications.
18. Llor C., L. Mohamed, A. Moragas (2017) KRISTINA, un asistente virtual para superar las barreras
lingüísticas en la atención sanitaria Comunidad (Revista COMUNIDAD Julio‐Octubre 2017
Recursos comunitarios).
19. Öktem, A., M. Farrús, L. Wanner. Automatic extraction of parallel speech corpora from dubbed
movies. Proceedings of the 10th ACL Workshop on Building and Using Comparable Corpora
(BUCC), Vancouver, Canada, August 2017.
20. Kleinhans, J., M. Farrús, A. Gravano, J.M. Pérez, C. Lai, L. Wanner. Using prosody to classify
discourse relations. Proceedings of Interspeech, Stockholm, Sweden, August 2017.
21. Domínguez‐Bajo, M., M. Farrús, L. Wanner. A thematicity‐based prosody enrichment tool for
CTS. Proceedings of Interspeech, Stockholm, Sweden, August 2017.

D1.5_Final_activity_report_v1.0

Page 64 of 76

H2020‐645012 KRISTINA

D1.5‐V1.0

22. Öktem, A., M. Farrús, L. Wanner. Prosograph: A tool for prosody visualisation of large speech
corpora. Proceedings of Interespeech, Stockholm, Sweden, August 2017.
23. Ten Ventura, C., R. Carlini, S. Dasioupoulou, G.Llorach Tó, and L. Wanner. 'Towards Reasoned
Modality Selection in an Embodied Conversation Agent’. In Proceedings of the Intelligent Virtual
Agents (IVA) Conference, Stockholm, Sweden, 2017.
24. Öktem, A., M. Farrús, L. Wanner. Attentional parallel RMMs for generating punctuation in
transcribed speech. Proceedings of the 5th International Conference on Statistical Language and
Speech Processing (SLSP), Le Mans, France, October 2017.
25. Wanner, L. E. André, J. Blat, S. Dasiopoulou, M. Farrús, T. Fraga, E. Kamateri, F. Lingenfelser, G.
Llorach, O. Martínez, G. Meditskos, S. Mille, W. Minker, L. Pragst, D. Schiller, A. Stam, L.
Stellingwerff, F. Sukno, B. Vieru, S. Vrochidis. Design of knowledge‐based agent as a social
companion. Proceedings of the International Conference on Health and Social Care Information
Systems and Technologies (HCist), Barcelona, Catalonia, November 2017.
26. Pragst, L., W. Minker and S. Ultes. Exploring the Applicability of Elaborateness and Indirectness
in Dialogue Management. Proceedings of the 8th International Workshop On Spoken Dialogue
Systems (IWSDS), Farmington, USA, June 2017.
27. Miehle, J., I. Bagci, W. Minker and S. Ultes. A Social Companion and Conversation Partner for
Elderly. Proceedings of the 8th International Workshop On Spoken Dialogue Systems (IWSDS),
Farmington, USA, June 2017.
28. Mille, S. and L. Wanner. (2017). A demo of FORGe: the Pompeu Fabra Open Rule‐based
Generator. In Proceedings of the 10th International Conference on Natural Language Generation
(INLG), Santiago de Compostela, Spain.
29. Mille, S., R. Carlini, A. Burga and L. Wanner. (2017). FORGe at SemEval‐2017 Task 9: Deep
sentence generation based on a sequence of graph transducers. In Proceedings of the 11th
International Workshop on Semantic Evaluation (SemEval‐2017), 920‐923, Vancouver, Canada.
30. Burga, A., Öktem, A. and Wanner, L. Revising the METU‐Sabancı Turkish Treebank: An Exercise in
Surface‐Syntactic Annotation of Agglutinative Languages. In Proceedings of the International
Conference on Dependency Linguistics, Pisa, Italy, September 2017.
31. Andreadis, S., Gialampoukidis, I., Vrochidis, S., & Kompatsiaris, I. (2017). A topic detection and
visualisation system on social media posts. In Proceedings of the 4th International Conference
on Internet Science. Springer.
32. Batziou, E., Gialampoukidis, I., Vrochidis, S., Antoniou, I. & Kompatsiaris, I. (2017). Unsupervised
keyword extraction using the GoW model and centrality scores. In Proceedings of the 4th
International Conference on Internet Science. Springer.
33. Gialampoukidis, I., Vrochidis, S., & Kompatsiaris, I. (2017). Crater monitoring through social
media observations Vol. 11, EPSC2017‐25‐1, European Planetary Science Congress 2017.
34. Rach, N., W. Minker & S. Ultes. Interaction Quality Estimation Using Long Short‐Term Memories.
Proceedings of the 18th Annual Meeting of the Special Interest Group on Discourse and
Dialogue (SIGDIAL), Association for Computational Linguistics, Saarbrücken, Germany, pp. 164‐‐
169, August 2017.
35. Pragst, L., J. Miehle, W. Minker & S. Ultes. Challenges for adaptive dialogue management in the
KRISTINA project. ISIAA 2017: Proceedings of the 1st ACM SIGCHI International Workshop on

D1.5_Final_activity_report_v1.0

Page 65 of 76

H2020‐645012 KRISTINA

D1.5‐V1.0

Investigating Social Interactions with Artificial Agents, ACM, New York, NY, USA, Glasgow, UK,
pp. 11‐14, 2017.
36. Miehle,J., I. Bagci, W. Minker & S. Ultes. A Social Companion and Conversation Partner for
Elderly. Proceedings of the 8th International Workshop On Spoken Dialogue Systems (IWSDS),
Farmington, USA, June 2017.
37. Pragst, L., K. Yoshino, W. Minker, S. Nakamura & S. Ultes. Acquisition and Assessment of
Semantic Content for the Generation of Elaborateness and Indirectness in Spoken Dialogue
Systems. Proceedings of the Eighth International Joint Conference on Natural Language
Processing (Volume 1: Long Papers), Vol. 1, pp. 915‐925, 2017.
38. Rach, N., W. Minker & S. Ultes. Towards an Argumentative Dialogue System. Proceedings of 17th
Workshop on Computational Models of Natural Argument (CMNA'17), London, UK, June 2017.
39. Mille, S., S. Dasiopoulou. (2017). FORGe at WebNLG 2017. Technical Report 17‐09, Dept. of
Engineering and Information and Communication Technologies, Universitat Pompeu Fabra,
Barcelona, Spain. Retrieved from http://webnlg.loria.fr/pages/upf‐forge_report.pdf.
40. Mille, S., R. Carlini, I. Latorre and L. Wanner. (2017). UPF at EPE 2017: Transduction‐based Deep
Analysis. In Proceedings of the 2017 Shared Task on Extrinsic Parser Evaluation (EPE 2017), 80‐
88, Pisa, Italy.
41. Mille, S. and S. Dasiopoulou. (2017). FORGe at E2E 2017. Technical Report 17‐12, Dept. of
Engineering and Information and Communication Technologies, Universitat Pompeu Fabra,
Barcelona,
Spain.
Retrieved
from http://www.macs.hw.ac.uk/InteractionLab/E2E/
final_papers/E2E‐FORGe.pdf.
42. Gialampoukidis, I., S. Vrochidis and I. Kompatsiaris (2016). "Fast Visual Vocabulary Construction
for Image Retrieval using Skewed‐Split k‐d trees". 22nd Int. Conf. on MultiMedia Modeling
(MMM16), Miami, USA, Jan. 2016.
43. Mohr, J., V. Sarholz, G. Eschweiler, B. Schäfer, S. Vrochidis, E. André, A. Stam, B. Vieru, W.
Minker, E. Tudela, and L. Wanner (2016), “KRISTINA – Ein wissensbasierter Informationsagent
mit sozialer Kompetenz und Interaktionsfähigkeit (KRISTINA ‐ A Knowledge‐Based Information
Agent with Social Competence and Human Interaction Capabilities”. Poster and proceedings of
Zukunft Lebensräume, Frankfurt, Germany, April 2016.
44. Domínguez, M., M. Farrús, A. Burga, L. Wanner (2016), “Using Hierarchical Information Structure
for Prosody Prediction in Content‐to‐Speech Applications”. Proceedings of the 8th Speech
Prosody Conference, Boston, MA.
45. Domínguez, M., M. Farrús, L. Wanner (2016), “Combining Acoustic and Linguistic Features in
Phrase‐Oriented Prosody Prediction”. Proceedings of the 8th Speech Prosody Conference,
Boston, MA.
46. Farrús, M., C. Lai, J.D. Moore (2016), “Paragraph‐based Prosodic Cues for Speech Synthesis
Applications”. Proceedings of the 8th Speech Prosody Conference, Boston, MA.
47. Rodríguez‐Fernández, S., R. Carlini, L. Espinosa Anke, and L. Wanner. (2016). “Example‐based
Acquisition of Fine‐grained Collocation Resources”. Proceedings of the 10th edition of the
Language Resources and Evaluation Conference, 23‐28 May 2016, Portorož (Slovenia).
48. Lample, G., M. Ballesteros, S. Subramanian, K. Kawakami, C. Dyer. (2016). Neural Architectures
for Named Entity Recognition . In proceedings of the North American Chapter of the Association
for Computational Linguistics (NAACL 2016). San Diego, USA
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49. Dyer, C., A. Kuncoro, M. Ballesteros, N. Smith. 2016. Recurrent Neural Network Grammars. In
Proceedings of the North American Chapter of the Association for Computational Linguistics
(NAACL 2016). San Diego, USA.
50. Pragst, L., S. Ultes, W. Minker, 2016. Recurrent Neural Network Interaction Quality Estimation.
IWSDS 2016, Saariselkä, Finland, Jan. 2016.
51. Andreadis, S., T.G. Stavropoulos, G. Meditskos, and I. Kompatsiaris, "Dem@Home: Ambient
Intelligence for Clinical Support of People Living with Dementia", 1st workshop on Semantic
Web Technologies in Mobile and Pervasive Environments, in conjunction with ESWC 2016, May
29th, Anissaras, Crete, Greece, 2016.
52. Sukno F.M., Domínguez M, Ruiz A, Schiller D, Lingenfelser F, Pragst L, Kamateri E, Vrochidis S.
2016. A Multimodal Annotation Schema for Non‐Verbal Affective Analysis in the Health‐Care
Domain. MARMI'16: 1st International Workshop on Multimedia Analysis and Retrieval for
Multimodal Interaction Proceedings.
53. Wanner, L., J. Blat, S. Dasiopoulou, M. Domínguez, G. Llorach, S. Mille, F. Sukno, E. Kamateri, S.
Vrochidis, I. Kompatsiaris, E. André, F. Lingenfelser, G. Mehlmann, A. Stam, L. Stellingwerff, B.
Vieru, L. Lamel, W. Minker, L. Pragst, S. Ultes, 2016. “Towards a Multimedia Knowledge‐Based
Agent with Social Competence and Human Interaction Capabilities” MARMI'16: 1st International
Workshop on Multimedia Analysis and Retrieval for Multimodal Interaction Proceedings.
54. Domínguez, M., M. Farrús, L. Wanner, 2016. “An Automatic Prosody Tagger for Spontaneous
Speech”. COLING'16, Osaka, Japan, Dec. 2016.
55. Gerard Llorach, Alun Evans, Josep Blat, Giso Grimm, Volker Hohmann (2016). Web‐based live
speech‐driven lip‐sync. In Proceedings of VS‐Games 2016, the 8th International Conference on
Virtual Worlds and Games for Serious Applications (VS‐Games 2016), 7‐9 September. Barcelona,
Spain.
56. Meditskos, G., S. Dasiopoulou, S. Vrochidis, L. Wanner, I. Kompatsiaris (2016). Question
Answering over Pattern‐Based User Models. In Proceedings of the 12th International Conference
on Semantic Systems (SEMANTiCS 2016), pp. 153‐160, ACM, Leipzig, Germany,
2016. https://doi.org/10.1145/2993318. 2993331
57. Meditskos, G., S. Dasiopoulou, L. Pragst, S. Ultes, S. Vrochidis, I. Kompatsiaris, L. Wanner (2016).
Towards an Ontology‐Driven Adaptive Dialogue Framework. In Proceedings of the 1st
International Workshop on Multimedia Analysis and Retrieval for Multimodal Interaction
(MARMI
2016),
pp.
15‐20,
ACM,
New
York,
USA,
June
6,
2016. https://doi.org/10.1145/2927006.2927009
58. Domínguez, M., I. Latorre, M. Farrús, J. Codina‐Filbà, L. Wanner (2016). Praat on the Web: An
Upgrade of Praat for Semi‐Automatic Speech Annotation. COLING'16, Osaka, Japan, December
2016.
59. Gialampoukidis, I., A. Moumtzidou, T. Tsikrika, S. Vrochidis and I. Kompatsiaris (2016). Retrieval
of Multimedia objects by Fusing Multiple Modalities. International Conference on Multimedia
Retrieval (ICMR), New York, USA, June 6‐9, 2016.
60. Gialampoukidis, I., A. Moumtzidou, D. Liparas, S. Vrochidis, I. Kompatsiaris (2016). A hybrid
graph‐based and non‐linear late fusion approach for multimedia retrieval. 14th International
Workshop on Content‐based Multimedia Indexing, Bucharest, Romania, 15‐17 June 15‐17.
61. Moumtzidou, A., I. Gialampoukidis, T. Mironidis, D. Liparas, S. Vrochidis, I. Kompatsiaris (2016).
A Multimedia Interactive Search Engine based on Graph‐based and Non‐linear Multimodal
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Fusion. 14th International Workshop on Content‐based Multimedia Indexing (CBMI), Bucharest,
Romania, 15‐17 June 2016.
62. Gialampoukidis, I., S. Vrochidis, I. Kompatsiaris (2016). A hybrid framework for news clustering
based on the DBSCAN‐Martingale and LDA. 12th International Conference on Machine Learning
and Data Mining, New York, USA, 16‐21 July 2016.
63. Gialampoukidis, I., D. Liparas, S. Vrochidis, I. Kompatsiaris (2016). Query‐based Topic Detection
Using Concepts and Named Entities. 1st International Workshop on Multimodal Media Data
Analytics (MMDA 2016), The Hague, Netherlands, 30 August 30 2016.
64. Espinosa Anke, L., J. Camacho‐Collados, S. Rodríguez‐Fernández, H. Saggion, L. Wanner.
‘Extending WordNet with Fine‐Grained Collocational Information’. Proceedings of the
International Conference on Computational Linguistics (COLING), Osaka, Japan, 2016.
65. Ballesteros, M. and L. Wanner. ‘A Neural Network Architecture for Multilingual Punctuation
Generation’. In Proceedings of the Conference on Empirical Methods in Natural Language
Processing (EMNLP), Short paper track, Austin, TX, 2016.
66. Rodríguez Fernández, S., L. Espinosa Anke, R. Carlini, L. Wanner. ‘Semantics‐Driven Recognition
of Collocations Using Word Embeddings’. In Proceedings of the Annual Meeting of the
Association for Computational Linguistics (ACL), Short paper track, Berlin, Germany, 2016.
67. Mediskos, G., E. Kontopoulos, S. Vrochidis, I. Kompatsiaris, "Ontology‐Driven Context
Interpretation and Conflict Resolution for Dialogue‐Based Home Care Assistance", International
Conference on Semantic Web Applications and Tools for Life Sciences (SWAT4LS) 2016,
Amsterdam, NL, December 5‐8, 2016.
68. Ruiz, A., Rudovic, O., Binefa, X., and Pantic, M. (2016). “Multi‐instance Dynamic Ordinal Random
Fields for weakly‐supervised pain intensity estimation”, Asian Conference on Computer Vision
(ACCV).
69. Miehle, J., Yoshino, K., Pragst, L., Ultes, S., Nakamura, S. and Minker, W., "Cultural
Communication Idiosyncrasies in Human‐Computer Interaction." 17th Annual Meeting of the
Special Interest Group on Discourse and Dialogue. 2016.
70. Pragst, L., Miehle, J., Ultes, S. and Minker, W., "Automatic Modification of Communication Style
in Dialogue Management." The INLG 2016 Workshop on Computational Creativity in Natural
Language Generation.
71. Mille, S., M. Ballesteros, A. Burga, G. Casamayor, and L. Wanner. (2016). Towards Multilingual
Natural Language Generation within Abstractive Summarization. In A. Nebot et al. (eds.).
Artiﬁcial Intelligence Research and Development, IOS Press, Series Frontiers in Artiﬁcial
Intelligence and Applications, vol. 288, Amsterdam, 309 –314.
72. Ballesteros, M., B. Bohnet, S. Mille, and L. Wanner (2015). ‘Data driven sentence generation with
non‐isomorphic trees’. In Proceedings of the Annual Meeting of the North American Chapter of
the Association for Computational Linguistics (NAACL), Denver, CO.
73. Soler‐Company, J., M. Ballesteros, B. Bohnet, S. Mille, and L. Wanner (2015). ‘Visualizing Deep
Syntactic Parser Output’. In Proceedings of the Annual Meeting of the North American Chapter
of the Association for Computational Linguistics (NAACL), Demo Track, Denver, CO.
74. Ahire, A., A. Evans, J. Blat (2015). Animation on the Web: a Survey. Proceedings of the Web3D
2015, the 20th International Conference on 3D Web Technology (ACM Web3D), 18‐21 June,
Heraklion, Crete, Greece.
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75. Doulaverakis, C., S. Vrochidis and I. Kompatsiaris (2015), "Exploiting visual similarities for
ontology alignment", 7th International Joint Conference on Knowledge Discovery, Knowledge
Engineering and Knowledge Management, Lisbon, Portugal, November 12‐14, 2015.
76. Ballesteros, M., C. Dyer and N. Smith 2015. Improved Transition‐Based Parsing by Modeling
Characters instead of Words with LSTMs. In proceedings of the Empirical Methods for Natural
Language Processing (EMNLP 2015). Lisbon, Portugal
77. Ballesteros, M., and X. Carreras 2015. Transition‐Based Spinal Parsing. Proceedings of the
Conference of Natural Language Learning (CoNLL 2015). Beijing, China.
78. Dyer, C., M. Ballesteros, W. Ling, A. Matthews and N. Smith, 2015. Transition‐Based Dependency
Parsing with Stack Long Short‐Term Memory. Proceedings of the Conference of the Association
for Computational Linguistics (ACL 2015). Beijing, China.
79. Pragst, L., S. Ultes, M. Kraus, W.olfgang Minker, 2015. Adaptive Dialogue Management in the
KRISTINA Project for Multicultural Health Care Applications. Proceedings of the 19thWorkshop
on the Semantics and Pragmatics of Dialogue (SEMDIAL), Gothenburg, Sweden, pp. 202‐203,
August 2015.

80. A. Ruiz, Van de Weijer, J., and Binefa, X., “From Emotions to Action Units with Hidden and Semi‐
Hidden‐Task Learning”, in International Conference on Computer Vision (ICCV), 2015.

Targeted presentations at user conferences:
81. By semFYC at VIII Congreso de Atención al Paciente Crónico, held in Madrid on the 7th and 8th
of April 2016. flyer (1200 copies)
82. By semFYC at the 36th Congreso semFYC 2016 (A Coruña, 9th‐11th of June 2016) presentation.
keynote speech presented by doctors Lehdia Mohamed and Carles Llor to explain the KRISTINA
project. Among the 3,000 attendees, public service managers, family doctors and nurses. At this
congress 3,000 factsheets have been also delivered.
83. By EKUT at the Congress of Gerontology and Geriatrics in Stuttgart (7th‐ 10th of September
2016). Jutta Mohr (EKUT) presented KRISTINA in a session on assistive technologies in a home
setting. The focus was on the main activities covered by the user partners EKUT, DRK and
semFYC.
84. By semFYC at The IV Balearic Meeting of European Residents and young GPs, Sept 2016.
85. By semFYC at the Congress of Primary Care in Logroño (19th of November 2016) ‐ oral
communication on linguistic barriers in primary care. The focus was on the main activities
covered by user partners and the new type of assistance offered by KRISTINA to elderly people
and migrants
86. By semFYC at the PACAP Meeting in Zaragoza (25th of November 2016) ‐ oral communication

presenting KRISTINA. The main focus of this meeting is on alliances and networks in Community
Health.
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5.2 User and Open days
In order to disseminate the KRISTINA objectives and achievements to broader user‐oriented and
scientific communities that could not be reached via the standard publication channels, the
Consortium organized a number of User and Open Day events:
Event
Date
Location
1
EKUT Information Day
24/09/2016
Tübingen
2
semFYC Information Day
25/03/2017
Barcelona
3
semFYC User Day
18/05/2017
Barcelona
4
EKUT/DRK User Day
19/05/2017
Tübingen
5
semFYC Information Day
20/06/2017
Barcelona
6
semFYC Information Day
05/07/2017
Tarragona
7
EKUT Information Day
05/07/2016
Tübingen
8
EKUT/DRK User Day
07/07/2017
Tübingen
9
semFYC Information Day
11/07/2017
Barcelona
10
semFYC Information Day
15/11/2017
Barcelona
11
KUT/DRK User Day
01/12/2017
Tübingen
12
OPEN DAY
13.12.2017
Tübingen
13
OPEN DAY
30.01.2018
Barcelona

5.3 Media coverage
KRISTINA also received a wide coverage in the media; cf.:
1. El primer asistente sanitario virtual ya tiene cara y habla tres idiomas (La Vanguardia):
http://www.lavanguardia.com/vida/20170110/413230497555/el‐primer‐asistente‐sanitario‐
virtual‐ya‐tiene‐cara‐y‐habla‐tres‐idiomas.html.
2. Los inmigrantes "se sienten perdidos en el sistema sanitario" pero KRISTINA puede ayudarles
(RSS ‐ El periodico de la Responsabilidad Social Sociosanitaria), 2017.
3. Asistente virtual multilingüe (Catalunya Vanguardista). https://www.catalunyavanguardista.
com/asistente‐virtual‐multilingue/.
4. El primer asistente virtual europeo en el ámbito de la atención sanitaria ya habla español,
alemán y polaco: UPF News, Catalunya Vanguardista, Bolsamanía, Chile, El
economista.es, Ecodiario.es, Lainformacion.com, Informativos Telecinco, Cuatro.com La voz
libre, Diario siglo XXI, Canarias7.es, Europa Press ‐ Info Salus.com Actualidad semFYC, 2017.
5. Dedicated news have been also published by the following specialezed media:
Colegio Profesional de Enfermeria Colegio Profesional Palencia Consejo de Colegios
Profesionales Organización
colegial
de
Infermeria Salud
a
Diario Redaccionmedica.com Infosalus.com.
6. El projecte KRISTINA: un agent virtual per superar les barreras lingüístiques en l'assistència
sanitària (Generalitat de Catalunya), 2017.
7. Proyecto Europeo KRISTINA: el primer asistente virtual europeo en el ámbito de la atención
sanitaria (Grupo de nuevas técnologias del grupo SoMaMFyC, 2017.
8. KRISTINA: Interfaz humana frente a las barreras lingüísticas en la atención (Salud Digital), 2017.
9. KRISTINA ‐ The first European virtual assistant in the field of healthcare already speaks Spanish,
German and Polish (Wonka ‐ Global Family Doctor), 2017.
10. El primer asistente virtual KRISTINA en el ámbito de la atención sanitaria ya habla español,
alemán y polaco (Actualidad semFYC, February 2017)
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11. Vocapia is powering the first European virtual assistant targeting the healthcare domain
(Vocapia News, February 2017)
12. [+] Many different articles on Noticias semFYC https://www.semfyc.es/?s=KRISTINA
13. [+] Many news published on KRISTINA Website http://kristina‐project.eu/en/news/news/
14. EU‐funded KRISTINA project mentioned in the following article. La semFYC participa en Letonia
en los debates “Reduciendo el riesgo de la enfermedad crónica con Medicina de
Familia https://www.semfyc.es/riga‐semfyc‐investigacion‐internacional/
15. A better health assistance for migrants: family doctors will help us to evaluate the KRISTINA
prototype (WONCA News)http://www.globalfamilydoctor.com/News/Krsitinajune16.aspx
16. Star Trek‐style communicator hopes to break down cultural barriers. News about KRISTINA
Published
in
the
Horizon
Magazine
(August
2017) http://kristina‐
project.eu/en/news/news/2017/08/20/startrek‐style‐communicator‐break‐down‐cultural‐ba/
17. mHealth App Targets Healthcare Access Barriers for Immigrants (August
2017) https://mhealthintelligence.com/news/mhealth‐app‐targets‐healthcare‐access‐barriers‐
for‐immigrants
18. Article about the first KRISTINA Userday at Tübingen published in the local journal "die kleine"
(September/October2017) http://www.tagblatt.de/stt/kleine/media/die_kleine_17_09.pdf (pp.
28f).
19. KRISTINA, una agent social virtual per a la població immigrada (Interview at Ràdio 5, Catalonia,
January 2018).
20. La UPF y la semFYC terminan el desarrollo del proyecto europeo KRISTINA, un agente humano
virtual que ayuda a las personas en el ámbito de la salud (Web de la semFYC, January 2018).
21. Finaliza el desarrollo del proyecto europeo 'KRISTINA', un agente virtual que mejora la atención
sanitaria a inmigrantes (FEAD, January 2018).
22. KRISTINA TVE (RTVE, January 2018).
23. Un avatar para hablar con migrantes y mayores (Diario de León, January 2018, pdf).
24. Desenvolupen un avatar que assessora sobre sanitat a persones grans i a immigrants (Diari Més,
January 2018).
25. Con KRISTINA me entiendo (Salud a Diario, January 2018).
26. Finaliza el desarrollo del proyecto europeo 'KRISTINA', un agente virtual que mejora la atención
sanitaria a inmigrantes (Bolsamanía Perú, January 2018).
27. Desarrollan avatar que asesora sobre sanidad a personas migradas y a mayores (Microweb,
January 2018).
28. Finaliza el desarrollo del proyecto europeo 'KRISTINA', un agente virtual que mejora la atención
sanitaria a inmigrantes (Agencia de Noticias EUROPA PRESS, January 2018).
29. Desarrollan un avatar que asesora sobre sanidad a las personas migradas (Economista, January
2018).
30. Finaliza el desarrollo del proyecto europeo 'KRISTINA', un agente virtual que mejora la atención
sanitaria a inmigrantes (Agencia de Noticias EUROPA PRESS, January 2018).
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6 CONCLUSIONS
This deliverable presents in a nutshell the motivation of the KRISTINA project, its consortium,
objectives, and the activities carried out in the course of its lifetime to achieve the objectives. The
outcome of these activities is an operational conversational agent (ECA), embodied in terms of a
number of different avatars, that is able to interact with the user in multiple languages, taking their
emotional state and cultural characteristics into account.
The ECA can assume different roles: a social companion, health coach, health expert, nursing
assistant, mediator, or receptionist. These roles have been tested in a number of scenarios in two
different use cases.
The assessment of the functionality and performance of the individual technologies of the KRISTINA
demonstrator proves that all objectives have been achieved as foreseen.
In the course of the entire lifetime of KRISTINA, the dissemination activities played a very important
role – which is reflected by the number of publications (so far, 84 in total; 4 journal papers and 80
conference / workshop papers), the number of presentations, videos, etc. To that effect, KRISTINA’s
impact has been significant already during its lifetime, and will certainly augment over the time to
come.
A number of issues remain to be tackled in order to convert the KRISTINA ECA into a versatile
companion. Among these issues are, for instance, the reaction latency, coverage of more topics (in
the modules of understanding, representation and language generation) and more reliable speech
recognition.
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