Ref. Ares(2017)6387603 - 30/12/2017

KRISTINA
A Knowledge-Based Information Agent with Social Competence
and Human Interaction Capabilities
H2020-645012

D2.5

Advanced Version of the KRISTINA
Generic Adaptive Dialogue Manager
Dissemination level: PU
Contractual date of delivery: Month 34, 31.12.2017
Actual date of delivery: 29.12.2017
Workpackage: WP2 Adaptive Dialogue Management
Task: T2.5 Extension of the DM to all cultural contexts and
languages in KRISTINA
Type: Other
Approval Status: Draft
Version: 1.0
Number of pages: 27
Filename: D2.5-Advanced version of the KRISTINA generic adaptive
dialogue manager_v1.0.docx
Abstract
This document describes the advanced version of the KRISTINA dialogue manager as developed for
the final system, with special emphasis on the adaptation to culture. Furthermore, an overview of
the functionality of the semantic fusion module is presented.
The information in this document reflects only the author’s views and the European Community is not liable for any use
that may be made of the information contained therein. The information in this document is provided as is and no
guarantee or warranty is given that the information is fit for any particular purpose. The user thereof uses the information

Page 1

at its sole risk and liability.

co-funded by the European Union

Page 2

D2.5 – V1.0

History
Version

Date

Reason

Revised by

0.1

20.11.2016

Initial draft

Louisa Pragst

0.2

04.12.2017

Overview of semantic fusion

Georgios Meditskos

1.0

29.12.2017

Final version

Louisa Pragst

Author list
Organization

Name

Contact Information

UULM

Louisa Pragst

louisa.pragst@uni-ulm.de

CERTH

Georgios Meditskos

gmeditsk@iti.gr

UULM

Nicolas Wagner

nicolas.wagner@uni-ulm.de

Page 3

D2.5 – V1.0

Executive Summary
The dialogue manager is the component in a dialogue system that steers the interaction with
the user by selecting the system’s contribution to the dialogue. To this end, the previous
user utterance as well as the recent dialogue history are taken into account. Additionally,
further aspects of the user, such as their culture, can be considered in the decision of the
dialogue manager to make the interaction a natural and satisfying experience for the user. In
this document, we describe the dialogue manager that has been implemented for the final
version of the KRISTINA agent.
This document starts with a short overview over the final architecture of the dialogue
manager as well as the components it interacts with to fulfil its task. Thereafter, we describe
the annotation of the corpus recordings that were performed to enable machine learning
approaches for the determination of the dialogue strategy. In the main part of the
document, we present the implementation of the updated dialogue strategy, consisting of
the action selection and the style selection with the generation of different communication
styles in the KRISTINA dialogue manager. Subsequently, we summarise the progress of the
dialogue manager over the course of the KRISTINA project. Thereafter, an overview of the
semantic fusion module is presented, highlighting core objectives and providing
implementation details. Finally, we summarise the contents of this document by presenting
the achievements of the final version of the dialogue manager and the semantic fusion.
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Abbreviations and Acronyms
DM
KI
LA
LG
AA
VA
SDO
RDF
SVM
UAR
DA
IR
IDF

Dialogue Management
Knowledge Integration
Language Analysis
Language Generation
Avatar Animation
Valence/Arousal
Spoken Dialogue Ontology
Resource Description Framework
Support Vector Machine
Unaveraged Recall
Dialogue Act
Information Retrieval
Inverse Document Frequency
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1 INTRODUCTION
The dialogue manager is the component in a dialogue system that selects the semantic
content of the system’s contribution to the dialogue and thereby determines the behaviour
of the system. Hence, the interaction between the system and the user, and in extension the
performance of any dialogue system, is greatly affected by the dialogue management.
For the final version of the KRISTINA agent, we implemented a flexible and culturally
adaptive dialogue manager. It realises the conversations defined by the use case partners for
the final KRISTINA agent, using a data-driven dialogue strategy and dynamically generated
system actions and communication styles.
Over the course of the KRISTINA project, the DM has been extended considerably compared
to its baseline, given by the OwlSpeak DM. Its basic architecture as well as the integration in
the overall architecture was presented in D2.2 (Pragst et al., 2016). For the first prototype,
the OwlSpeak DM was extended in three aspects, as described in D2.4 (Pragst et al., 2016):
the ability to generate and take into account new agent actions from KI input instead of
relying on predefined actions, the ability to choose and apply different communication styles
depending on the user culture and the ability to generate system emotions. The advanced
version of the KRISTINA DM, developed for the final system, further improved this DM by
adding the following features: a hybrid dialogue strategy, combining the advantages of both
rule-based and data-driven approaches, data-driven decision making regarding different
communication styles as well as a flexible approach to the generation of elaborateness and
indirectness that does not rely on predefined variants.
In Spoken Dialogue Systems, two techniques are currently used to create an optimal
dialogue policy: hand-crafted rules and statistical procedures basing on machine learning.
However, both types are not sufficient in complex areas where only limited training data is
available. The KRISTINA dialogue domain covers a large number of different use cases and
scenarios, with different roles the KRISTINA agent is expected to fulfil in an interaction. In
comparison, the training data made available through the corpus recordings is rather small.
Thus, we implemented a hybrid approach to dialogue management that combines the
benefits of both rule-based and statistical methods for the KRISTINA DM. We replaced the
hand-crafted rules of the first version of the KRISTINA DM with probabilistic rules depending
on unknown parameters for the final version. The parameters of those rules are then trained
with supervised learning, utilising our annotations of the corpus recordings.
While different cultures may have different preferences on what to say in a given situation,
literature on intercultural communication (e.g. (Kaplan, 1966), (Feghali, 1997)) suggests that
there are also differences with respect to how something is expressed. The level of
elaborateness and indirectness that is preferred in an utterance is often regarded as being
very different between cultures. Therefore, it is desirable that the KRISTINA agent can adapt
its level of elaborateness and indirectness to the user’s culture. While in the first prototype
of the KRISTINA DM the targeted level of elaborateness and indirectness was assigned to the
different cultures in a rule-based manner, this approach was not satisfactory. In our studies
(Miehle et al., 2016) (Pragst et al., 2017), we could show that different preferences exist
between different cultures, but also within one culture depending on the situation of the
user. As complex interactions that could not be captured manually by hand-crafted rules
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became apparent, we extended and utilised our annotations of the corpus recordings and
employed SVMs to enable a data-driven decision making regarding the desired level of
elaborateness and indirectness for specific cultures and in specific circumstances.
In the KRISTINA project, one of our goals was to achieve a flexible DM that can make use of
everything the KI may provide and therefore does not rely on predefined system actions. To
maintain the high degree of flexibility that dynamically generated system actions offer, it is
necessary to also refrain from using predefined system actions for the realisation of different
communication styles, as was done in the first prototype of the KRISTINA agent. Over the
course of the KRISTINA project, we researched approaches to the automated generation of
elaborateness and indirectness (Pragst et al., 2016)(Pragst et al., 2017), and implemented
suitable approaches in the final version of the KRISTINA DM, enabling a flexible adaptation of
the communication style to the user’s culture.In this document, we describe the
implementation of the final version of the KRISTINA dialogue manager and the semantics
fusion module. In Section 2, we briefly revisit the architecture of the KRISTINA dialogue
manager itself and its interaction with other modules in the overall KRISTINA architecture.
Section Fehler! Verweisquelle konnte nicht gefunden werden. provides an overview of the
annotation of the corpus recordings. In the following, Section 4 outlines the implementation
of the data-driven dialogue strategy and Section 5 continues with the style selection and the
automatic generation of different communication styles. In Section 6, we present an
overview of the semantic fusion module, highlighting key parts of the architecture and
providing technical details regarding the implementation. Finally, Section 7 summarises the
findings of this document.
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2 ARCHITECTURE OF THE KRISTINA DIALOGUE MANAGER
This section presents a brief overview of the KRISTINA dialogue manager as well as its
interaction with other modules in the overall architecture of the KRISTINA agent. A more
complete description can be found in D2.2 (Pragst et al., 2016).
Figure 1 shows the KRISTINA dialogue manager embedded in the overall architecture of the
KRISTINA agent. It receives information from Language Analysis (LA), Emotion Analysis and
the Knowledge Integration (KI) on the input side, and provides its results to Language
Generation (LG) and Avatar Animation (AA) on the output side. If necessary, the KI is invoked

Figure 1: The integration of the KRISTINA dialogue manager in the overall architecture.
to gather domain knowledge. All information is exchanged using REST services and RDF
ontologies.
The Dialogue Manager (DM) itself follows the Model-View-Presenter pattern, as can be seen
in Figure 2. Here, the model consists of two parts: the dialogue knowledge is modelled in a
Spoken Dialogue Ontology (SDO). The SDO encodes, among other knowledge, available
agent and user actions. To be able to model unforeseen system and user actions, a list of
general dialogue actions has been proposed. Furthermore, the domain knowledge of the DM
is provided by the KI, integrating the rich knowledge provided by this component effectively.

Figure 2: The architecture of the KRISTINA dialogue manager.
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3 ANNOTATION OF THE CORPUS RECORDINGS
In the scope of the KRISTINA project, extensive corpus recordings have been made by the
use-case partners. As a result, we can base the learning of the dialogue strategy on the
transcripts of over 700 dialogues on use case relevant topics, in the Arabic, German, Polish,
Spanish and Turkish languages. In order to be of use in the learning of a dialogue strategy,
those transcripts need to be annotated with dialogue relevant information, such as the
dialogue act. In this section, we present the annotations that were performed to prepare the
corpus recordings for their usage in the learning of a dialogue strategy.

Figure 3: Basic structure of the annotation database for an excerpt of a German dialogue
The recordings have been annotated by a group of student assistants of the Ulm University.
Regular meetings and discussions about the annotations ensured their quality and
consistency. The database is implemented in MySQL, and its most important columns are
shown in Figure 3.
The column participant specifies whether the user or the system performs the dialogue
action in question. The SpeakerID enables the mapping of specific user characteristics, such
as their cultural background to the individual dialogue actions. Finally, the intention behind
the dialogue action stored in the column DialogueAction, where one of the dialogue acts that
have been defined for the KRISTINA DM is assigned. Furthermore, a number of topics
corresponding to the RDF types that would be detected by the LA were assigned to each
dialogue action that would require them.
In the early stages of the KRISTINA project, we identified elaborateness and indirectness as
important stylistic choices for cultural adaptation. Therefore, we also included the level of
elaborateness and the level of indirectness of a dialogue action in the annotations of the
corpus recordings. Here, the annotator would assign a value from 1 to 5 for the perceived
degree to which the characteristic was present in the dialogue action.
In addition to those purely dialogue based annotations, the student assistants also
attempted to assign a rating of valence and arousal (VA) for the content of the actions. Here,
three annotators would assign VA values to each dialogue action and the final score was
determined by majority voting. Although we were hoping to be able to utilise those
annotations as basis for content-related emotional responses of the KRISTINA avatar, the
annotations were insufficient to achieve this goal due to the significant majority of the
ratings being neutral.
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4 ACTION SELECTION
The dialogue strategy is the core of a dialogue manager, as it is used to decide which system
action to take, taking into account the current system state. The system state can be
influenced by both user and system actions and therefore changes continuously.
Traditionally, rule-based dialogue strategies are used that map the current system state to a
suitable system action. Although hand-crafted rules are a reliable approach for
straightforward domains, it is not practicable to apply them in complex scenarios. In general,
the rules are difficult to be implemented, the resulting dialogue policy would be too rigid and
not adaptive at all. In contrast, the basic idea of statistical dialogue management is to use
interaction data for the automatic optimization of such a policy. However, these techniques
require a large amount of dialogue data which are not available in most domains.
Considering the large scope of the KRISTINA use cases, the corpus recordings provide rather
little data to train the dialogue strategy with. Therefore, we decided to utilise a combination
of rule-based and statistical approaches, as implemented by OpenDial (Lison & Kennington,
2016).
OpenDial combines rule-based and statistical dialogue models in order to unite the
advantages of both concepts. This is possible through the application of probabilistic rules
which represent the domain model in a well-structured manner. These rules allow system
designers to bring in their knowledge of the problem structure which is then considered in
the statistical model. Moreover, these rules contain unknown parameters. Their estimation
relies on either supervised or reinforcement learning techniques. Thus, this hybrid concept
permits experts to integrate domain-dependent constraints into a probabilistic context.
We integrated parts of OpenDial into the KRISTINA DM to allow for probabilistic rules with
unknown parameters that could be trained with the data of the corpus recordings. In the
following, we provide an overview of the most important concepts of OpenDial, before
describing the learning approach that was applied to implement the dialogue strategy of the
KRISTINA DM.

4.1

OpenDial

In the context of the KRISTINA DM, two parts of OpenDial are most important: the domain
file and the training file. The domain file serves as a template for the trained dialogue
strategy. It contains, among others, rules that map the current system state to one or
multiple system actions that can occur as an effect. An unknown parameter is given as
prerequisites to each effect. The unknown parameters are instantiated with a probabilistic
distribution, e.g. the Gaussian distribution and needs to be trained in the further process. An
example for the Greeting interaction as depicted in a domain file is given in Figure 4. Here,
several system responses to a user greeting are listed. Each system response is associated
with its own unknown paramter that is trained using the annotated corpus recordings. IT
represents the likelyhood with which this system response is chosen. In the KRISTINA
context, the domain file is automatically generated from the corpus recordings. All observed
user actions are collected and used to describe the current system state, while the system
reactions that occurred in the recordings in response to that user action are added as
possible effects.
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<rule id="greet">
<case>
<condition>
<if var="a_u" value="Greet"/>
<if var="kiVariable" value=""/>
</condition>
<effect util="theta_Greet[0]">
<set var="a_m" value="agenda_PersonalGreet
+agenda_AskMood"/>
</effect>
<effect util="theta_Greet[1]">
<set var="a_m" value="agenda_PersonalGreet
+agenda_AskTask"/>
</effect>
<effect util="theta_Greet[2]">
<set var="a_m" value="agenda_PersonalGreet
+agenda_ShareJoy"/>
</effect>
<effect util="theta_Greet[3]">
<set var="a_m" value="agenda_AskMood"/>
</effect>
<effect util="theta_Greet[4]">
<set var="a_m" value="agenda_AskPlans"/>
</effect>
<effect util="theta_Greet[5]">
<set var="a_m" value="agenda_PersonalGreet"/>
</effect>
<effect util="theta_Greet[6]">
<set var="a_m" value="agenda_SimpleGreet"/>
</effect>
<effect util="theta_Greet[7]">
<set var="a_m" value="agenda_MorningGreet"/>
</effect>
</case>
</rule>
Figure 4: Extract of the domain file. Various system responses to a Greet are listed, each with
its own unknown parameter. The unknown parameters are learned from the annotated
corpus recordings and represent the likelyhood with which a particular system response is
chosen.
The training file is also generated from the corpus recordings, but captures the actual
sequence of exchanges that happened in those dialogues. It serves as ideal example of what
the interaction should look like. The training will optimise the unknown parameters to try to
achieve similar interactions. An extract from this file can be found in Figure 5. It shows an
exchange between user and system where the user greets the system and the system
responds with a personal greet, directly adressing the user by name. This exchange has taken
place in this form in the corpus recordings.
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<interaction>
<userTurn>
<variable id="a_u">
<value>Greet</value>
</variable>
</userTurn>
<systemTurn>
<variable id="a_m">
<value>agenda_PersonalGreet</value>
</variable>
</systemTurn>
</interaction>
Figure 5: Example exchange in a training file.

4.2

Estimation of rule parameters

The training process of OpenDial is based on Bayesian inference. Its goal is to estimate the
posterior distribution of the rule parameters 𝜃 based on the training data set 𝐷. The
posterior distribution over the parameters can be defined as
𝑃𝐵𝑖 (𝜃|𝑎𝑖 ) = 𝜂𝑃𝐵𝑖 (𝑎𝑖 ; 𝜃)𝑃(𝜃),
where 𝐵𝑖 describes the dialogue state and 𝑎𝑖 the performed system action in the training
data at time 𝑖. 𝑃𝐵𝑖 (𝑎𝑖 ; 𝜃) represents the level of confidence in the rationality of the system
actions in the training data.
The probabilistic model contains both continuous and discrete random variables, leading to a
nontrivial inference problem. To solve this issue, OpenDial offers, among others, the
application of sampling techniques to approximate the inference process. The basic task of a
sampling algorithm is the estimation of the posterior distribution by acquiring a large
number of samples. A rather simple though reliable method is called likelihood weighting
that is described in more detail in (Fung & Chang, 2013). Once the sampling process is
finished for each parameter, the posterior distribution 𝑃𝐵𝑖 (𝜃|𝑎𝑖 ) has to be identified.
However, the likelihood weighting does not ensure that the posterior remains in the same
probability distribution type as the prior. Furthermore, it is not possible to reconstruct some
distribution families such as the Dirichlet by a finite amount of samples. Due to this,
OpenDial applies a non-parametric strategy to represent the posterior distribution in the
form of kernel density estimation. Given a set of samples 𝑥1 , 𝑥2 , … , 𝑥𝑛 of a continuous
variable 𝑋, the kernel density estimator may be defined as:
𝑛
1
𝑥 − 𝑥𝑖
𝑃(𝑥) =
+∑𝐾
𝑛ℎ
ℎ
𝑖=1

where 𝐾 is the kernel that is a non-negative function which integrates to 1 and the so-called
bandwidth ℎ > 0 is a smoothing parameter. Although several possible kernel functions exist,
OpenDial uses only Gaussian kernels.
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Input: Rule-structured models M for the domain
Input: Model parameters θ with prior distribution P(θ)
Input: Training data set D = {<Bi ; ai> : 1 ≤ i ≤ n}
Input: Number N of samples to draw for each learning example
Output: Posterior distribution P(θ | D) for the parameters
1: for all <Bi; ai> ∈ D do
2:
Set Bi ← Bi ∪ θ
3:
Trigger models M on Bi
4:
Draw N samples x1; … ; xN from PBi(θ | ai) = ηPBi(ai ; θ)P(θ)
5:
for all parameter variable θ ∈ θ do
6:
Set P(θ)← Kernel density estimator(x1(θ); … ; xN(θ))
7:
end for
8: end for
9: return P(θ)
Figure 6: Algorithm for the estimation of unknown rule parameters.
Given these definitions, the learning algorithm for estimating model parameters based on
training data is shown in Figure 6. The procedure iterates for each state-action pair <Bi ; ai>.
If a trigger condition is satisfied, a model instantiates the current dialogue state. Thereby,
the prior distribution of the parameters is called. After the likelihood of the system action is
calculated, the posterior parameter distribution is sampled via likelihood-weighting. The
outcome is then expressed as a Kernel density estimator. This procedure is performed as
long as training data is available. Examples for the different resulting posterior distribution
can be seen in Figure 7 and Figure 8. They show how the initial gaussian distribution is
changed after the training of the paramters. The resulting distribution for a PersonalGreet
move by the system makes this action more likely than the distribution for an AskTask move.

Figure 7: Posterior distribution for the dialogue act PersonalGreet after training the dialogue
strategy.
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Figure 8: Posterior distribution for the dialogue act AskTask after training the dialogue
strategy.
The goal of the KRISTINA DM is not to find the best overall dialogue strategy, but to
specifically adapt the strategy to be best suited to specific cultures. The corpus recordings
have been performed for all target cultures of the KRISITNA project, and offer realistic data
on the types of dialogue actions and semantic content different cultures prefer under
different circumstances. By training the dialogue strategy on the different data, the dialogue
manager can replicate those cultural preferences. Hence, several dialogue strategies are
trained with regards to the preferences of each KRISTINA target culture. This is achieved by
using only dialogues of one culture for the preparation of the training files. An example for
the different results that can be achieved with this approach is depicted in for the system
response to a Greet DA from the user. It can be seen that Germans are far more likely to add
AskMood and AskTask dialogue actions to a greeting that Polish.
Table 1: Number of occurrences of specific dialogue actions selected by the trained DM in
response to a user greeting, over 1000 trials.
DA
Run 1

German
Run 2

Run 3

0

0

PersonalGreet

752

PersonalGreet
+ AskMood
PersonalGreet
+ AskTask

SimpleGreet

Run 1

Polish
Run 2

Run 3

0

59

23

70

522

852

941

977

930

86

120

0

0

0

0

162

258

148

0

0

0

In the KRISTINA domain, the dialogue manager works closely together with the knowledge
integration module and integrates the information it receives as possible system actions. If
the knowledge integration module provides information, this information is preferable to
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the more generic system actions the DM can produce by itself. Therefore, special rules are
created which only apply once the KI provides information to a user request.
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5 ADAPTATION OF THE COMMUNICATION STYLE
Adaptation to the user’s culture is a major focus in the KRISTINA project. Apart from the
preferred semantic content of a dialogue action, different cultures also have different
preferences regarding the communication style that is used to present that content.
Therefore, we not only investigated the selection of the most suitable dialogue action by the
dialogue manager, but also the selection of the most suitable style of communication. As in
particular the preferred level of elaborateness and indirectness is often reported to be
different across cultures in literature from the communication sciences (e.g. (Feghali, 1997),
(Kaplan, 1966)), we focus on those characteristics for our adaptation of the communication
style. A short description of each is given in the following.
Verbosity
The level of verbosity reflects how much information is given in addition to the core
semantics. Answering a question with low verbosity may consist of a simple `No'. A slight
increase of verbosity might result in `No, that is wrong', while a high level of verbosity can
result in a lengthy answer such as `No, that is wrong. This is the actual fact. Here is some
further background information'.
Verbosity as communication style is derived from Kaplan's description of cultural thought
patterns (Kaplan, 1966), which refer to the way arguments are presented in written text.
Amongst others, the thought patterns can be distinguished by the amount of information
that is provided. The fact that different amounts of information are preferred by different
cultures is also reported by Feghali (Feghali, 1997).
Directness
The level of directness relates to the degree to which the core information is expressed
explicitly. A direct way to help the user with a problem would be `Do this.', while the indirect
approach could be `People often do this when they have that problem'. Instead of a direct
question to gather missing information from the user, the system can also utilise `I still need
this information' or `This information is missing'. Explicit and implicit confirmation strategies
are a common example of different levels of directness in DM.
Regarding directness, Feghali (Feghali, 1997) observes that in some cultures it is favoured
and expected to directly express your intent, while others prefer a more indirect CS whereby
the listener has to deduce the intent from the context. In such cultures, directness can even
be perceived as aggressive.
In the following, we discuss how the appropriate level of elaborateness and indirectness is
chosen, before describing how the different communication styles can be generated in a
flexible manner.

5.1

Style Selection

To ensure that those differences are also present in human-computer interaction, we
performed our own studies on this topic (Miehle et al., 2016) (Pragst et al., 2017) (Pragst et
al., 2017). We could show that different preferences regarding elaborateness and
indirectness exist across cultures in human-computer interaction, but also that those
Page 17
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preferences are strongly dependent on the topic of the conversation. Therefore, it is
insufficient to simply assign a fixed level of elaborateness and indirectness to a culture.
Instead we decided to let the KRISTINA agent imitate the communication style of its current
user at any given point in the conversation.
To be able to mirror the communication style of the user, it is necessary to estimate the level
of elaborateness and indirectness that the user is using. To this end, we utilise our
annotations of the corpus recordings in a supervised learning approach to train an SVM. The
annotated level of either elaborateness or indirectness serves as the target value, while the
number of words in the original utterance, the annotated dialogue act, as well as the level of
elaborateness for the indirectness estimation, are used as features of the dialogue action.
The results can be seen in . The elaborateness estimation achieves a high unaveraged recall
with both the training and the test data sets for one language. Even a test data set in a
language different from the one that the SVM was trained on achieves similarly good results.
The indirectness estimation, however, does not perform to the same degree. Even when
adding elaborateness as further feature, the performance can only be slightly improved. This
is likely due to the more context dependent character of indirectness. An approach that
takes into account previous dialogue actions could likely improve this estimation, however,
this task remains future work.
Table 2: Unaveraged Recall (UAR) for the estimation of elaborateness and indirectness.
UAR
Style

German

Features
Train

Polish
Test

Test

Elaborateness #words, DA

0.8601

0.8670

0.7938

#words, DA

0.5309

0.6560

0.4952

#words, DA, elaborateness

0.5680

0.5514

0.5183

Indirectness

5.2

Generation of Elaborateness

Generating elaborateness consists of adding relevant information to the system action. The
two tasks that need to be addressed in this regard are collecting potential additional
information as well as rating its relevance to the current dialogue exchange.
There are a lot of potential sources for additional semantic content: KI content that has been
provided at an earlier point in the dialogue but not yet been used can be evaluated regarding
its relevance to the current situation. This includes unused statement responses, proactive
responses, and additional materials such as webpages and videos. Furthermore, the KI itself
can provide information marked as additional information together with the actual
information if it finds a relevant connection between the two.
The relevance of this additional information is determined using the semantic similarity
between the different contents. In this endeavour, we employ word2vec models (Mikolov et
al., 2013). Each dialogue action is represented by the linear combination of the word vectors
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of its associated words. Associated words differ depending on the type of dialogue action to
be represented: for user actions, the RDF types provided by the LA serve as English key
words, with the exception of incomprehensible user actions, where the user utterance in the
original language is used. For system actions, RDF-based actions such as statements again
use the RDF types as English key words, while text-based actions such as IR based responses
(i.e. text retrieved from the Web) or newspaper articles use the text in the original language.
Furthermore, responses based on canned text, such as proactive responses, use the English
text as input. To account for the difference between the amount of words in text-based and
key word based representations, the words in text based responses are weighted with their
IDF. To determine the word vectors, we utilise the word vector models trained on Wikipedia
using fastText (Bojanowski et al., 2016), aligned using the method described in (Smith et al.,
2017). The Euclidean distance between two vector representations of dialogue actions is
used as a measure for their relevance to each other.

5.3

Generation of Indirectness

Several different types of indirectness exist, some of which are rather simple mappings from
one wording to another (e.g. ‘Can you pass me the salt?’ instead of ‘Please pass me the
salt?’), while others include a complete change of the semantic content of the utterance.
While our research in the scope of the KRISTINA project included the more complex change
of semantic content (Pragst et al., 2016)(Pragst et al., 2017), we decided to refrain from
including this type of indirectness in the KRISTINA dialogue manager. An analysis of the use
cases of KRISTINA revealed that the highest potential for indirectness lies with the several
offers that KRISTINA can give to the user, e.g. ‘Do you want me to give you the weather?’. In
those cases, the simpler rewording is sufficient (‘I can give you the weather.’). To achieve a
generally applicable implementation of this kind of rewording, the Knowledge Integration
provides specialised DUL pattern templates to the LG.
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6 SEMANTIC FUSION IN KRISTINA
Another important task in WP2 is the ability of the agent to take into account contextual
information derived by KI (WP5) and adapt the communication style accordingly. One such
type of contextual information is relevant to the discussion topics. The topics can be
recognised either based solely on the verbal input provided to WP5 or by fusing multimodal
information. This section elaborates further on the architecture and technologies used to
realise semantic fusion.
The aim of semantic fusion is to intelligently aggregate and interpret the information
generated by the KRISTINA modules during a dialogue, coupling non-verbal and verbal
modalities. It is an important functionality that endows KRISTINA with the ability to i) further
accord, disambiguate, enrich and replace the verbal descriptions, taking into account nonverbal contextual information, and (ii) trigger clarification dialogues through the interaction
with the Dialogue Manager (DM) in order to obtain additional information about the
conversational context that is needed to provide a meaningful response to the end user.
The semantic fusion framework has been developed on top of Semantic Web technologies,
using OWL 2 ontologies (Grau et al., 2008) to capture the semantics and structure of domain
knowledge and conversations, while Description Logic (DL) ontology reasoning (Baader et al.,
2003) is used to aggregate the modalities and derive higher level interpretations. More
specifically, context elements, such as facial expression and gestures are mapped to
ontological class and property assertions, fostering integration of information at various
levels of abstraction and completeness. The generated models encapsulate formal and
expressive semantics, harvesting several benefits brought by ontologies, e.g. modelling of
complex logical relations, sharing information from heterogeneous sources, sound and
complete reasoning engines.
The semantic fusion strongly depends on the Semantic Framework developed in WP5, whose
final version has been described in D5.4 “Advanced version of the ontologies and reasoning
techniques”. In brief, the aim of WP5’s Semantic Framework is to match user input with
domain and background information, as well as with user preferences and habits (user
models) and perform advanced question answering to fuel Dialogue Management with
responses, either from the KB or from trustworthy Web pages (suggested by the
consortium's user partners, i.e. DRK, EKUT and SemFyc). As such, the theoretical background
and the key functionalities of semantic fusion have been already described in D5.4 (Sections
3.2 and 4.1), such as the ontologies used to model incoming information and the reasoning
modules that incrementally combine and aggregate multimodal observations.
In this section, we give an overview of the architecture and the technical goals of fusion.
More specifically, we describe the coupling of two reasoning modules for processing
incoming events and performing ontological reasoning, and we illustrate, through an
example, key capabilities of the framework.

6.1 Fusion Module Architecture
The implementation of the fusion module involves the effective coupling of two
functionalities: complex event processing and reasoning.
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The complex event processing (CEP) engine provides the framework to define fusion rules
along with pertinent temporal constraints. Since KRISTINA interacts with users in real-time,
the framework should be able to efficiently and timely process multiple incoming events
with the goal of identifying meaningful events within the overall event cloud. In this context,
the CEP engine provides techniques, such as detection of complex patterns, event
abstraction, event hierarchies and relationships between events, allowing the detection,
correlation, aggregation and composition of events taking into account temporal constraints.
At the same time, KRISTINA follows a knowledge-intensive approach to model and capture
domain knowledge and pertinent associations among entities and resources. For example,
information about users is captured in terms of structured RDF knowledge graphs, while
conversational topics are modelled in terms of a thematic ontology that semantically
associates topics with domain concepts extracted through verbal and non-verbal information
(see Section 4.1, D5.4). Such rich contextual models require advanced reasoning mechanisms
able to semantically interpret and couple the underlying semantics with real-time
information coming from the interaction of users with KRISTINA.
It is evident from the above that the fusion framework should be able to address both
challenges, i.e. real-time and temporal information along with complex ontological
reasoning. Figure 9 graphically illustrates the architecture implemented in KRISTINA for
coupling the two aforementioned functionalities and pertinent modules. More specifically,
Drools1 is used as the CEP engine, while Pellet2 handles the ontology semantics,
implementing state-of-the-art tableaux-based DL algorithms.

Figure 9 Fusion architecture

1

https://www.drools.org/

2

https://github.com/stardog-union/pellet
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The fusion workflow is as follows:
1. The incoming verbal (i.e. concepts detected by language analysis) and non-verbal
modalities (e.g. deictic gestures and facial expressions) are fed into the CEP engine to
start the information aggregation task.
2. The CEP engine handles the temporal extension of the information, processing events
with respect to time windows and temporal correlations, in order to filter out events
that do not participate in the current conversational context, e.g. gestures that have
been detected few seconds before an actual utterance.
3. The CEP engine invokes in real-time the DL reasoner to get domain information about
conversational topics and the associated domain concepts. Based on this
information, the fusion rules are adapted in order to fuse and match events that
correspond to actual conversational topics (see the example that follows).
4. Any derived inferences are propagated to the rest of the semantic framework
pipeline, in order to achieve conversational awareness, extract relevant answers from
the underlying knowledge sources and generate the final response for the Dialogue
Manager.
Both the CEP engine and the DL reasoner have access to the Knowledge Base (RDF triple
store3) in order to query domain knowledge through the provided SPARQL endpoint.

6.2 Example: Headache suggestions
The final version of the use cases (Health Coach scenario) involves the interaction of users
with KRISTINA in order to get information and suggestions from the system in situations
when users feel pain, such as headache, chest pain etc. An example dialogue is given below:
(User): It hurts me so much since yesterday (user touches their head)
(KRISTINA) I'm sorry to hear that. Try to get some sleep.
(User) Ok, I will do so.
(KRISTINA) And if pain goes on, get an appointment with your doctor and tell him about your
symptoms
In this example, the user points to the head, mentioning that they feel pain. In this case,
KRISTINA needs to fuse the verbal information and the pointing gesture to the head in order
to infer that the user is complaining about a headache and initiate the pertinent procedures
to provide relevant responses.
In order to handle this example (and all the examples that fall into this category), the fusion
framework needs a) to have access to knowledge that describe the pertinent situations of
interest, e.g. how to recognise the headache, and b) to contain the necessary rules in order
to actually implement the situation semantics.
As far as modelling is concerned, the thematic ontology of KRISTINA supports the definition
of headache by associating the corresponding verbal and non-verbal contexts using DL
ontology axioms. For example, headache is defined as:

3

We have used the community version of GraphDB (http://graphdb.ontotext.com/)
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𝐻𝑒𝑎𝑑𝑎𝑐ℎ𝑒 ≡ 𝐻𝑢𝑟𝑡𝐶𝑜𝑛𝑡𝑒𝑥𝑡 ⊓ 𝑃𝑜𝑖𝑛𝑡𝑠𝑇𝑜𝐻𝑒𝑎𝑑
In this case, 𝐻𝑒𝑎𝑑𝑎𝑐ℎ𝑒 is defined as a complex class description that consists of the
semantic intersection of the verbal modality (𝐻𝑢𝑟𝑡𝐶𝑜𝑛𝑡𝑒𝑥𝑡) and the deictic gesture to the
head (𝑃𝑜𝑖𝑛𝑡𝑠𝑇𝑜𝐻𝑒𝑎𝑑).
Apart from the knowledge needed to recognise situations of interest, the fusion module
should be also able to check the running context and combine incoming information to
derive the higher level inferences and trigger the pertinent responses. To this end, the CEP
engine continuously evaluates a set of fusion rules during conversations that, based on the
ontological descriptions, try to match incoming information with domain knowledge. For
example, the following Drools rule detects hurt references and pointing gestures to the head
that are part of the same context (i.e. belong to the same dialogue turn).

The recognition of the Headache context triggers the question answering module to retrieve
responses from the KB knowledge pertinent to this conversational topic. More specifically,
this topic is associated with two responses. The first one in the textual response: “I'm sorry
to hear that. Try to get some sleep.”, which is sent to the DM as a plausible feedback. The
second response prompts user to get an appointment with the doctor: “And if pain goes on,
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get an appointment with your doctor and tell him about your symptoms.”. Both responses
are sent to the DM in order to be presented to the user, according to the dialogue strategy
selected.
Figure 10 depicts a screenshot from the application we have developed to test the fusion
module. The page contains a timeline where the user can insert verbal and non-verbal
observations. In the example, the user has inserted three non-verbal events (2 deictic
gestures that point to the head and one that points to the chest) and two verbal
observations referring to hurt. The module is able to fuse the contextually and temporally
relevant observations and recognise the pertinent headache and chest pain situations that
are useful for further enriching the runtime conversational context and provide relevant
responses and suggestions.

Figure 10 Screenshot from fusion demo page
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7 CONCLUSIONS
In this document, we provided the concluding description of the final KRISTINA DM as well as
the Semantic Fusion module. The main focus was placed on the implementation of the datadriven, culture-adaptive dialogue strategy and the generation of different communication
styles.
After a short revision of the internal architecture of the KRISTINA DM and its interaction with
other modules in the overall KRISTINA architecture, the annotation of the corpus recordings
performed to gather suitable training data for the DM was presented. Afterwards, the
dialogue strategy was examined in greater detail. We demonstrated the data-driven
approaches to both the learning of an action selection strategy and a style selection strategy
as well as the automatic generation of different levels of elaborateness and indirectness.
After a short summary of the achievements in DM that were made during the KRISTINA
project, we discussed the final state of the semantic fusion component.
Ongoing work on semantic fusion involves the integration of a defeasible reasoner to handle
conflicting input and assign priorities to the verbal and non-verbal information. This coupling
of monotonic and non-monotonic reasoning will extend the decision making capabilities of
the fusion module, giving the opportunity to alter already inferred results and promote the
recognition of discussion topics that fulfil certain logic-based constraints.
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