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Abstract
This document – Advanced version of the mimics and gesture analysis techniques and
multimodal fusion - reports on the final version of the techniques for the analysis of facial
expressions, gestures and voice with respect to their affective load and the event-driven
fusion of the obtained mono-modal output.
The information in this document reflects only the author’s views and the European Community is not liable for any use
that may be made of the information contained therein. The information in this document is provided as is and no
guarantee or warranty is given that the information is fit for any particular purpose. The user thereof uses the information
at its sole risk and liability.
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Executive Summary
The presented document summarizes the work carried out in the context of the tasks T4.2,
T4.3, T4.4 and T4.5 within KRISTINA. Those tasks are coping with the extraction and
interpretation of non-verbal social and emotional cues from speech, facial expressions and
gestures. D4.2 contributes to the achievement of MS3 and MS4. It will describe and show
the functionality of the first version of the mimics, gesture and paralinguistic analysis
techniques as developed in the first phase of the project.
The deliverable starts by summarizing the work that has been done in order to complete the
annotations of the recorded data in the frame of the project.
In the next section, the individual emotion recognition submodules are explained in detail. A
final evaluation of each module provides an overview of the current level of development.
Subsequently the multimodal fusion approach, that will be used to combine the output of
the respective modules to obtain a single prediction for the currently perceived emotion, is
illustrated and evaluated in detail.
The Deliverable finally closes by drawing a conclusion about the current state of the emotion
recognition capabilities of the KRISTINA-Agent.
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1 INTRODUCTION
The affective state of a system user can be assessed through the analysis of his or her nonverbal behavior. Such non-verbal behavior is expressed by different modalities such as facial
expressions, hand gestures or speech prosody. In order to get a complete estimation of the
user one has to analyze all of the mentioned modalities and combine the respective results
into one overall assessment.
In order to build a multimodal system to analyze non-verbal behavior, our purpose is to base
it under the premise of considering it as a complex whole rather than as an aggregation of
isolated modalities. Such a strategy resembles human behavior when perceiving non-verbal
cues and is independent from modality-specific segmentations or representations. Within
the KRISTINA project, we have chosen to use the well-established Valence and Arousal space
to represent the affective states. Such a representation is especially suited to our goals as it
is independent of the specific modality and is able to capture changes in the affective state
within the dialogue flow.
The following document is structured as follows. Section 2 provides an overview of the final
state of the annotated corpus data. Section 5 provides a detailed description and evaluation
of each non-verbal communication cue module: face, gesture and voice. Section 6 explains
how the modalities are fused to estimate a final assessment of the users’ emotion and
presents a final evaluation.
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2 KRISTINA VALENCE-AROUSAL DATABASE
The annotation of the KRISTINA Valence-Arousal (V-A) database has continued since the last
WP4 report (see D4.2). Up to now, our team of 14 members has annotated 49 conversations
(each containing 2 subjects), with a total duration of 5h:34m:10s. The distribution of the
videos by culture is approximately one hour per each of the targeted languages (see Figure
1). Moreover, the database contains recordings of 39 different subjects: 12 males and 27
females; 3 of them bilingual.

Arabic

German

Spanish

Polish

Turkish

17%

19%

22%

22%
20%

Figure 1 Distribution of videos (time) with respect to culture.
The annotation methodology has been previously described in D4.2 and published at [1]. The
annotation team includes a group of interdisciplinary experts from all technical beneficiaries
of the Consortium. Each expert is asked to produce individual V-A scores for a whole
recording session, which are merged to obtain a consensus annotation that is considered as
final ground truth. Cronbach’s alpha coefficient[2] is used to guarantee a sufficient interrater agreement (if not achieved, the video is re-annotated). The annotations are multimodal and non-verbal, which means that annotators are explicitly asked to consider vocal
tone, facial expressions and kinesics whilst ignoring spoken words. All videos have been
rated by a minimum of 4 annotators with a Cronbach’s coefficient above 0.6 and the
consensus has been computed using the COLLATE method [3] The annotations have been
done by splitting the videos into segments (with 0.5s of minimum length) considering the
following V-A discrete values per axis: 0, ±0.25, ±0.5, ±1.
Besides the annotation task and its methodology, we have been working in a novel
consensus method that has been specifically conceived for the annotation of videos using VA emotional discrete labels. This method, which has been published in [4], ], considers that
each annotator has its own perception model. For instance, an expert could be repeatedly
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labelling mid-high (+0.5) valence where all the others are labelling high valence (+1).
Subjective models are estimated by imposing two constraints: the ordinality between labels
for each perceptual model is maintained and each label can be described by a certain bias
and scale. In Figure 2 we show how different subjects may perceive discrete valence labels
(Low, Mid-Low, Neutral, Mid-High and High) that can be described using a bias and scale
model.

Figure 2. Subjective perception using discrete valence labels.
Moreover, our method also takes into account the dynamics (evolution in time) of V-A
values to estimate the final consensus. The evaluation of this novel consensus method has
been done over the KRISTINA V-A corpus, where we have outperformed the state of the art
consensus algorithms for discrete labels. For a detailed description we refer the reader to
[4].
As a final remark, we are currently working towards making the KRISTINA V-A dataset and
annotations publicly available (considering the restrictions of EU data protection policies)
before the end of the project.
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3 MODALITY PROCESSING
The following section describes the current state of development of the emotion recognition
submodules that contribute to the fusion.

3.1

Paralinguistic Analysis

Building on the results of the preliminary evaluation of our paralinguistic analysis system,
which has been conducted in D4.2, and considering the still growing amount of annotated
data we continued to improve our neural network based approach in order to recognize the
users' emotions.

3.1.1 Voice Activity Detection
Unlike the other modules, the paralinguistic analysis can only analyze the users’ emotion
while he or she is speaking. Due to the dialogical nature of the KRISTINA recordings this
situation appears only at roughly 50 percent of the time since one person is usually talking
while the conversational partner remains silent till it is his turn. For the initial evaluation we
kept the unvoiced parts in the classification system in order to keep the data consistent over
the various analysis modules (see D4.2). While we could usually expect the classifier to learn
the difference between silence voice by itself we stated that in the case of KRISTINA this
behavior could impact the classification results since the multimodal annotation scheme
reflects the overall assessment of the users’ emotion from all modalities simultaneously. This
means that our ground truth contains high or low valence arousal values in places where no
meaningful information is available from the audio signal (e.g. when the user is smiling). To
circumvent this problem, we manually annotated the occurrence of all speech segments for
the 49 sessions that have already been annotated with respect to valence and arousal. This
allows us to identify and filter unvoiced parts of the data during training and evaluation.
Ignoring chunks of silence during the training process of course requires us to be able to
identify and filter non-voiced parts during online usage of the classifier too, in order to
reproduce the same conditions, the model has been trained on. In the first version of
KRISTINA we used a simple threshold base system, relying on the intensity of the audio
signal. While this standard approach works quite well in scenarios where you can rely on the
consistency of your audio equipment and the ambient noise of the environment to adjust
your threshold upfront, this is not the case in KRISTINA. Due to its cloud based architecture
the KRISTINA system is able to run on large variety of devices, which also includes a large
variety of different input devices and background noises. This characteristic of the system
means that it is not possible to find one threshold that fits all scenarios. To circumvent that
problem, we implemented a push-to-talk-solution that only forwards the audio signal from
the client to the server when the user is pressing a button in the gui. While this is an optimal
solution from a technical point of view it is not suited well to emulate a natural human
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interaction with the agent. To improve on this situation, we take advantage of the newly
created manual annotations to train a statistical voice activity detection classifier.
In order to make the model more robust against background noises we rely not only on the
audio signal but also on visual cues.
To create a baseline system, we used the existing threshold based approach to find one
threshold that fits the data as good as possible. We then optimized the threshold, by
applying a simple sequence of nested intervals approach with the beginning of the first
interval being set so low that 100% of the samples were classified as speech and the other
end so high that 0% of the labels were classified as speech. By this simple approach we
reached an average unweighted accuracy of 71.4% .
100
80
60
40
20
0

Naive Bayes

SVM

NN

MFCC

MFCCDD

GEMAPS

EMOVOICE

EMOVOICE 100

FACIAL LANDMARKS

FACE FEATURES
Figure 3 Results of the initial evaluation for a data driven voice activity detection model.
To assess the suitability of different feature sets and learning algorithms for both modalities
we conducted an initial study by evaluating the performance of various feature set and
classifier combinations on the annotated KRISTINA data. As classifiers, we utilized Naïve
Bayes, SVM and a standard NN. Regarding the feature sets we relied on MFCCs, MFCCDDs,
Gemaps [5] and Emovoice [6] for the audio modality. For the facial analysis, we tried to
analyse plain facial landmarks as a baseline. Furthermore, we also implemented a suitable
feature set based on literature which calculates the optical flow of certain facial landmarks
in the mouth region over time [7] . As a result we found out that for the audio signal we
achieved the best results by using the Emovoice feature set together with a SVM. Overall,
we achieved an unweighted average accuracy of 93.8%. For the facial modality, we observed
that the literature based feature set outperforms the basic facial landmarks easily by
reaching a uaa of 80.4%, also utilizing an svm as the classification system. Figure 3 shows an
overview of all the results.
D4.3
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To further assess the potential benefits from fusing both modalities to get a joint estimation
voice activity detection, we compared the predictions of the best classification systems for
each modality. Figure 4 shows the waveform of the audio signal from the Kristina recordings
of session ar008. Below the signal the respective annotations are displayed in the following
order from top to bottom: annotated ground truth, prediction from the audio signal,
prediction from the video signal. Each annotation interval is either coloured in grey or tiled
in black and red. The grey colour code means that the confidence of the annotation lies over
a threshold of 75%. The black and red tiles therefore are indicating a drop in confidence
below that. We observed that both classifiers are indeed recognizing the voiced parts at the
correct segments but are also producing some false positives in between. But if we only
focus on parts where both classifiers are confident enough that their prediction is correct
(indicated by the blue vertical overlays) we can see that the those are segments are
matching fairly well with our ground truth annotation. This observation suggests that the
fusion of both classification systems will indeed help us to improve the quality of the overall
robustness of the voice activity detection. At the moment, we are in de process of finding a
suitable fusion method in order to combine the classification results.

Figure 4: The voice activity ground truth annotation and the results for the video and audio
classification system individually (from top to bottom). The colour code of the annotated
segments shows the confidence of the respective classifier in the prediction.
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3.1.2 Emotion Analysis
In order to improve the paralinguistic analysis of emotional cues we decided to model the
task as a regression problem instead of a classification problem. Since the Valence Arousal
Space is mapped to a continuous scale it makes sense to switch to a model that can
represent the whole scale and is not limited by the artificial discretization of the axis and the
inevitable quantization error that’s introduced during the process. To be able to adapt our
implementation accordingly we converted the discrete annotations to continuous values by
sampling them at 10Hz. This comparable low framerate represents the minimal time we
need to calculate higher level feature sets like Emovoice in real-time. After the sampling of
the discrete annotations we continued by isolating the parts of the annotation in which the
user is speaking and rendering all other parts invalid.

Figure 5. From bottom to top: Raw audio signal, manually annotated voice activity, discrete
valence-arousal-annotations, continuous valence-arousal-annotation, final annotation which
only includes segments when the user is speaking.
The various steps of this transformation are illustrated in Figure 5.
The deep neural network we designed for the Audio classification task consists of 4 layers.
The first three layers are utilizing rectified linear units as activation functions. The output
layer maps its input to a value between -1 and 1 by using the tangens hyperbolicus
activation function.
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To prevent overfitting, we placed a dropout layer after every fully connected layer.
We also used an early stopping approach to interrupt the training when the reduction of the
error is not changing anymore after the 4th decimal place for three epochs.
The number of neurons per layer were calculated dynamically based on the number of
features we calculated for each experiment. The number of neurons in the first fully
connected layer is identical to the number of input features. The second fully connected
layer reduced the number of neurons by half while the third one further downsized them to
only a third of the original input size.
The neural network has been tested with various feature sets. Besides the already
mentioned Emovoice [6] and Gemaps [5] features we also included standard MFFCs .
Further more we utilized the Compare [8] feature set which is an exhaustive collection of “6
373 static features resulting from the computation of various functionals over low-level
descriptor (LLD) contours” . While this set is computational too expensive to compute
online, and therefore not relevant for the KRISTINA use case per se, those features have
been well tested for their suitability for different audio related tasks during the previous
editions of the INTERSPEECH ComParE challenges and therefore are providing an excellent
outlook to compare with other sets. Also we included a new feature set called Soundnet into
the evaluation which is extracted from an end-to-end pre-trained neural network by cutting
of the last 3 layers [9].
In order to perform the evaluation of the model we used the annotated KRISTINA data and
divided it into a fixed training and dataset. Two thirds of the data where used for training
while the remaining one third was used for evaluation. The only restriction for this split was
that at least one session of each language is present in each of the respective sets.
RMSE
Compare
Emovoice
Soundnet
Gemaps
Mfcc

Corr.

V

Vvad

A

Avad

V

Vvad

A

Avad

0.1123

0.1133

0.1770

0.1625

0.1753

0.0796

0.1494

0.2886

0.1137

0.1136

0.1891

0.1657

0.0716

-0.0249

0.2537

0.2517

0.1139

0.1134

0.2105

0.1690

0.0409

0.0313

0.1790

0.0794

0.1141

0.1136

0.1953

0.1702

-0.0099

0.0179

0.2055

0.0062

0.1140

0.1135

0.1998

0.1694

-0.0001

0.0010

-0.0439

-0.0093

Figure 6 The results of the paralinguistic analysis
For the evaluation of the paralinguistic analysis we calculated the root mean square error
and the Pearson correlation coefficient. The detailed results are shown in Figure 6. The
results for the valence model are listed under V while the results for arousal are listed under
A. The respective models that have been trained with the annotations filtered by the voice
activity are additionally tagged with ‘vad’. In principal, the correlation for the arousal task is
much higher than for valence, for each feature set respectively. This observation agrees with
findings from literature which are stating that arousal can be better recognized in the voice
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then valence. Also we can observe that the models that only used parts of the data where
the voice of the user is actually present, are almost always achieving lower rmse values, with
the only exception being the valence task on the Compare [8] feature set.
The overall highest correlation of 0.2886 for the arousal modality has been achieved by using
the compare dataset and the annotations filtered by voice. The same feature set also
achieved the lowest rmse of 0.1625 for the same task.
The best scores for valence are also achieved by the Compare feature set with an PCC of
0.1753 on the full Valence annotation and a rmse of 0.1123.

3.2

Facial analysis module

The final version of the facial analysis module is a C++ implementation that can operate in
real time (approximately 50 frames per second on standard desktop PC with an Intel i7-4790
processor with 200 MB of free RAM). The module processes each frame provided by the
webcam stream and outputs the emotion inferred from the face of the subject that is
captured by the camera. Emotions are primarily described using the Circumplex model of
affect [10] which identifies Valence and Arousal (V-A) as the underlying dimensions of
human emotions. The final version of the module is also able to describe emotions providing
the probability for each of the prototypical facial expressions [11]: happiness, anger,
sadness, fear, surprise, disgust and also the neutral state. The module has been integrated as
a plugin into the Social Signal Integration (SSI) framework and is available to download from
its repository 1.
The pipeline of the final module (see Figure 7) is the following:
•
•
•
•

1

Face detection using a standard cascade detection algorithm [12].
Localization and tracking of facial landmarks based on a cascade of regression
models, also known as the Supervised Descent Method (SDM) [13].
Extraction of Scale Invariant Feature Transform (SIFT) descriptors [14] to analyze and
encode the facial appearance in terms of Action Units (AUs) [15].
Mapping from SIFT descriptors onto V-A space and prototypical facial expressions
labels.

https://github.com/hcmlab/ssi
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Figure 7. Pipeline of the face analysis module.

In the following subsections, we provide a brief description (see D4.2 for further details) and
an extensive evaluation for each of the submodules.

3.2.1 Face detection and landmark localization
For the face detection and landmark estimation sub-modules, we have implemented an
automatic and fully operational system that combines face detection using a boosted
cascade of Haar features [12] ] (see D4.2 for details). The input of this component is a video

Figure 8 Enumerated facial landmarks.
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frame and the output is a 68x2 matrix that contains the coordinates [x, y] of the estimated
facial landmarks (seeFigure 8 ).
The final version of the module incorporates an enhanced tracking mode that is activated
when the facial landmarks from the previous estimation are provided as an input (see Figure
9). Then, the current landmark estimation is done avoiding the face detection step, which
increases the computational efficiency and improves the accuracy of the estimation.

Figure 9. Flux diagram of the face detection and landmark localization sub-module.

Furthermore, the module also incorporates an error detection mechanism, which enhances
the reliability of the face detection algorithm and resets the face detection in case of
tracker’s failure at next frame. The error detection mechanism is a binary classifier: face/not
face, based on logistic linear regression using the concatenation of SIFT descriptors applied
over the facial landmark positions as features. In Figure 9, we can see the flux diagram of
this component.
To train the cascade of regressors of our SDM implementation and the error detection block,
we have used the following manually labeled databases: LFWP [16], AFW [17], HELEN [18],
IBUG [19]. Finally, to evaluate the resulting component, we have compared our method
(which will be referred to as KRISTINA in the tests below) to the ones participating in the
following challenges: 300 Faces In-the-Wild Challenge (300-W) [19] at ICCV 2013 and 300
Faces In-The-Wild Challenge (300-W) [20] at IMAVIS 2015. In the following figures we can
see how the facial landmark localization module implemented within the KRISTINA project
has a similar performance as the winners of those challenges. Most importantly, this submodule suits KRISTINA needs.
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3.2.2 Prototypical facial expression estimation
During years, automatic facial behavior analysis has focused on the recognition of the
universal facial expressions. This is motivated by the well-known studies of the psychologist
Paul Ekman, who showed that there exist 6 universal emotions (anger, happiness, fear,
surprise, sadness, and disgust) and that each of them has a corresponding prototypical facial
expression [11].
As we have previously reported, in the KRISTINA project we have focused our efforts to
describe the emotional state using the Circumplex model of affect [10]. However, the final
version of the facial analysis module is also able to produce emotional output by providing
prototypical facial expression labels. In that case, our classifiers are based on multinomial
logistic regression, where the input is the concatenation of SIFT descriptors applied over the
facial landmark positions and the output is the probability of each label (see Figure 7).
The training and evaluation of this sub-module has been done using an “in the wild” dataset
within a 5-fold cross validation scheme. To build this dataset, we have automatically
collected thousands of images from Google and Bing search engines (similar process as
followed in the FER2013 Challenge [21]). We used a set of 70 composed queries such as:
“sad man”, “disgusted woman” or “happy face”. Then, images which did not correspond to
their emotion query were filtered by an annotator. Overall, we have collected 3437 facial

Figure 10 Cumulative Error Distribution (CED) curves for ICCV 2013 challenge.
expression images with a large variety of subjects, illuminations and other factors. To test
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the reliability of labels, an additional annotator repeated the same process in 300 images for
each facial expression

Figure 11 Cumulative Error Distribution (CED) curves for ICCV 2013 challenge.
(2100 images in total). The observed inter-annotator agreement was an 89% with a Cohen’s
Kappa coefficient of 0.78. Finally, we have augmented the number of samples by flipping
each image around the vertical axis. The same dataset has also been used in our work in
[15].
The reason to train and test our classifiers using “in the wild” data is that traditional
prototypical facial expression -such as Bosphorus [22] or CK+ [23] datasets- are recorded
under ideal pose and illuminations conditions. Furthermore, the number of the subjects on
them is limited. Thus, obtaining high classification scores over those datasets is not a realistic
measure of how the system will perform when dealing with “in the wild” conditions. To
demonstrate that claim, we also have trained and evaluated our classifiers using Bosphorus
and CK+ datasets. In Figure 12, we show the accuracy achieved by our classifiers using a
cross-database evaluation scheme. To compute the diagonals of the matrix we have used a
5- fold cross validation scheme.
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Train-Test

Wild

CK+

Bosphorus

Wild

74,68

88,20

70,23

CK+

56,45

98,03

40,00

Bosphorus

55,3

82,30

82.51

Figure 12 Accuracy (%) obtained evaluating using a cross-database scheme.
Finally, to have a proper idea of how our prototypical facial expression is working for each of
the labels, in Figure 13 we can find the confusion matrix for one of the folds of the “in the
wild” dataset:

Figure 13 Confusion matrix for one of the folds of “in the wild” dataset.
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3.2.3 Valence-Arousal estimation
The main goal of our facial analysis module is to infer the emotional state of the user in front
of the webcam and to describe it using the Circumplex model of affect [10]. This model
identifies Valence and Arousal (V-A) as the underlying dimensions of human emotions.
Valence describes whether the emotion is pleasant or unpleasant and arousal indicates if the
subject is calm or excited. Each dimension is represented in a continuous range that goes
from -1 to 1.
This model identifies Valence and Arousal (V-A) as the underlying dimensions of human
emotions. Valence describes whether the emotion is pleasant or unpleasant and arousal
indicates if the subject is calm or excited. Each dimension is represented in a continuous
range that goes from -1 to 1.
Given that the Circumplex model of affect lays over a continuous space we have created our
V-A estimators using linear regressors (see D4.2 for further details). To evaluate them, we
have computed the Root Mean Squared Error (RMSE) and the Pearson correlation
coefficients with respect to the ground truth for each emotional axis.
During the evaluation done at D4.2, we realized that the KRISTINA database, like other
corpora in the field, was slightly biased toward positive emotions. Although this should not
be a problem in the context of KRISTINA, we wanted to go one step further and compensate
for such bias. To do so, we have annotated the “in the wild” dataset described in the
previous section using V-A labels. Including this dataset as part of the training phase, our
model is now able to estimate positive and negative V-A values.
In the following Figure we can observe the results that we have obtained while evaluating
the final version of the facial analysis module. In this case, we have compared the
performance of our component against the performance of the KRISTINA V-A corpus
annotators. As we can observe, even though the comparison is performed against human
annotators, the results obtained by the automatic system are not the worst ones (in red) for
any of the evaluated modalities, i.e. the annotations provided by the automatic system are
within the human variability observed in our corpus.
ALM AR
Corr.

DS

EK

FL

FS

GL

LP

MD

OM

TT

AUT

V

0.65 0.94 0.72 0.84 0.75 0.68 0.79 0.70 0.63 0.89 0.84 0.64

A

0.31 0.61 0.61 0.72 0.46 0.26 0.72 0.84 0.53 0.48 0.81 0.41

RMSE V

0.17 0.04 0.16 0.08 0.14 0.14 0.09 0.11 0.18 0.09 0.16 0.13

A

0.13 0.14 0.18 0.12 0.12 0.20 0.10 0.07 0.16 0.12 0.12 0.17

Figure 14 Each row contains the RMSE and the Pearson’s correlation of the output provided
by each human annotator with respect to the ground truth. The last two columns are the
mean of the measurements provided by the annotators and the results obtained by our
automatic system.
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3.3

Gesture Analysis

The gesture analysis module within the Kristina Agent focuses on a quantitative analysis of
the movements. To tackle the challenge of interpreting gestures from two dimensional video
streams in an efficient way, the module uses a multistep hand tracking setup. The gesture
analysis module is implemented in C++, taking the video frames as input. Through a chain of
filter masks information is extracted. This chain starts by a standard OpenCV Facedetector
mask. From the face an average skin tone is determined, which is used to create a skin mask.
This skin mask contains various areas of interest, blobs of similar colored areas.
Based on these blobs (and some heuristics) an estimate is made which blobs might represent
the hands. Within the blobs the most likely location of the hands is determined, taking into
account cases where people are wearing short sleeves.
Through several frames this estimate is tracked, and the location optimized, allowing
handling of occlusion of hands, for example when overlapping each other or overlapping the
face. This movement tracking also allows optimization of the position determination, making
the algorithm faster.

Figure 15 A flow chart showing the steps taken to analyse a 2D video frame for gesture
detection.
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Many of these intermediate steps can be visualized, for example:

Figure 16 Output of head detection algorithm of OpenCV
From this face detection, a skin mask is made of similar colors, as shown below:

Figure 17 Skin mask based on head skin tint, showing the determination of the hand blobs.
Within this skin mask the hands are detected, using some basic rules about shape and
orientation.
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Figure 19 Limited body model, heuristically determined, based on head
location in the video frame.
Next step is the addition of a limited body model. This model is used to determine the
pointing gestures. Finally, combining all these inputs, produces the following image

Figure 18 Final merged view of hand tracking in the video frame.
Several optimizations are introduced, partially for reducing the search space (less blobs to
work with) and partially for more robust determination of the hand location. For example, a
standard OpenCV edge detection filter is used to provide an edge mask. This edge mask is
used, among other uses, for determination of the hands location within the expected blob.
Another use for the edge mask is for determination if blobs might need to be merged.
The module has several visualisations available, each filter mask can be displayed, with
overlay boxes indicating regions of interest and/or the expected hand locations and
historical paths.
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From this base setup with hand tracking, three different information products are extracted.
•

•

•

Emotional Cues are taken from the amount of hand movement in the image. The
average movement is currently mapped one-on-one to a positive arousal value, used
as one of multiple inputs in the emotion fusion. This output is an indication for the
level of “abnormal agitation” of the user, which can be used as a multiplier on the
arousal level of the user.
Pointing Gestures are heuristically determined, by keeping a very basic body model,
build on the assumption of sitting posture in front of the camera. Hand positions are
compared to this body model, providing nine body regions where the hand can be. If
the conversation contains clues that a pointing gesture is to be expected, the hand
location can be looked at. The list of available body parts are: Head, left and right
upper arm, lower arm, upper body and lower body. These regions are kept large on
purpose, as both the tracking of the hands and the expected posture are naturally
inaccurate. By using a larger area, the match is still reasonable.
Semantically rich gestures are determined through the usage of a series of trained
logistic regression classifiers. See below.

These three information products are sent through the SSI framework to multiple
consumers. The arousal indication data is sent to the emotional cue fusion. The pointing
gestures and semantic gestures are sent to the semantic fusion component, where it can be
used in the conversation.
In order to evaluate the effectiveness of the gesture analysis module with respect its
contribution for the arousal estimation of the user, the system has been tested on the same
evaluation data that has been used for the paralinguistic analysis. The results of this
evaluation are displayed in Figure 20.

Arousal

RMSE

PCC

0.1209

0.1320

Figure 20. Results of the gesture analysis on the KRISTINA corpus.

3.3.1 Semantical gestures
Building on top of the available data, work has been done to recognize several specific
semantical gestures, primarily as a proof of concept. For this purpose, the following gestures
have been chosen: Head nods, head shakes and hand waving with both left and right hand.
For each specific gesture, a logistic regression classifier is trained. The set of classifiers are
then run in the module on the features from the face and hand tracking.
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Figure 21 Location of the left hand within the video stream during several seconds of hand
waving.

Within the Kristina Corpus there is little source material with actual semantic gestures, with
the focus of the recordings on the emotional and cultural cues. For the purpose of training
these semantic classifiers dedicated training videos were recorded. As these videos only
concern a single person and are kept at only about 40 per classifier, this represents a very
small, dedicated training set. Purpose was to train a set of working classifiers in an
engineering setting for the Kristina agent, further work will be needed to generalize and
evaluate the approach for general 2D gesture detection. Below is a description of the
engineering steps taken to train the classifiers for the Kristina agent.
The training set of 40 movies, is extended to several thousand data points by taking these
inputs and slightly varying the feature levels. The logistical regression classifier is a
supervised learning algorithm. So, the dataset is split in two third training data and one third
validation data. Given the low variability in the data and the extensive reuse of relative little
input video’s this leads to extreme accurate classification, for some classifiers up an F1 score
of 1.0, 100% accuracy. This extreme accuracy is irreel, a result of the data extension,
especially in regard to the validation set used. The trained classifiers are integrated into the
gesture module, which runs within the SSI framework.
The goal of the classifier is to work on real input, during real usage of the KRISTINA agent. In
those cases it’s shown that the module can correctly detect the semantic gestures, but
accuracy is largely influenced by the quality of hand tracking.
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Figure 22 Depiction of horizontal location of left hand during waving, set against time. (in
frames)
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4 MODALITY FUSION
The KRISTINA avatar is - among other roles - given the task to provide of a first information
source for migrants regarding healthcare issues and can also be applied as a mediator
between migrant patients and local caregivers. In these roles, it needs to represent a
trustworthy contact partner and therefore a natural interaction in which emotional
expressions are considered is a must. In order to correctly include the emotional state of
users in the interaction, it needs to categorize the recognized affective state in an
understandable manner. The dimensional Valence Arousal model [10] spans an emotional
coordinate system with two axes. The Valence axis describes the positive or negative
manifestation of an emotion (e.g. pleasant versus unpleasant) while the Arousal axis
determines the degree of agitation (e.g. calm versus stressed). Discrete emotion categories
can be derived from relative positions within the dimensional model (Figure 23).
Consequently, we have decided that each unimodal recognition component within the
multimodal affect recognition component should provide its insights encoded in Valence
and/or Arousal values.

Figure 23 The dimensional Valence Arousal value model spans an emotional coordinate
system with two axes. Discrete emotion categories can be derived from relative positions
within the dimensional model.

4.1

System Description

As described in earlier deliverables, the multimodal fusion system which processes the
unimodal recognition assessments is an event driven approach. If we look at the schematic
of the fusion system (Figure 24), we see the affective events from unimodal components
already translated in valence and arousal values.
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Figure 24. Schematic of the multimodal KRISTINA affect recognition system. Unimodal
events are translated in the targeted Valance and/or Arousal dimensions by respective
components.
Events are hereby defined as affective manifestations that are emitted by the involved
modalities, occur asynchronously across affective channels and influence the assessment of
the current affective state. They are coupled to activity detection in the respective affective
channels. The assurance of meaningful activity can be as simple as guaranteeing stable
tracking in frames containing video data of e.g. faces for facial analysis or hands for gesture
analysis. More elaborate activity measures include signal processing steps such as the
calculation of a signal-to-noise ratio to determine parts of the audio channel that probably
hold paralinguistic information. Frames that do not pass an activity check will not be
qualified to generate affective events.
The fusion algorithm handles the incoming Valence and Arousal events with respect to their
occurrence over time. As the Valence-Arousal space spans two axes. The event driven fusion
strategy presented in the last deliverable is of course able to handle multidimensional
events, so the processing of events holding two entries (one current valence and one current
arousal score) is theoretically possible. However, this approach induces an interdependence
between the two axes, which may be beneficial if the dimensions of a recognition problem
for example mutually exclude each other (e.g. happy - unhappy). In the valence-arousal
space this behaviour is not desirable, the two dimensions are generally independent. The
system schematic also shows that the gesture modality only provides reasonable insights in
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the arousal level. If we would demand two-dimensional events, the valence entry would
need to be filled, but every possible entry (e.g. zero) would suggest an unwanted influence
on the fusion result. The solution is the definition of two separate event processing fusion
components, one for each axis of the valence-arousal space. The single results are merged
back into a two-dimensional final result to be published to the KRISTINA system Figure 25).

Figure 25 The KRISTINA recognition system in application.
Another challenge introduced by the KRISTINA use cases are the changing environmental
conditions under which the KRISTINA avatar should be able to be addressed. It should on the
one hand be used as a traditional desktop application, as well as a mobile application on
hand-held devices. For modalities available to the affect recognition system this means a
changing availability - probably even during a single session. The gesture modality can only
be accessed in a free-handed scenario (and even here, the access to gestural information is
not guaranteed) but not in the hand-held use case. To our benefit, an event driven fusion
approach is able to compensate the temporal absence of events from affective channels.
The same fusion system can be applied in both use cases, whilst profiting from additional
gestural input whenever it becomes available.
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Figure 26 Event driven fusion is a robust concept in cases where we cannot assume all
modalities to be present at all times (e.g. tracking failures, changing scenarios)
Asynchronous fusion on event level has proven to be robust in affect recognition scenarios
[24] and provides an abstraction level that allows to build a highly adaptable recognition
system, as modalities that contain information about a sought target class and provide
events for the fusion algorithm can (from a technical point of view) be easily added or
removed. Therefore, it is a good fit if there is no guarantee to have all sensors available at all
times (Figure 26).

Figure 27 The benefit of an even driven fusion strategy is that the omission of several events
mostly leads to a less unambiguous but still acceptable assertion.

Figure 27 shows the theoretical behaviour of event driven fusion results when all modalities
are available or when a subset of the possible input events is missing. In a scenario where we
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expect multiple events to be active during interesting time segments, the omission of several
events could lead to a less unambiguous but still acceptable assertion.

4.2

System Evaluation

In the description of the event driven fusion algorithm (Deliverable 4.2), we have seen that it
can be adjusted to given affective channels by a number of parameters. These of course
influence the recognition quality of the multi-modal system. In the following evaluations, we
will perform a greedy grid-search algorithm to determine optimal parameter configuration
for the final recognition system and compare its performance to the gold standard
annotations that were manually created for a selected evaluation set out of the KRISTINA
corpus.

4.2.1 Parameter description
There are two defining parameters for each involved modality that are declared for the
valence and arousal axis independently. The first is the weight of respective affective events
which determines the proportionate impact they will have on the final fusion result. The
second is the decay-speed, the rate at which this influence will decrease over time.
In addition to these modality specific parameters, we have two system-wide options that
describe the behaviour of the whole fusion system. First, we specify a fusion-speed
parameter. This means the rate at which the fusion point (i.e. the final result) approaches
the calculated mass centre derived from all currently active events and their respective
weights. This value therefore describes the reactiveness of the fusion algorithm. How long
events remain active in the fusion process is on the one hand defined by their decay-speed
parameter, on the other hand there is a global event-threshold that dictates the minimum
(remaining) weight an event has to feature before it gets discarded.

4.2.2 Evaluation Results
As already mentioned we need to find the optimal parameters for each recognition problem
(Valence – Arousal). Therefore, we apply a greedy grid search algorithm by defining a set of
possible values for each parameter and running evaluations against gold standard
annotations for each possible combination. These tests are evaluated against a pre-defined
development set, separated from the training data used for some modalities. As quality
criterion, we use the root mean square (RMSE) error and the Pearson correlation (PCE)
coefficient. Hereby, we give more weight to the RMSE. The reason is that the gold
annotation can indeed be interpreted as a continuous annotation, but as the annotation
values are chosen from a fixed set, we see a staircase annotation. The RMSE should
consequently be more significant than the PCE, which mainly analyses analogue signal
courses.
At this point, we have run several thousands of parameter combinations and the following
results have been found.

D4.3

Page 30 of 35

D4.3
•

Valence
RMSE

0.1067

PCC

0.4854

Fusion
reactiveness

High

Modality

Decay Speed

Weight

Audio

Fast

High

Video

Fast

Medium

The fused Valence score consists of merged events from the audio and video
modality. As described earlier, we do not receive affective hints with positive or
negative emotional content from the gesture modality. In comparison to the single
channel performance, the fusion result achieves a lower RMSE than both modalities
on their own. Parameter-wise, the fusion needs to react quickly to incoming events.
Affective cues from both modalities are discarded fast. These settings indicate the
need of the fusion to be able to react to quick changes in a user’s valence
orientation. The fact that audio events are weighted higher than video events, as
single channel performance on the valence axis is generally better in the video
modality. A possible explanation could be that the audio modality tends to dispense
higher score values, which also has positive impact on the reactiveness of the fusion
algorithm and maxima on the axis can only be reached whenever high scores are
given by the affective events.
•
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Arousal
RMSE

0. 1472

PCC

0. 4163

Fusion
reactiveness

High

Modality

Decay Speed

Weight

Audio

Medium

Low

Video

Fast

Medium

Gesture

Medium

Medium
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The fused Arousal score consists of input from all three available modalities. The
achieved RMSE is the mean value of RMSE’s of single channels – a behaviour that can
often be observed in multi-modal fusion. The arousal recognition component of the
audio and video channels deliver non-optimal RMSE’s which leads to a mixed fusion
result. This is reflected in a low weighting of the audio modality and a high discard
rate of video events. The reactiveness of the whole fusion system is again set to high.
Overall the fusion system seems to be able to achieve good results on the valence axis. On
the arousal axis we see a mixed result, though in practical application of the KRISTINA
recognition system we see that especially the audio and gesture modality are good at
detecting highly aroused states – an important feature that is not well reflected in the
recorded sessions. In addition, we have described how benefits of the chosen fusion
algorithm - like the good handling of tracking issues and missing input from single modalities
- lead to a robust recognition system that is well suited for application in the overall
KRISTINA system.
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5 SUMMERIZATION AND CONCLUSION
During the course of the project we built a multimodal online emotion recognition pipeline
which has been integrated in the KRISTINA system as a whole. To assess the emotional state
of a user, the pipeline analyses his or her facial expression, paralinguistic cues and gestures.
The results of those three modules are then forwarded to the fusion and combined to one
overall estimation of the users’ affective states. To derive a common representation for the
several modalities as well as the fusion we are relying on the well-known circumplex model
of affect which represents emotions as coordinates in the continuous Valence - Arousal
space.
In order to evaluate the respective modules, we have annotated roughly five and a half
hours of the recordings made during the course of the project (i.e. the KRISTINA corpus).
Since the last deliverable we further improved the various classifiers and the fusion system
and evaluated the final results.
The evaluation of the entire system achieved good results for the Valence axis and mixed
results for Arousal estimations. The result for Arousal contrasts our observation during
practical usage of the running system where analysis of the audio and gesture modality
works especially well for recognizing highly aroused states. This can be explained by scarce
representation of those extrema in the corpus data.
In addition to the described functionality, we equipped the gesture module with the ability
to detect basic semantic gestures like head nods and shakes or waving. The result of this
recognition is used later on in the KRISTINA application to further support the interpretation
of nonverbal input.
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