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Abstract
The purpose of this deliverable is to report on the final version of the techniques for query
formulation, search and content extraction developed within WP5 to allow the KRISTINA
agent to formulate appropriate queries, search for and retrieve relevant domain
information. Specifically, we elaborate on the query formulation which is based on
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multimodal user input (T5.3). The content extraction procedure is also presented in detail.
From one hand, it involves crawling, scraping and indexing techniques which support
information retrieval. On the other hand, it includes named entity and concept extraction
techniques, being in the centrepiece of relation extraction which is also discussed
thoroughly. Major advances in the social media retrieval pipeline are also described in detail
involving classification and topic detection techniques (T5.4). Last illustrated is the approach
concerning the information retrieval/search which is based on passage retrieval and query
expansion (T.5.5). Additionally, the report includes examples that clarify each component’s
use and application, as well as evaluation results for most modules of the described
components.
The information in this document reflects only the author’s views and the European Community is not liable for any use
that may be made of the information contained therein. The information in this document is provided as is and no
guarantee or warranty is given that the information is fit for any particular purpose. The user thereof uses the information
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Executive Summary
This document provides a detailed description of the final development for all modules in
the context of Task 5.3, 5.4 and 5.5. Initial versions of the query formulation, search and
content extraction mechanisms were presented in D5.3, outlining the basic models and
methods that were adopted in WP5 for the formulation of a repository which would
accumulate and keep the knowledge that would supply the KRISTINA agent.
In the current document an overview of the followed approach is included for each D5.5
module, details of the corresponding component, descriptions of its infrastructure, as well as
information on the integration of the modules into the KRISTINA pipeline. In addition,
relevant evaluation approaches are explained and the respective evaluation results are
presented. The updates address the requirements for the second prototype (MS4), including
advancements towards the final version of the system.
This deliverable documents the extensions that have been implemented in the following
modules: a) the Web and social medial crawling module, b) the content scraping module, c)
the information indexing and retrieval module, d) the named entities and concepts
extraction module, e) the relation extraction module, and f) the social media classification,
retrieval and topic detection module. Additionally, the deliverable presents three newly
developed location-based search modules for events, nearest places of interest and weather
forecast. Last, the architecture of the query formulation based on user interaction module is
presented.
Near final versions of the query formulation, search and content extraction mechanisms
presented in this report have been tested in the 2nd prototype of the KRISTINA system
(MS4). Final system integration (MS5) will be carried out with support for enhanced
functionalities, while minor pipeline updates to address the requirements of the final system
will be materialised and described in deliverables D7.5 Final System or D8.9 Final System
Report, if needed.
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Abbreviations and Acronyms
BOW
CBOW
DL
DM
DOM
FSA
IR
KB
KI
LCS
LDA
LG
LMD
LMJM
ML

Bag-of-Words
Continuous Bag-of-Words
Description Logic
Dialogue Manager
Document Object Model
Finite State Automata
Information Retrieval
Knowledge Base
Knowledge Integration
Largest Common Subsequence
Latent Dirichlet Allocation
Language Generation
Language Model with Dirichlet smoothing
Language Model with Jelinek-Mercer smoothing

MRR

Mean Reciprocal Rank

Mean S@n

Mean success@n

NER

Named Entity Recognition

NLP

Natural Language Processing

NN

Neural Network

OOB

Out-of-Bag

POS

Part-Of-Speech

QE
RF
S@n
SDM
SIMMO
SOS
SVM
Tf-idf
UMLS
VSM

Query expansion
Random Forest
Success at n
Sequential Dependence Model
Socially Interconnected MultiMedia-enriched Objects
Sensor Observation Service
Support Vector Machine
Term frequency–inverse document frequency
Unified Medical Language System

Machine Learning

Vector Space Model
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1 INTRODUCTION
The main objective of the KRISTINA agent is to harness the multimodal nature of the user
interaction, unscramble the user’s needs that originate from this communication, encode
them with suitable queries, look for and extract the relevant domain information from
available online and offline resources, adapt this information to conform to user-specific
needs and formulate suitable system’s responses.
For the system to support all these functions, it is imperative that a mechanism is primarily
in place that stores the knowledge and information that will feed the KRISTINA agent. The
latter needs to have at its disposal modules that are properly configured to: 1) crawl
acclaimed Web resources of medical interest and relevant social media, including forums, 2)
extract only the relevant bits of information that pertain to the KRISTINA domain (e.g.
named entities / medical concepts, as well as relations between concepts), 3) detect the
topics that are discussed in these, 4) convey the knowledge into a text representation
structure suitable for being mapped in the ontological framework behind KRISTINA’s
Knowledge Base (KB), 5) use the crawled content to populate the KRISTINA repository, and
6) formulate queries which contain the appropriate information from the KB, to respond to
the user’s feedback as it is expressed through user-agent conversations. In continuation, the
context-rich semantic knowledge amassed in WP5 is being forwarded to the Dialogue
Management (WP2). In cases where the information stored in the KB is not fully addressing
the user’s queries, the system may acquire additional information from the KRISTINA
repository.
The present deliverable reports on Tasks 5.3, 5.4 and 5.5 which are focused on the
aforementioned objectives. More specifically, the deliverable outlines KRISTINA’s final
semantic framework (T5.2), and describes the advanced version of the query formulation,
search and content extraction modules as developed in the second half of the project,
mainly contributing to milestone MS5 (completion of the third SW development cycle and
achievement of the research and technological objectives of the project).
The initial versions of the components were reported in D5.3, where important experiments
were conducted and the chosen path of action was decided for most components (of
particular interest is the initial relation extraction pipeline that was developed just to test
the information throughput from written text to ontology mapping). Following the initial
development cycles and after the first version of the KRISTINA prototype (D7.3), it was
confirmed that the adopted approaches were sound and permitted us to proceed with
further exploitation of said methodologies. The integration of the updated versions of the
query formulation, search and content extraction modules is depicted below, in Figure 1,
outlining the interactions between the various discreet modules as encountered in the
KRISTINA framework.
In Figure 2 a detailed schematic is provided on KRISTINA’s general architecture, regarding
the query formulation, search and content extraction modules, which enhance the system’s
generated responses.
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Figure 1. Deliverable’s objectives in respect with the entire KRISTINA architecture

The mechanics of the pipeline are outlined via a description of the operational steps that
correspond to each separate module: The inaugural process is the collection of relevant Web
resources, including social media (this has already been materialised by the empirical study
on Web resources and social media - Task 5.1). These resources are subjected to crawling
and scraping techniques and the extracted content is stored as SIMMO-based objects
(Socially Interconnected MultiMedia-enriched Objects) (Tsikrika et al., 2015), ready to be
used by subsequent components. Thereafter, this content is directed to three distinct
modules that operate in tandem but serve different distillation purposes:
•
•
•

Content extraction
Social media classification, retrieval and topic detection
Information indexing and retrieval

Through Content extraction module, relevant named entities, medical concepts and the
relations that exist between them are collected and converted in an ontological-compliant
form that facilitates their unobstructed import in the Semantic Framework. The Social media
classification, retrieval and topic detection module, which is also being supplied with the
SIMMO objects, in turn, locates posts of interest, classifies them into predefined thematic
categories and dynamically groups them into a number of clusters based on their topic. The
third component, the Information indexing and retrieval module, that draws upon the
crawling and scraping output is handling the following processes: i) indexing, ii) passage
retrieval, iii) text/document retrieval, and iv) query expansion. Indexing is the task that
Page 10
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formulates a well-indexed Web content repository that can be easily accessed. On top of
this, document and passage retrieval algorithms are employed in order to extract either the
entire text/document or only the relevant passage/segments from Web resources as well as
query expansion methods for enhancing the searching results.
The Location-based search module, contributes significantly in the social aspect of KRISTINA
by offering information on weather forecast, nearest places of interest (i.e., health centres
and parks nearby the user) and events. Supplementary filtering methods need to be applied
on the output of the information retrieval that will permit the preservation solely of the
information that can be represented by the KRISTINA ontological structures. To achieve this
goal, domain-specific query formulation techniques are periodically run triggering the
relation extraction module, which in turn distils from relevant texts knowledge-driven
interpretations and dynamically populates the KB. Also, user interaction query formulation
techniques interpret user information demands and translate this input into actionable
queries that will be tackled with the knowledge captured in the KB or trigger the previous
modules (e.g., retrieval and search modules). Last, procedures like inference and reasoning,
response generation, conversational awareness and fusion are exploited in the Semantic
Framework to guarantee the efficient integration of the extracted content in the KB. The
information stored in the Knowledge Base features semantically rich ontological structure,
which enables seamless communication with other KRISTINA components, such as the
Language Analysis and Dialogue Manager ones.

Figure 2. Query formulation, search, retrieval and content extraction architecture

In Table 1 there is a summarisation of the aforementioned modules, along with the
respective use case scenarios that each serves.
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Table 1. Overview of the modules that comprise KRISTINA’s Semantic Framework and the
respective connection with use case scenarios

A/A

Module

Functionality

Usage / KRISTINA use case scenarios
It is a prerequisite for the information
retrieval tasks (the first component in the
pipeline of Figure 6) involved in the UC1 and
UC2 scenarios of the 2nd prototype.

1

2

Web crawling

Social media
crawling

Automatic
acquisition of
available URLs
from extensive
Web domains
which are used
as seed input

Automatic
extraction of
Twitter posts
given a user
account

In particular, Web crawling has been used on
Web domains provided by domain experts to
support health-related questions addressing
(1) the UC1 topic under the generic theme of
“Health expert”, including “information on
dementia”, “communication with someone
with dementia”, “nutrition information and
recipes” and “sleep hygiene”, for the German
and Polish languages, and (2) the UC2 topics
under the generic theme of “Baby care” and
“Low back pain”, including “baby growth”,
“breastfeeding”, “vaccination”, “causes of
back pain”, “getting an and “appointment
with a doctor” and so forth, for the Spanish
language.
In addition, Web crawling has been used to
support “read aloud” requests addressing the
UC1 (1) “newspaper” topic under the generic
theme of “Small talk”, for the German and
Turkish languages, and (2) “nutrition
information and recipes” topic under the
generic theme of “Health expert”, and “Eating
routine” topic under the generic theme of
“Nursing assistant, for the German and Polish
languages.
It populates the MongoDB database with
Twitter posts and constitutes a prerequisite
for the tweet classification, social media
retrieval and topic detection modules (Section
7).
It has been used to support questions about
social media trends or currently discussed
topics in social media which are mainly
involved in UC1 scenarios of the 2nd
prototype. Specifically, it handles the topic
“News from Social Media” under the generic
topic “Small talk” which is supported for
Page 12
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German and Turkish languages.

Content scraping

Automatic
extraction of
Web content
from crawled
URLs and some
additional
standalone Web
pages.

It is another prerequisite for the information
retrieval tasks (the second component in the
pipeline of Figure 6). With respect to this, it
extracts information which is later indexed
and subsequently retrieved for both healthrelated questions and “read aloud” requests,
involving newspapers and diabetic recipes.

4

Indexing

Parsing and
storing of the
scraping content
in a data
structure that
allows for fast
access.

It renders the content pertaining to the
information retrieval task to be promptly
searchable for both health-related questions
and “read aloud” requests (the third
component in the pipeline of Figure 6).

5

Information
retrieval/Passage
retrieval for
health-related
information

Retrieval of the
top-ranked
passage/segment
Handling health-related questions.
according to its
relevance with
the input query.

6

Information
retrieval/Textdocument retrieval
for newspapers
and diabetic
recipes

Retrieval of the
top-ranked news Handling “read aloud” requests involving
articles or
newspapers and diabetic recipes.
diabetic recipes.

KRISTINA-tailored
location-based
search
services/Events

Handling event-related requests involved in
Retrieval of
(1) the UC1 “local events” and “weather”
events from
topic under the generic theme of “Small talk”,
predefined Web looking for events in the city of Tubingen; and
pages provided (2) the UC2 “recommended activities with
by domain
new-borns” topic under the generic theme of
experts
“Baby care”, looking for events in the city of
Madrid and Barcelona.

KRISTINA-tailored
location-based
search services/
Nearest places of
interest

Handling nearest places-related requests
involved in the UC2 (1) “Recommended
activities with new-borns” topic under the
generic theme of “Baby care”, for the nearest
parks for the city of Madrid and Barcelona; (2)
“Recommended child's check-ups” topic
under the generic theme of “Baby care”, for
the nearest health centres for the city of

3

7

8

Retrieval of
nearby health
centres and
parks

Page 13

D5.5 – V1.0
Madrid and Barcelona; (3)
“Recommendations for low back pain relief”
topic under the generic theme of “Low back
pain”, for the nearest health centres for the
city of Madrid and Barcelona; and (4) “healthcentre location” topic under the generic
theme of “Appointment with a doctor”, for
the nearest parks for the city of Madrid and
Barcelona.
Answering weather-related questions
involved in (1) the UC1 “weather” topic under
the generic theme of “Small talk”, for the city
Retrieval of
of Tubingen and (2) the UC2 “Recommended
weather forecast
activities with new-borns” topic under the
generic theme of “Baby care”, for the city of
Madrid and Barcelona.

9

KRISTINA-tailored
location-based
search
services/Weather
forecast

10

Recognises
Content
Named Entities
extraction/Named and concepts of
Entities and
medical interest
concepts
encountered in
extraction
websites and
social media

It is a prerequisite for the relation extraction
task. It parses the text and annotates relative
lexical units, e.g. “Alzheimer's disease” or
“dementia”. It then forwards the output to
the aforementioned module.

11

Checks for
relations
between medical
entities found in
texts retrieved
from relevant
Content
websites or
extraction/Relation
social media.
extraction
They are
exported in a
compatible JSON
structure so they
can be mapped
to the KB

It handles user’s medical informational needs,
as manifested in the UC2 “Exercises for low
back pain relief” and “Recommendations for
low back pain relief” topics under the generic
theme of “Low back pain”,
E.g. “HI KRISTINA, my low back hurts” where
possible causes of low back pain or
recommendations are provided.

12

Retrieval of
Twitter posts
matching search
criteria on fields
like category,
user account,
title and created

Social media
retrieval

Handling social media-related questions
involved in the UC1 “news from social media”
topic under the generic theme of “Small talk”,
which is supported for German and Turkish
languages.
E.g. What is the latest news on social media about
“Kino”?
where, “Kino” is used as the matching keyword
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date.

13

14

Tweet
classification

Topic detection

across the “title” field.

Classification of
Twitter posts
using the IPTC
news codes
taxonomy, which
consists of 6
categories: 1.
Economy,
Business &
Finance, 2.
Health, 3.
Lifestyle &
Leisure, 4.
Nature &
Environment, 5.
Politics, and 6.
Science &
Technology
Clustering of
Twitter posts
based on their
topic and
extraction of the
most significant
labels for each
cluster.

It supports the social media retrieval (above
mentioned) in order to handle questions
requesting for Twitter posts under a given
category. Such questions are involved in the
UC1 “news from social media” topic under
the generic theme of “Small talk”, for German
and Turkish languages.
E.g. What is the latest news on social media about
“Politics”?
where, “Politics” refers to one of the 6 predefined
categories.

It handles social media-related questions
requesting for topics discussed in the social
media. Such questions are involved in the UC1
“news from social media” topic under the
generic theme of “Small talk”, for German
and Turkish languages.
E.g. What are the most discussed/ currently
discussed topics on social media?
where, “currently discussed” indicates the last few
days.

15

Generates
responses,
Question
extracting
It mainly handles profile-related questions,
Answering and
context from the e.g. sleeping habits. All other questions are
query formulation KB, according to forwarded to the Web search module
the recognised
topic

16

Recognition of
the discussion
topics, taking
into account
verbal and non- It is used in all use cases
verbal
information.
Clarifications and
proactive

Conversational
Awareness
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responses are
also handled by
this module

17

Fusion

Assists
conversational
awareness by
fusing verbal and
non-verbal
information

Aggregation of gestures with utterances for
context enrichment, e.g. recognition of
headache by fusing gestures (pointing to the
head) and verbal information (feeling pain)

Each task is described in a different section of this document (Sections 3-8), while each
section is further divided into a number of subsections pertaining to the individual modules
of each task. As for the description and documentation of each distinct module, a uniform
structure is retained, where possible, usually including a summary, the theoretic approach,
the current work implemented in the context of KRISTINA and last, the evaluation results of
each component.
More specifically, the initial introductory section is followed by an overview of the final
Semantic Framework in Section 2, which briefly elaborates on the capabilities of each
module, the interactions and interdependencies between the framework’s modules.
Section 3 includes a description of the improvements that have been integrated in the
KRISTINA agent towards an efficient Web crawling and scraping component (T5.5). The
current section elaborates on: 1) the Web and social medial crawling module that extracts
the hyperlinks identified in scenarios-pertinent Web resources and handles the status
updates from the social media (i.e., Twitter), and 2) the content scraping module that
extracts the relevant content from the crawled Web resources and some additional
standalone Web pages.
In Section 4 the indexing module addresses the storage and indexing of the distilled content,
while the information retrieval module employs text/document or passage retrieval
methods to retrieve relevant documents or segments/passages, respectively. It also expands
on the final mechanisms concerning the query rewriting techniques (dealing with the query
rewriting using corpus-based approaches to allow the integration of domain-specific
knowledge) of the information retrieval module.
In Section 5 there are details on KRISTINA-tailored location-based search services that were
developed to address user-requested features.
The content extraction and the social media classification, retrieval and topic detection
components (T5.4) are described in Sections 6-7 and consist of the following modules per
task: In Section 6 the named entities and concepts extraction module recognises and
extracts medical named entities and concepts from text pertaining to KRISTINA domains,
while the relation extraction module extracts relations between medical concepts. In
Section 7 the social media retrieval module searches and retrieves Twitter posts matching
search criteria, the tweet classification module updates the SIMMO-object of each Twitter
post with the predicted category while topic detection module detects topics in social
media.
Page 16
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In Section 8 we briefly provide information on the realisation of T5.3 (query formulation
based on multimodal user input), since the final version of the framework has been
reported in D5.4. The domain-specific query formulation module is employed in order to
link the content retrieved from the Web with the KB; it is responsible for dealing with the
derivation of queries concerning the search of pertinent information through the search and
retrieval module from the indexed repository and the enhancement of the KB with relevant
information. Additionally, the user interaction query formulation module is addressing the
derivation of queries based on user interaction with the system.
Finally, in Section 9 we present an overview of the work done in WP5 during the project’s
lifespan.
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2 FINAL SEMANTIC FRAMEWORK
In this section, we provide an overview of the final Semantic Framework developed in WP5,
as well as we elaborate on extensions that have been implemented to address updated use
case requirements towards the final system. Figure 3 depicts the conceptual architecture of
the framework, along with the basic interactions among the services and components of
WP5. The final knowledge representation and reasoning capabilities of the framework have
been reported in detail in D5.4 “Advanced version of the ontologies and reasoning
techniques”. In the following, we briefly elaborate on the capabilities of each module, along
with the interaction and the dependences with the other modules of the framework. We
also provide an overview of the relevant to ontological modelling and reasoning updates
that have been included to address the requirements of the final KRISTINA system. More
technical details are provided in Section 8.

Figure 3. The final Semantic Framework in WP5

Input Modalities. WP3 and WP4 provide input to WP5 relevant to the running context (ongoing conversation) in the form of verbal and non-verbal observations and events to fuel the
fusion, question answering and decision support tasks. The initial specifications of these
descriptions, along with user requirements, served as guidelines for building the KRISTINA
ontologies and reasoning mechanisms. The semantics distilled from the input information
form the core input for the population of the ontologies and the subsequent interpretation.
Domain Knowledge and Ontology Population. In line with the requirements of KRISTINA, a
number of ontologies have been developed to support knowledge integration, reasoning
and fusion, coupling domain and background information with information distilled from the
interaction with the user. These include ontologies to capture: a) the content of the
conversation coming from the verbal and non-verbal communication of users with the
system, b) user profile information, e.g. preferences, habits, diseases, etc., c) domain
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knowledge capturing system behaviour, such as response types and feedback messages, d)
the semantic relationships and dependencies among the various contextual aspects and
domain topics, describing the way information should be integrated, fused and interpreted
to provide meaningful responses. The semantics of the ontologies that capture various types
of information at different levels of abstraction is used to populate the triple store (KB) with
domain knowledge.
Reasoning and Interpretation. The reasoning and interpretation tasks employ OWL 2 DL
(Description Logic) reasoning services and custom rules to combine the available input and
generate additional inferences. Main reasoning tasks include: a) conversational awareness,
to semantically understand conversational topics and to derive plausible interpretations of
the on-going discussion with the user, b) fusion, to combine, aggregate and analyse
multimodal input (e.g. verbal and noon-verbal input), and c) Semantic Question Answering,
to match user questions against KB structures and Web content, extracting rich contextual
information and responses to fuel (Dialogue Manager) DM logic and Language Generation
(LG).
Content Search, Retrieval and Processing. These tasks aim to address the Web content
search, retrieval and extraction requirements of KRISTINA, developing technologies to: a)
extract content (entities and relations) and detect topics from trustworthy Web pages and
social media sites, and b) to store, index and retrieve content relevant to user questions. The
services developed to implement these functionalities strongly interact with the reasoning
and interpretation services, in order to generate responses that meet user’s needs.

2.1

Modelling and reasoning extensions

Since the delivery of D5.4 (M30), the semantic framework has been further updated in order
to address the final use cases, whose definition is still in progress. The updates are mainly
relevant to:
•

•

Theme-driven conversational awareness, enriching the topic hierarchy with themes,
additional concepts and conversational flows. As such, the updated semantic
framework supports a larger gamut of conversational topics, allowing the user to ask
an extended set of questions, supporting at the same time richer responses,
clarification dialogues and proactive suggestions.
Reasoning and query formulation, capitalising on the updated topic ontology and
conversational awareness. The semantic framework is now able to automatically
derive plausible conversational topics, taking into account both the conversational
history and the topic interdependencies of the ontologies, even when incomplete
and partial input is provided by the vocal communication analysis (WP3).

In Section 8 we provide technical details and examples of the updated functionality.
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3 WEB CRAWLING AND SCRAPING
3.1

Crawling

The Web offers a vast amount of basic care and health-related information to adequately
address KRISTINA’s conversational topics and users’ informational needs. This Web-based
information can be found in a variety of Web resources including Web pages, pdf files, and
videos (as mentioned in D5.1). With the appropriate processing steps, this information can
be parsed, extracted, and later become available to users via the KRISTINA information
retrieval (IR) component which searches and retrieves relevant snippets (i.e., passages) from
Web-based content and returns them as responses (i.e., answer passages) to users’
questions.
In KRISTINA, crawling techniques address i) Web domains, and ii) social media. More
specifically,
i) For very large Web domains which extensively cover more than one topic and contain
many sub-domains and Web pages, appropriate crawling techniques had to be developed.
The Web crawling component aims to ensure that all Web pages that a Web domain
contains are automatically collected.
ii) On the other hand, social media crawling techniques had to be developed in order to
collect the status updates (posts) from social media.
In the following subsections, we present the crawling components for Web and social media
respectively. An outline of the crawling and scraping process is depicted in Figure 4.

Figure 4. Crawling and scraping process

3.1.1 Web crawling
For Web crawling, we use the already implemented infrastructure, described in D5.3, which
is based on Apache Nutch 1 along with a set of adjustments that had to be applied in order to
further address the new informational needs for the 2nd prototype.

1

http://nutch.apache.org/
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3.1.1.1 Overview
Although informational needs and, therefore, the respective Web resources addressing
these needs were rather limited for the 1st prototype, Web resources have gradually
increased for the 2nd prototype, in order to adequately meet the increasing informational
requirements of the updated use case scenarios. As a result, the crawling pool has been
expanded with new Web domains. In addition, different instantiations of the crawling
procedure have been implemented in order to support different crawling pools for each of
the languages pertinent to the addressed scenarios (i.e., German, Polish, and Spanish). In the
scope of the 2nd prototype, there was no need to crawl Turkish Web resources, since the
only UC1 conversational topic in the Turkish language is the “Small Talk” use case which does
not require Web-based information retrieval processes. It is also important to mention that,
at the time of reporting; the use case topics for the 3rd prototype have not been fully
specified and described. In case the need arises for Turkish Web resources to be crawled in
order to support a UC1 conversational topic, all appropriate steps will be conducted and
reported in upcoming deliverables (e.g., D7.5 Final System).
Although our initial scope was to cover basic care and health-related Web resources, the
new use case scenarios and conversational topics for the 2nd prototype made apparent the
need for additional Web resources containing: a) news articles and b) diabetic recipes. In
particular, there is a need to support (search and retrieve): a) news articles in German and
Turkish obtained from two specific newspaper websites (one per language), and b) diabetic
recipes in German and Polish obtained from a number of websites for each language.
As regards the newspaper websites, a different crawling technique has been developed for
each language. For the German domain, we opted to use the “RSS feed” output supported
by the specific website, which makes the crawling process more efficient, since RSS feeds
provide only the relevant URLs (without the need to add extra rules to filter out URLs that
direct to irrelevant content). For this, we use the Rome 2 framework, a Java framework for
RSS feeds. For the Turkish domain, we use KRISTINA’s crawling implementation, since an RSS
feed is not supported for this domain. Regarding the diabetic recipes websites, a number of
Web pages in German and Polish were selected by end-users and provided for crawling.
Both domains are static, so the typical crawling implementation is used.
It is important to mention that when crawling these Web domains, heuristic rules were
applied to exclude Web pages that contain irrelevant information. For example, the rule
“http://enfamilia.aeped.es/user*” was added so as to filter out URLs with this pattern since
such pages simply provide services to users, such as their registration to the website. In
addition, a number of sub-domains were included in the exceptions list, such as
http://enfamilia.aeped.es/glosario/ which provides pointers to specific definitions. Last,
exclusion rules were added to exclude URLs that contain file types that do not refer to Web
pages, such as image files.
3.1.1.2 Implementation in KRISTINA
Table 1 - Table 3 show the Web domains that have been crawled. Specifically, these tables
present the URLs which the crawler used as starting points for the crawling process and also
2

https://rometools.github.io/rome/
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statistics on the number of Web pages crawled for each language and type, as well as the
number of Web pages that are finally indexed after the application of heuristic rules which
exclude “noise” Web pages; all statistics correspond to numbers at the time of reporting.
Table 2. Web domains for each supported language

# crawled
Web pages

# indexed
Web pages

http://www.diabetes-heute.uni-duesseldorf.de
https://www.wegweiser-demenz.de/informationen/
https://www.deutsche-alzheimer.de/diekrankheit.html/

2,293

925 (40.3%)

http://www.medonet.pl
http://www.poradnikzdrowie.pl/zdrowie/cukrzyca/
http://www.poradnikzdrowie.pl/zdrowie/ukladnerwowy/

7,639

2,151 (28.2%)

63,362

10,037 (15.8%)

Language

Crawled Web domains

German

Polish

Spanish

http://enfamilia.aeped.es/
https://medlineplus.gov/spanish/

Table 3: Newspaper Web domains for each language

Language

Crawled Web domains

German

http://www.tagblatt.de/

Turkish

http://www.merhaba.info/

# crawled
Web pages

# indexed
Web pages

17,404

17,404 (100%)

390

136 (34.9%)

Table 4 Diabetic recipe Web domains for each language

Language

Crawled Web domains

German

http://www.diabsite.de
http://www.diabetes-heute.uni-duesseldorf.de

Polish

http://www.menudiabetyka.pl
http://www.przepisy.diabetyk.pl

# crawled
Web pages

# indexed
Web pages

770

723 (93.9%)

2,133

741 (34.7%)

3.1.2 Social Media crawling
Regarding the social media crawling, we used the Twitter Stream Handler (Mass et al, 2012),
described in D5.3, with the following modifications. These modifications has been
introduced to address the informational needs of 2nd prototype and specifically, the need to
monitor and search specific news accounts for currently discussed topics. In the scope of the
3rd prototype, there are conversational topics requesting current thread coming from
specific vaccination, and breastfeeding accounts and respective implementations are under
development.
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3.1.2.1 Overview
While in D5.3 tweets were collected based on hash tags and keywords, the current version
of the social media crawler collects tweets based on user accounts. Specifically, for the
needs of the 2ndprototype, end-users provided us with a number of Twitter accounts
addressing news topics to be crawled.
Another change made in the social media crawling process regarding the storing of the
concepts extracted from each tweet in SIMMO objects (Socially Interconnected MultiMediaenriched Objects) (Liparas et al., 2016) which can then be employed by other KRISTINA
components (e.g., in topic detection). In the SIMMO conceptual model, a “Concept” is a subclass of the “Annotation” class. Therefore, the concepts are kept in the MongoDB 3 database
as an array of embedded documents in the “Annotation” field of each document (tweet).
Concepts are extracted using the DBpedia Spotlight service 4, a tool for automatically
annotating mentions of DBpedia resources in text. An example of a Twitter post stored in
the database is depicted in JSON format in Figure 5.
3.1.2.2 Implementation in KRISTINA
Table 4 shows the social media news accounts that have been crawled and comprise
trustworthy resources, indicated by domain experts among the user partners. Specifically,
the table presents the user name and the label of Twitter user accounts addressing news for
the 2nd prototype and also statistics on the number of Twitter posts crawled for each Twitter
user account; all statistics correspond to numbers at the time of reporting.
Table 5. Twitter news accounts

User Name

Label

Language

# crawled Twitter
posts

tagesschau

tagesschau

German

12,091

ARDde

ARD Online

German

6,334

heutejournal

ZDF heute journal

German

4,279

DLF

Deutschlandfunk

German

6,326

ntv

NTV

Turkish

21,293

cnnturk

CNN Türk

Turkish

76,747

06Haberler

HABERLER

Turkish

35,432

dw_turkce

DW TÜRKÇE

Turkish

10,591

3
4

https://www.mongodb.org/
http://www.dbpedia-spotlight.org/
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{
"_id": "Twitter#859231529251287040",
"className": "gr.iti.mklab.simmo.impl.posts.TwitterPost",
"numLikes": 18,
"numShares": 11,
"numComments": 0,
"numViews": 0,
"numRatings": 0,
"positiveVotes": 0,
"negativeVotes": 0,
"numSubscriptions": 0,
"language": "de",
"type": "Twitter",
"url":
"https://twitter.com/tagesschau/statuses/859231529251287040",
"title": "Trumps Aussagen - Kim, Duterte und der Bürgerkrieg
https://t.co/eQo4RQfbyO #Trump",
"tags": [
"Trump"
],
"creationDate": ISODate("2017-05-02T02:22:14.000Z"),
"crawlDate": ISODate("2017-05-19T13:53:25.295Z"),
"contributor": {
"$ref": "UserAccount",
"$id": "Twitter#5734902"
},
"annotations": [
{
"className": "gr.iti.mklab.simmo.core.annotations.Concepts",
"_id": "591ef8d5fceaba0c2caad529",
"conceptsList": [
{
"_id": "591ef8d5fceaba0c2caad526",
"conceptModality": "TEXTUAL",
"concept": "Bürgerkrieg",
"score": 1.0
},
{
"_id": "591ef8d5fceaba0c2caad527",
"conceptModality": "TEXTUAL",
"concept": "Kim",
"score": 1.0
},
{
"_id": "591ef8d5fceaba0c2caad528",
"conceptModality": "TEXTUAL",
"concept": "Trump",
"score": 1.0
}
]
}
]
}

Figure 5. An example of a crawled Twitter post

3.2

Content scraping

The crawling phase results in a set of URLs stored in the MongoDB database. This URL
collection will be the input to the next step of the KRISTINA pipeline, namely content
scraping, which extracts the content from each of these URLs. The scraping process detects
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the significant information of a Web page and filters out “noisy” content, such as
advertisements, content from navigation bars, banners, etc. In addition, the scraping
component is able to aggregate and store content derived from heterogeneous Web
resources under a common format that can easily be managed by subsequent components
in the KRISTINA pipeline (e.g. the IR component).
3.2.1 Overview
For the 1st prototype, scraping was performed using the scraping implementation, described
in D5.3, which is based on the Boilerpipe library 5 (Kohlschütter et al., 2010) that provides
several different algorithms in order to capture the significant information of a website
including the Default Extractor, the Article Extractor, the Keep Everything Extractor, etc. This
library is widely used and a recent experimental evaluation that compared the effectiveness
of several available Web content extraction algorithms (including state-of-the-art
approaches) on a common dataset indicated that the Boilerpipe Default and Article Extractor
algorithms were the best performing (Weninger et al., 2016). The experiments also indicated
that the two algorithms are also particularly robust as they managed to successfully scrape
Web pages created at different points in time over a period of 15 years (2000-2015) and thus
created using different Web technologies.
Our experiments with these algorithms for the KRISTINA Web domains indicated that the
algorithms behave differently for the different domains and thus a different performance is
achieved. Moreover, with the gradual increase of Web resources provided in order to
address the informational needs of the new conversational topics for the 2nd prototype, it
was noticed that the Boilerpipe algorithms did not fully meet our scraping needs; for
example, significant bulleted lists or paragraphs were being neglected or partially scraped.
Due to this, we decided to introduce some heuristic rules upon the Boilerpipe
implementation that take advantage of the HTML tags provided by the Web resources. In
particular, we developed two scraping alternatives and evaluated them in an external
dataset, as well as in a purposely built KRISTINA gold-standard dataset which was created
manually (details can be found in Section 3.2.4).
3.2.2 Scraping alternatives and paragraph boundaries identification
First scraping alternative
Empirically, we noticed that the significant information in a Web page can (almost always)
be found in specific element types in the HTML DOM structure. These elements have the
following tags: p, li, or h1-h6. Therefore, our first scraping alternative employs one of the
available Boilerpipe algorithms (either Default, Article, or Keep Everything Extractor
depending on the domain), and then, with the aim to further remove noise information, it
filters out the elements and keeps only the ones having a tag from the aforementioned list.
Second scraping alternative
Although we had selected the most appropriate Boilerpipe algorithm for each domain, we
noticed that the extracted information was still not optimal. Thus, a second scraping
alternative was developed based on a set of patterns that capture the significant text of a
5

https://code.google.com/archive/p/boilerpipe/
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Web page based on HTML tags. To this end, each domain was examined individually to find
which HTML tag corresponds to the most significant content that needs to be stored 6.
In particular, the whole HTML code of the Web page was extracted using the Boilerpipe Keep
Everything Extractor. This extractor does not apply any algorithms to filter the Web page
data and it has a similar implementation to other libraries which simply return the HTML
code of a Web page. The next step was to detect the central HTML element in which the
main Web page’s content is stored. Thereafter, the same step as in the first scraping
alternative was used to extract content stored in elements having one of the below tags: p,
li, or h1-h6.
Paragraph boundaries identification sub-module
Apart from optimising the scraping process, we also leveraged the HTML DOM structure to
identify the paragraphs’ boundaries, a necessary step for the IR component. Splitting the
whole text into paragraphs is not a trivial task that could be done automatically using an
available library or framework. Thus, HTML tags are the only way to detect these paragraph
boundaries, as in most cases these boundaries are already highlighted in the HTML code by
the author of the Web page.
It has to be noted that in PDF scraping we also have the possibility to store the content as
HTML code and therefore the same paragraph distinction process can be applied.
3.2.3 Implementation in KRISTINA
3.2.3.1 Scraping implementation of health-related Web resources
In the scope of the 2nd prototype, conversational topics that require content scraping involve
the German, Polish, and Spanish languages. Towards the 3rd prototype, new conversational
topics that require scraping from Turkish Web resources will be included; this process is still
under development and will be reported in upcoming deliverables (e.g., D7.5 Final System).
For the Spanish health-related Web resources, the first scarping alternative was used, while
for German and Polish resources the second alternative was preferred. The scraping
alternative was applied after the initial use of Boilerpipe Default Extractor for Spanish and
Boilerpipe Keep Everything Extractor for German and Polish, whereas Apache PDFBox 7 was
used for scraping the pdf files.
Apart from the list of URLs already crawled in the previous step, additional URLs have to be
considered by the scraping component. These URLs correspond to standalone Web pages
and pdfs that have to be included in the respective index and are not connected with other
URLs in order to use the crawling component. In other words, we are also interested in
specific Web pages and not in the entire domain that includes them. Thus, these URLs are
directly fed to the scraping component.

6

This element might not always carry only the important information of the Web page, but it might contain
noise information such as additional articles for further reading or advertisements. However, an empirical
study conducted with available KRISTINA Web pages and Web domains has shown that these cases are rather
few.
7
https://pdfbox.apache.org/
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3.2.3.2 Scraping implementation of news articles and diabetic recipes Web resources
The Boilerpipe Keep Everything Extractor algorithm was used for the newspaper articles and
diabetic recipes. The reason for this choice is that there are explicit HTML elements in these
Web pages containing the needed information. For example, in a newspaper article, e.g.,
http://www.tagblatt.de/Nachrichten/Bevor-alles-vergammelt-306409.html, all necessary
information is included in the <div class=”divcontent”> HTML tags. Therefore, we needed a
scraping algorithm to get all HTML code of the specific Web page and detect these specific
elements in the HTML DOM structure. After identifying the desired elements, we can be
quite certain that the “noise” content has been significantly removed.
3.2.4 Evaluation
For the evaluation of the scraping component, we made use of two datasets.
The first one is an external English dataset, referred to as the “crawl to the future” dataset 8,
which was used in the experimental study (Weninger et al., 2016) discussed in Section 3.2.1.
This dataset contains 100 Web pages from each of 10 well-known websites, dated to 2000,
2005, 2010, and 2015, i.e., 1000 Web pages per year. For each Web page, the HTML Web
page along with a text file including the correct, manually extracted content is provided;
these extracted texts correspond to the ground truth of the collection. For our evaluation
experiments, we selected the 2015 dataset as it is the most recent and thus more likely to
include Web pages created with the latest Web technologies. Out of the 10 websites, we
managed to successfully scrape nine, i.e., a total of 900 Web pages; the pages from the
msn.com website could not be opened by our browser and therefore were not included in
the evaluation dataset.
The second one is a dataset that was created manually for the KRISTINA project and contains
Web pages provided by end-users to address the project’s specific informational needs. In
particular, it includes 44 Spanish, 44 German and 38 Polish health-related Web pages
obtained from the Web domains listed in Table 1. For each Web page, the ground truth was
created by manually extracting its informative content.
We evaluated the two well-known Boilerpipe algorithms (Article Extractor and Default
Extractor) and the three proposed scraping strategies which include: i) the first scraping
alternative along with the Boilerpipe Article Extractor algorithm, (ii) the first scraping
alternative along with the Boilerpipe Default Extractor algorithm, and (iii) the second
scraping alternative. To determine the matching between the text extracted by our scraping
strategies and the ground truth, we applied the algorithm implemented in the difflib 9 python
library which measures the Largest Common Subsequence (LCS) between two texts
(Hirschberg, 1975). Based on this subsequence, the precision, recall and F-measure (F1) are
computed (Wu, 2016), (Sluban & Grčar, 2013), as well as the time performance.
𝑝𝑝𝑝𝑝𝑒𝑒𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐 =

𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟 =
8
9

|LCS (Ext,GT)|
|Ext|

|LCS (Ext,GT)|

https://github.com/rodricios/crawl-to-the-future
https://docs.python.org/3.6/library/difflib.html
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𝐹𝐹1 = 2 x

𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃 x Recall

(3)

Precision+Recall

Ext represents the automatically scraped (extracted) text, GT represents the ground-truth
text, and LCS corresponds to their longest common subsequence, i.e., to the extracted
relevant text. Precision calculates the percentage of relevant text included in the text
scraped by the system; recall estimates the percentage of relevant text that the system
managed to successfully scrape, while the F-measure is the harmonic mean of precision and
recall.
Similar to Wu (2016), averages are computed as the arithmetic mean of the performance
over all testing pages.
The scraping results for the external dataset and the three KRISTINA datasets (one subdataset for each language) are presented in the tables below.
Table 6. Scraping results for the “crawl to the future” dataset

Crawl to the future

Precision Recall

F-measure

Time (milliseconds)

Article Extractor

81.56%

85.10%

82.48%

1386

Default Extractor

83.52%

90.99%

85.79%

3194

1st scraping alternative
(Article Extractor)

87.66%

83.21%

83.81%

2,998

1st scraping alternative
(Default Extractor)

88.92%

89.10%

87.98%

4,024

2nd scraping alternative

91.97%

92.85%

91.68%

5,694

The results indicate that the proposed scraping alternatives perform better than the
Boilerpipe algorithms in the large scale “crawl to the future dataset”, indicating the
generality of our approaches and their applicability to a variety of Web pages. Based on this
finding and on our empirical observation that the Boilerpipe algorithms did not fully address
the scraping needs for specific Web pages of the KRISTINA datasets, we only considered the
proposed scraping alternatives for the evaluation experiments in the KRISTINA datasets.
Table 7. Scraping results for the “KRISTINA German” dataset

KRISTINA DE

Precision Recall

F-measure

Time (milliseconds)

1st scraping alternative
(Article Extractor)

92.11%

91.80%

91.00%

13,873

1st scraping alternative
(Default Extractor)

89.87%

88.38%

87.87%

16,524

2nd scraping alternative

88.23%

96.75%

91.55%

15,790

Table 8. Scraping results for the “KRISTINA Polish” dataset

KRISTINA PL

Precision Recall
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1st scraping alternative
(Article Extractor)

93.46%

89.34%

89.58%

49,946

1st scraping alternative
(Default Extractor)

85.49%

83.25%

83.62%

73,894

2nd scraping alternative

91.36%

91.77%

89.88%

46,611

Table 9. Scraping results for the “KRISTINA Spanish” dataset

KRISTINA ES

Precision Recall

F-measure

Time (milliseconds)

1st scraping alternative
(Article Extractor)

95.98%

92.73%

93.34%

45,230

1st scraping alternative
(Default Extractor)

83.96%

87.14%

84.72%

56,452

2nd scraping alternative

95.71%

93.13%

94.02%

49,620

When comparing the two variants of the first scraping alternative, we observe that the one
that employs the Default Extractor, similarly to the simple Boilerpipe Default Extractor
algorithm, outperforms the one based on the Article Extractor in the “crawl to the future”
datasets in terms of the precision, recall and F1 metrics whereas in the KRISTINA dataset we
notice the exact opposite behaviour. This is reasonable considering the fact that the Default
Extractor focuses on diverse Web pages, such as the “crawl to the future” dataset which
contains a wide collection of Web pages (wider than the KRISTINA dataset), whereas the
Article Extractor focuses on news article or article type content and thus behaves better in
the KRISTINA dataset which mainly contains article type Web pages.
Moreover, we observe overall that the best of the three scraping strategies is the 2nd
scraping alternative, even if it is not the fastest one. This confirms our initial assumption that
focusing on the most significant element seems to improve the efficiency of the scraping
component, especially on Web domains that present consistent HTML structure across all
their Web pages.
In terms of time performance, the 1st scraping alternative built on top of the Article
Extractor seems to be the faster scraping strategy in all datasets apart from the KRISTINA
Polish dataset. However, time performance is a secondary factor as the scraping process is
performed offline.
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4 INFORMATION INDEXING AND RETRIEVAL
Indexing is the function of processing a set of texts and storing them in a way that they can
be rapidly and efficiently searched and retrieved using a user query. The input of the
indexing is the SIMMO-based content of Web resources that have been previously crawled
and scraped. Thereafter, the information retrieval component searches these indices and
retrieves the best-matched information based on user query. An outline of the whole
pipeline including Web crawling, scraping, indexing and retrieval is depicted in Figure 6.

Figure 6. KRISTINA’s pipeline process including Web crawling, scraping, indexing and retrieval.

4.1

Indexing

4.1.1 Overview
The initial indexing implementation, described in D5.3, used the Apache Lucene 10 search
engine library for indexing the SIMMO-based content. However, several modifications to this
initial implementation had to be made in order to better address users’ informational needs
regarding the IR component in the 2nd prototype. According to users’ preferences, small
parts of the Web content (referred to as segments or passages) need to be retrieved to form
the answer in the case of health-related information, while the entire content (referred to as
Web document) needs to be retrieved in the case of news articles and diabetic recipes. Since
users’ informational needs are different for different conversational topics, we have created
different types of indices to serve both requests, including a “multiple-segment” index to
serve requests for segments, and a “document” index to serve requests for Web documents.
An additional “concept-based” index has also been created to support the concept-based
passage retrieval method, described in Section 4.2.2.1.
4.1.2 Multiple-segment index
The initial indexing implementation used the entire Web document as an input, and,
therefore, it limited the IR component’s granularity ability, restricting it to be able to return
only an entire Web document as a potential response. However, this is not the optimal
10

http://lucene.apache.org/core/
Page 30

D5.5 – V1.0
response and is likely to dissatisfy users, since KRISTINA constitutes an interactive dialoguebased agent aiming to behave as human-like as possible. This means that the IR component
should also present such human-like characteristics like the ability to dynamically adjust the
answer’s length from a short one, such as a single sentence, to a larger one, like two and
more sentences or even a paragraph.
Therefore, the most significant update in the indexing has been the creation of a “multiplesegment” index, increasing the granularity options of the indexing and retrieval tools and
thus offering more scalability to the returned responses. In order to be able to retrieve any
part of the document, all scraped documents have to be segmented before indexing. The
basic structure followed by a Web document is its division into paragraphs and sentences.
So, we have leveraged this structure in order to form each Web document’s segments. In
particular, paragraphs are provided by the scraping component, where we split the text
according to its HTML DOM structure which contains the content of paragraphs under <p>
tags. Sentence boundary detection is a common problem in Natural Language Processing
(NLP) and several libraries have been created to tackle it. In our implementation, we have
used the Stanford coreNLP 11 JAVA library, a well-established library for sentence breaking.
In order to capture as many segmentation types as possible for each document, apart from
the index that stores the entire documents, we created a separate index for each one of the
following segmentation types (Figure 7):
•

Paragraphs

•

Single sentences

•

Two adjacent sentences belonging to the same paragraph

•

Three adjacent sentences belonging to the same paragraph

•

All segments

The last index (All segments) keeps all preceding segmentation types. It is considered as the
most important one as it is the index that supports the IR component and serves the user
queries, since users do not predefine the segmentation type to be returned as a response.
This way, the length of the answer can be tailored to the user question and the scoring of
available segments in the specific index.

11

https://stanfordnlp.github.io/CoreNLP/
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Figure 7. Content flow within indexing process

Before each segment/document is stored into the respective index, further pre-processing
takes place using Apache Lucene methods. Pre-processing is a necessary step because only
the most informative content for the search/retrieval process should be finally indexed. Any
additional “noise” information, such as stop-words, that can deteriorate the retrieval results,
should be filtered out. In our case, pre-processing includes stop-word removal and
stemming.
4.1.3 Document index
Regarding newspapers and diabetic recipes Web content, users do not need to get as an
answer a specific segment of the document; instead, they prefer to get the whole document.
To this end, we use the initial indexing implementation that handles the entire Web
documents, while minor modifications have been made to keep in a separate field the title
of the document (news article or diabetic recipe). This enables us to increase the efficiency
(i.e., decrease the required time) (if needed) by searching (only) for the title.
4.1.4 Concept-based index
In addition to indexing the content of a Web page, we also indexed concepts that
characterise a document/segment. We employed a concept extraction tool which was made
available by UPF 12 to extract concepts for each document and segment, and stored them
into a separate field.
4.1.5 Implementation in KRISTINA
4.1.5.1 Indexing Implementation of health-related Web content
In the case of health-related Web content, the “multiple-segment” index has been preferred
in order to better address user requests for small parts of the Web content
12

http://kristina.taln.upf.edu/services_dev/language_analysis/extract_concepts
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(segments/passages). The same segmentation process has been used to create the indices
for each of the languages pertinent to the user scenarios (German, Polish, and Spanish).
Regarding pre-processing steps, for Spanish segments/documents, the stop-words are
removed by consulting an expansion of the default Lucene stop-word Spanish list. This
expansion contains additional words considered as noise for the retrieval process in the
context of KRISTINA (e.g., “información”, “quiero”, “tendría”). For the stemming of Spanish
segments/documents, the Snowball Spanish stemmer 13 is used. Regarding German
segments/documents, an expansion of the default Lucene stop-word list for this language is
used, while stemming applies the default Lucene German stemmer. Last, for stop-word
removal and stemming of Polish segments/documents, the default configurations given by
the Lucene Stempel analysis module 14 for Polish have been used.
4.1.5.2 Indexing Implementation of newspapers and diabetic recipes Web content
In the case of news articles and diabetic recipes, the “document” index has been used to
serve user requests for the entire content (web document). In total, we created two indices
for the newspapers (one for each pertinent language, i.e., German and Turkish) and two
indices for the diabetic recipes (one per for each pertinent language, i.e., German and
Polish).

4.2

Information retrieval

The information retrieval component is responsible for answering user questions. It accesses
the indices constructed by the indexing component and returns an answer. The information
retrieval component is composed of a list of services including: a) passage retrieval for
health-related information, and b) text/document retrieval for newspapers and diabetic
recipes.
This section describes the informational retrieval models that form the basis of all retrieval
methods for both services and then the particular retrieval methods for each service.
4.2.1 Information retrieval models
At the retrieval stage, three retrieval models have been considered by the IR component: a)
the Vector Space Model (VSM), b) the Language Model with Dirichlet smoothing (LMD), and
c) the Language Model with Jelinek-Mercer smoothing (LMJM).
A Vector Space Model (VSM) is an algebraic feature vector-based representation for
documents and queries with their corresponding term weights (Salton et al, 1975). Each
document in the collection is represented as a feature vector dj = (w1j, w2j, … , wnj), where dj
denotes a particular document, n denotes the number of distinct terms in the collection, and
wij denotes the weight for the ith term in document dj. These weights are estimated using the
term frequency–inverse document frequency (tf-idf) weights of terms in the documents and
the collection, respectively. Similarly, each query is also represented as a feature vector. In
order to compare documents or documents and queries, i.e., to determine the similarities
between two documents d1 and d2, or between a document d and a query q, the cosine of
13
14

http://snowballstem.org/
https://lucene.apache.org/core/5_3_1/analyzers-stempel/index.html
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the angles between them is calculated. If the two documents or a document and a query are
alike, they will receive a cosine of 1; if they are orthogonal (sharing no common terms) on
the other hand, they will receive a cosine of 0. Formally, the similarity between document dj
and query q can be calculated using the following cosine equation:
���⃗𝚥𝚥 , 𝑞𝑞⃗� =
𝑠𝑠𝑠𝑠𝑠𝑠�𝑑𝑑𝑗𝑗 , 𝑞𝑞� = cos�𝑑𝑑
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(4)

A language model is a probability distribution over sequences of words. The application of
language models to the information retrieval problem estimates a language model for each
document and the query and then ranks the documents by the likelihood of the query with
respect to the estimated document language models, i.e., 𝑝𝑝(𝑑𝑑|𝑞𝑞). To rank the documents
based on this likelihood, the Bayes formula is applied:
𝑝𝑝(𝑑𝑑|𝑞𝑞) ∝ 𝑝𝑝(𝑞𝑞|𝑑𝑑)𝑝𝑝(𝑑𝑑)

(5)

𝑝𝑝(𝑞𝑞|𝑑𝑑) = ∏𝑛𝑛𝑖𝑖=1 𝑝𝑝(𝑤𝑤𝑖𝑖 |𝑑𝑑)

(6)

where 𝑝𝑝(𝑑𝑑) is the prior belief that d is relevant to a query, assumed in our case to be
uniform, and 𝑝𝑝(𝑞𝑞|𝑑𝑑) is the query likelihood given the document. With a uniform document
prior, the retrieval model reduces to the calculation of this query likelihood as follows:
where we need to estimate the language model probabilities 𝑝𝑝(𝑤𝑤𝑖𝑖 |𝑑𝑑) for each query term.

To compensate for data sparseness (i.e., the limited number of terms in each document
used for estimating its language model), different smoothing methods for adjusting the
maximum likelihood estimators have been applied (Zhai and Lafferty, 2004)). One approach
is a language model based on a multinomial distribution, for which the conjugate prior for
Bayesian analysis is the Dirichlet distribution (MacKay and Peto, 1995) with parameters:
Thus, the model is given by:
(𝜇𝜇𝜇𝜇(𝑤𝑤1 |𝐶𝐶) , 𝜇𝜇𝜇𝜇(𝑤𝑤2 |𝐶𝐶) , ⋯ , 𝜇𝜇𝜇𝜇(𝑤𝑤𝑛𝑛 |𝐶𝐶))
𝑝𝑝𝜇𝜇 (𝑤𝑤|𝑑𝑑) =

c(𝑤𝑤;𝑑𝑑)+ 𝜇𝜇𝜇𝜇(𝑤𝑤|𝐶𝐶)
∑𝑤𝑤′ ∈ 𝑉𝑉 c(𝑤𝑤 ′ ;𝑑𝑑)+𝜇𝜇

(7)
(8)

Another language modelling approach considers the Jelinek-Mercer smoothing method that
involves a linear interpolation of the maximum likelihood model with the collection model,
using a coefficient λ to control the influence of each:
𝑝𝑝𝜆𝜆 (𝑤𝑤|𝑑𝑑) = (1 − 𝜆𝜆)𝑝𝑝𝑚𝑚𝑚𝑚 (𝑤𝑤|𝑑𝑑) + 𝜆𝜆 𝑝𝑝(𝑤𝑤|𝐶𝐶)

(9)

Thus, this is a simple mixture model, but we preserve the name of the more general JelinekMercer method which involves deleted-interpolation estimation of linearly interpolated ngram models (Jelinek and Mercer, 1980).
4.2.2 Passage retrieval for health-related information
This section describes the passage retrieval methods for retrieving health-related answer
passages and the query expansion methods applied with the aim to enhance the retrieval
performance with the reformulation of the user query.
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4.2.2.1 Passage retrieval methods
Most updates in the retrieval process are closely related to the updates in the indexing
component. In particular, the availability of more indices at different levels of granularity
renders the enhanced functionality for the retrieval component to serve more query types.
In D5.3, only queries returning the entire document were supported. Now the IR component
can answer user queries with a more appropriate answer in the form of a more focused
segment/passage. As discussed above, questions can be answered by a Web document
passage whose size is not predefined. The answer passage can be of any type (single, two, or
three sentences, or a paragraph usually containing more than one sentence). This is the
purpose of the “All segments” index. It includes passages from a variety of segmentation
types, so that all the passages in the retrieval stage become candidate answers. The passage
with the highest relevance to the query, regardless of its type or its length will be returned
as the answer of the component.
In addition, we upgraded the models from which the documents/passages are retrieved. The
initial version was matching queries to documents using the Vector-Space model, whereas
the current version uses the LMD and LMJM language models.
Upgrades have also been implemented with respect to the passage retrieval process. In the
most simplistic scenario which was also applied in the initial version of this module, we
directly sent the query to the Lucene search engine which retrieves the top-N
documents/segments, depending on the index on which we execute the query. More
advanced approaches would take into account more than one index, for example the
document and paragraph index in combination, or would consider contextual information
(e.g., the relevance score of the neighbouring paragraphs). To this end, we implemented the
following retrieval methods:
1. Retrieval based on sequential dependence models (SDM). The sequential dependence
model (Metzler & Croft, 2005) assumes dependencies between adjacent query terms.
SDM has shown better experimental performance compared to the simple language
model or to a full dependence model which assumes that all query terms are dependent
on each other. In particular, SDM combines three types of features (occurrences of single
terms, ordered phrases, and unordered phrases) into a unified model for modelling the
term dependencies using the following ranking formula:
𝑃𝑃(𝑑𝑑|𝑞𝑞) ∝ 𝜆𝜆 𝑇𝑇 ∑𝑤𝑤∈𝑞𝑞 f 𝑇𝑇 (w, d) + 𝜆𝜆𝑂𝑂 ∑𝑤𝑤∈𝑞𝑞𝑤𝑤𝑖𝑖 ,𝑤𝑤𝑗𝑗∈𝑞𝑞 f𝑂𝑂 (w, d) + 𝜆𝜆𝑈𝑈 ∑𝑤𝑤𝑖𝑖 ,𝑤𝑤𝑗𝑗∈𝑞𝑞 f𝑈𝑈 (w, d)

(10)

In this ranking formula, there are two types of features: the occurrence of a single term
(denoted as T) and the occurrence of a sequential query term pair, either ordered phrase
features (denoted as O) or unordered phrase features (denoted as U). The f function
corresponds to one of the aforementioned language models (LMD or LMJM) and (𝜆𝜆 𝑇𝑇 ,
𝜆𝜆𝑂𝑂 , 𝜆𝜆𝑈𝑈 ) are weight parameters for single terms, ordered phrases, and unordered phrases,
respectively. If we set (𝜆𝜆 𝑇𝑇 = 1.0, 𝜆𝜆𝑂𝑂 = 0.0, 𝜆𝜆𝑈𝑈 = 0.0), the SDM corresponds to the
respective language model being employed. The SDM can be employed in conjunction
with the methods listed below.
2. Two-stage (document-based) passage retrieval. Initially, the top-N documents are
retrieved and among these, the most relevant passages are retrieved. That is, when
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querying the passage indices, the passages that are ranked and returned according to
their relevance with the query are required to belong to the top-N retrieved documents.
3. Three-stage (document-paragraph-based) retrieval. Similar method to the previous one.
In this setting, the top-N documents are first retrieved, then the top-Z paragraphs are
retrieved, and then among these, the most relevant passages are retrieved. That is, when
querying the passage indices, the passages that are ranked and returned according to
their relevance to the query are required to belong to the top-Z paragraphs, which in
turn should belong to the top-N retrieved documents.
4. Context-based passage retrieval. This method builds upon the three-stage (documentparagraph-based) retrieval method. Its major difference is that in the paragraph retrieval
stage, scores of the paragraphs are recalculated by taking into account the relevance
score of the previous and the next paragraphs (any). This step produces a different
ranking of the paragraphs which can significantly affect the final results.
5. Passage augmentation. This method aims to address the cases where a retrieved
passage contains only part of the required answer, e.g., only one sentence from a
paragraph when three sentences would be the optimal answer. To this end, the retrieval
score of the top-retrieved passage is augmented with the scores of its adjacent passages.
This is similar to the context-based passage retrieval described above, with the
difference that it is applied to the retrieved passage that can be of any granularity.
6. Concept-based passage retrieval. This method exploits the concept-based sentence
index (see Section 4.1.3). Based on this, an “All segments” concept-based index is
created by aggregating the concepts from the individual sentences. Concept extraction is
also performed on the query and then the language models are applied on the concept
space.

Figure 8. Retrieval method: Document, paragraph and segment/passage retrieval

Fusion and normalisation
The similarity score between the query terms and the document/segment’s terms is
calculated based on the two aforementioned language models (LMJM and LMD). The two
models return unbalanced scores with the first having a wider value range than the second.
In order to calculate a fused score for the documents/segments, we normalised their scale
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from 0 to 1. With this simple normalisation process, we can easily fuse both scores and
receive a final one taking into account equally both models.
Query terms-calculated threshold to determining the validity of an answer
However large the scraped and indexed content base may be, users may submit queries for
which no appropriate answer exists. There are also cases where an appropriate answer
cannot be found by the information retrieval component. As the KRISTINA agent mainly
constitutes an interactive, human-like system which communicates with users in order to
address their informational needs (covering health-related topics - but not limited to this),
irrelevant answers may cause big frustration to end-users, as expressed in the user-centric
evaluations reported in D8.8. Therefore, in such cases, it would be preferable for the
retrieval component to not return any results, rather than answer with an irrelevant
response that matches only a small subset of the user query keywords. To this end, we
implemented a method which filters out answers not satisfying a threshold condition. This
condition assumes that any answer should have a sufficient number of matching keywords
with the query, otherwise it is considered as irrelevant. So, if the top-ranked answer does
not surpass these requirements, the retrieval service will respond that there are not relevant
results. Empirically, we have set this threshold to 65%.
4.2.2.2 Query expansion
The IR performance given the volatility induced by the thousands of documents and
segments can be improved with query expansion methods which address the ambiguity of
the user query and the vocabulary mismatch between documents and queries, and thus,
support the IR process to return the correct documents/segments which contain a fitting
answer to the user question.
A query in its initial form, i.e., in the way it is submitted by the user, can be of little use in
retrieving quality results given that the documents are pre-processed before being indexed.
As aforementioned in the index component description, the most significant pre-processing
is stemming and stop-word removal. The same steps and more importantly using the same
tools depending on the requested language have to also be applied to the user queries
before feeding them to the Lucene search engine. This also includes the concept extraction,
as apart from the content space, the concept space is also available and searchable. Query
concepts are matched with the document/segment concepts in the same way the terms of
their text are matched.
In addition, there are cases where a user query is not complete. There are many words and
concepts that are indirectly implied by the context of the input query. As these words are
not explicitly mentioned, the retrieval system does not take them into account and the
results quality is inevitably decreased. Therefore, we developed a mechanism to expand the
user query with the aim to detect these implicit words that may be either synonyms or
closely related words.
This query expansion sub-module utilises pre-trained models which map closely related
words. Word2vec is the technique we employed to build the models. Word2vec is a set of
methods based on deep neural networks that creates word embeddings. Word embeddings
are mapping techniques which aim to produce vector representations that have a much
lower dimensionality compared to the size of the given vocabulary. These representations
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are trained using a corpus of documents, by inspecting neighbouring words in a sentence.
Neighbouring words within a predefined window are considered to share the same context
and tend to be assigned to vectors with a close distance between them. The word2vec
models introduced by Mikolov et al. (2013) are the Continuous Bag-of-Words and the Skipgram ones. In the query expansion sub-module, we use the deepLearning4j 15
implementation of the Skip-gram model to produce 400-dimension word vectors. The
selected corpus was the scraped health Web documents because we intended to map
domain-specific relations between words.
When a request is made using an input query, the query expansion sub-module expands the
query by adding the most related terms to the query. The number of the added terms is
based on the length of the query, after removing its stop-words. We empirically found that a
suitable number of expanded terms is equal to the query length (after stop-word removal)
expanded by three related terms derived from query expansion.
For example, suppose that a user requests an answer to the following Spanish question:
“¿Cuáles son los factores que determinan el peso y el tamaño de mi bebé?”
The query terms after stop-word removal are: "factores, determinan, peso, tamaño, bebé”.
The closest words to the above terms (sorted in ascending order according to their distance)
are: "varían, sexo, estatura, puberal, edad, talla”.
Considering that we add three more terms to the query, the resulting one will include these
terms: “factores, determinan, peso, tamaño, bebé, varían, sexo, estatura”.
4.2.3 Text/document retrieval for newspapers and diabetic recipes
Apart from health-related Web documents, the IR component also serves queries requesting
newspaper articles and diabetic recipes. Passage segmentation techniques are not applied in
these cases, instead the entire news articles or diabetic recipes are returned.
In the newspaper retrieval scenario, the user requests a news article to be read by the
KRISTINA system by providing the article’s title. As the article can be distinguished and
identified by a unique title, the IR component searches the title field to match the provided
query terms. Since the title fields are very short texts, we have not applied any special
retrieval technique. We simply submit the query to the Apache Lucene search engine, preprocess it, and receive the highest scoring article.
When requesting diabetic recipes, the user may ask for a specific recipe using its title to
distinguish it. However, there are cases when the user might not be sure about the recipe’s
title and he/she submits a general question, e.g., recipes that have a specific ingredient, such
as “Give me a recipe for a meal containing noodles”. In such scenarios, the title of relevant
recipes may not contain this ingredient that would make the Apache Lucene search engine
to detect them. Thus, the query should be matched across both the text and the context
field of the diabetic recipes instances. The returned recipe is the one that gathers the highest
score in both fields.

15

https://deeplearning4j.org
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4.3

Implementation and demonstration in KRISTINA

The scraping and indexing components constitute offline processes without the need for a
Web service to execute them. Thus, they have been implemented as desktop applications
and integrated in this way into the KRISTINA pipeline.
The IR component has been implemented as a Web service; while a second service has been
made available for demonstration purposes which lists the IR results per index (see Figure 9
and Figure 10).

Figure 9. “All segments” Web interface
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Figure 10. “One sentence” and “paragraph” Web interface

The IR service communicates with the Knowledge Integration (KI) service in a common data
format (in JSON format) and returns the IR response which includes the following
information (Figure 11):
1. The query terms that matched with the answer.
2. The URL of the Web page that contains the answer.
3. The passage/segment that answers the question.
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{
"matchingTerms": [
"benefici",
"lech",
"matern"
],
"domain": "enfamilia.aeped.es",
"url": "http://enfamilia.aeped.es/vida-sana/bancos-lechematerna?qt-mas_destacados_publico=0",
"content": "El mejor alimento para un recién nacido es la leche de
su madre. Y cuando esto no es posible, la leche humana donada es la
mejor alternativa, especialmente para niños enfermos o prematuros.
El alimentar a estos niños con leche materna mejora sus posibilidades
de recuperación, supervivencia y desarrollo. La leche materna tiene
beneficios demostrados, tales como la disminución de problemas
intestinales graves y del riesgo de infección. Además, favorece el
desarrollo del sistema inmunológico y el desarrollo cerebral.\n"
}

Figure 11. Example JSON output of the IR Service

4.4

Evaluation

4.4.1 Evaluation methodology
During this deliverable’s reporting period, we evaluated the information retrieval module
using a set of questions covering the UC1 and UC2 scenarios for the 2nd prototype. The main
topic tested for UC1, which includes German and Polish resources, is “Health Expert”. For
UC2, which concerns answering questions using a Spanish resource base, several topics are
supported under the generic themes of “Baby care” and “Low back pain”, including “baby
growth”, “breastfeeding”, “vaccination”, “causes of back pain”, “getting an “appointment
with a doctor” and so forth (for further details see D8.6 Pilot use case setup, v2). Although
KRISTINA users receive a single answer for a given query (i.e., the segment that the
information retrieval module has assigned the highest relevance score), the evaluation
process needs to check a wider range of answers so as to assess many different retrieval
settings. To this end, the evaluation process consults the Web service that returns an
analytic answer list for all the indices we created.
In this report, we focus on the more sophisticated and efficient three-stage retrieval
methods, namely the document-paragraph-based and the context-based. Specifically, we
assessed the results given by the paragraph and the all segments indices. “All segments” is
an indispensable index from which a variable size answer is given to the KI and then, via the
KRISTINA pipeline and the user interface, to the user. For this index, we also tested the
performance of the results when the query is first expanded using the query expansion
module. The paragraphs index is very influential for these three-step methods as an answer
cannot be returned, even if it is highly ranked in the all segments index, if it is not a part of
the top retrieved paragraphs.
In more detail, we first retrieve the top-3 document results from each language model. Their
union is used as a filter along with the query to retrieve paragraphs. In a similar way to the
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document retrieval phase, we keep the top-2 paragraphs from each language model and
form their union. This paragraph set is used in the final step, where we retrieve segments
existing strictly in this set.
The goal for the paragraph retrieval phase is to have as high precision score as possible in
the top-2 results for two reasons. The first one is that, in the final segment retrieval phase,
the component must have the possibility to return the correct results, and this can be
achieved only by retrieving paragraphs containing these results. The second reason is that by
applying the paragraph retrieval step, we intend to help the segment retrieval improve its
answers by shrinking its search scope to texts that are relevant to the user questions. That is,
paragraph retrieval plays a role in removing most of the noisy texts that can hamper the
effective segment retrieval.
For the retrieval from the all segments index, we are interested in getting a correct topranked result, as it is the one that will be eventually returned as an answer to the user.
Overall, for the document retrieval process, we are interested in achieving high precision
results because the goal is to retrieve the documents containing the answer in the topranked results and therefore, the segments to be extracted from these documents. The
same also applies for the paragraph retrieval process (where applicable). For the
passage/segment retrieval, the focus is on the (first) top-ranked result since only this
segment will be finally returned to the user. Based on these evaluation criteria, the following
evaluation metrics are employed.
Evaluation metrics
The main evaluation metric we leveraged is Success@n (S@n). This metric has a value of 1
for a question if at least one correct answer is retrieved in the top n ranked results by the IR
system. Otherwise, a value of 0 is assigned to this metric. Mean success@n (mean S@n) is
the average value over all the questions we evaluate.
Taking into account the requirements of the paragraph and segment retrieval phases, we
conclude that a high S@1 score is required for the segment retrieval; on the other hand, the
document and paragraph retrieval processes can result in high precision results even with a
high S@2 or S@3 score.
Another evaluation metric that could also be employed is the Mean Reciprocal Rank@n
(MRR@n). This metric is the mean (calculated over all questions) of the reciprocal rank
(which is 1 divided by the rank ordinal) of the highest ranked relevant (i.e. answer bearing)
passage. RR is zero for a question if no relevant passage is returned by the system at limit n:
𝑀𝑀𝑀𝑀𝑀𝑀 =

1

|𝑄𝑄|

∑|𝑄𝑄|
𝑖𝑖=1

1

𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅

(11)

Based on the aforementioned analysis, we are interested in a high MRR score for the
passage/segment retrieval (with the ideal being a score of 1) while a lower score for the
document retrieval is also acceptable since in this case the goal is to retrieve relevant
documents in the top-ranked results, rather than only in the first rank. The experimental
results reported next are evaluated using S@n as it gives more clearly an overview of the
achieved performance at the top ranks.
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4.4.2 Evaluation results
The IR performance was measured for all the languages it supports for the health-related
Web page retrieval: Spanish for UC2; German and Polish for UC1. The tables below present
the mean success metric score for questions evaluated in the 2nd prototype with respect to
both paragraph and segment retrieval.
The Spanish evaluation set consists of 20 different questions from which up to two
alternative formulations are used. These alternatives have the same meaning but they are
expressed with a different wording. For German and Polish, we evaluated nine and eight
different questions, respectively. Up to two alternatives were used for these languages as
well. The difference in the performance between the two language models is also shown.
Table 10. Three-stage passage retrieval for Spanish

Spanish

Language model

(Document-paragraph based)

LMD

LMJM

Mean
S@1

Mean
S@2

Mean
S@1

Mean S@2

Paragraph retrieval

67%

83%

75%

89%

Segment retrieval (without QE)

67%

78%

67%

81%

Segment retrieval (with QE)

72%

86%

69%

75%

Table 11. Three-stage and context-based passage retrieval for Spanish

Spanish

Language model

(Document-paragraph & context based)

LMD

LMJM

Mean S@1

Mean
S@2

Mean
S@1

Mean
S@2

Paragraph retrieval

69%

83%

69%

86%

Segment retrieval (without QE)

67%

78%

67%

78%

Segment retrieval (with QE)

75%

86%

72%

75%

When retrieving Spanish documents, we observe that LMJM language model outperforms
the LMD model in the paragraph retrieval stage, while this situation is reversed in the
segment retrieval stage, especially if we apply query expansion techniques. Query expansion
increases the mean S@1 performance in all language model configurations. An explanation
could be that the query expansion framework achieves its goal of detecting proper implicit
terms that are not literally defined in the user question. By focusing our attention on the
first retrieved segment, applying query expansion is the best option for the Spanish
scenarios.
Document-paragraph and context based retrieval methods have similar performance, except
for few cases, for example the mean S@1 for the LMD model where context retrieval in a bit
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more efficient. In any case, the IR module achieves a satisfactory percentage above 70% in
most cases, although there is still room for improvement.
Table 12. Three-stage passage retrieval for German

German

Language model

(Document-paragraph based)

LMD

LMJM

Mean
S@1

Mean
S@2

Mean
S@1

Mean
S@2

Paragraph retrieval

93%

93%

53%

73%

Segment retrieval (without QE)

87%

93%

33%

53%

Segment retrieval (with QE)

93%

93%

53%

67%

Table 13. Three-stage and context-based passage retrieval for German

German

Language model

(Document-paragraph & context based)

LMD

LMJM

Mean
S@1

Mean
S@2

Mean
S@1

Mean S@2

Paragraph retrieval

93%

93%

53%

80%

Segment retrieval (without QE)

87%

93%

33%

53%

Segment retrieval (with QE)

93%

93%

47%

67%

With respect to the retrieval of German paragraphs/segments, there is a significant gap in
performance between the two language models, with LMD being the most effective. This
difference can be noticed regardless of the other settings. Query expansion improves the
retrieval system, while there is little difference in using context-based retrieval. The system
delivers a maximum percentage of 93% (in terms of mean S@1), an almost perfect
performance.
Table 14. Three-stage passage retrieval for Polish

Polish

Language model

(Document-paragraph based)

LMD

LMJM

Mean
S@1

Mean
S@2

Mean
S@1

Mean S@2

Paragraph retrieval

42%

50%

42%

50%

Segment retrieval (without QE)

42%

42%

25%

30%

Polish retrieval results are far from being satisfactory, especially when compared to the
potential shown in the two other languages. LMD can be considered as the optimal model
for the segment retrieval. On the other hand, no discrimination can be made between the
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language models concerning the paragraph retrieval. In order to improve the Polish results, a
number of enhancing activities are foreseen and are currently under development including
the expansion of the Web-based document collection, the application of query expansion
approaches, and the enforcement of 2nd scraping alternative, which has not been enforced
when this evaluation performed.

4.5

IR evaluation using a ground truth dataset

4.5.1 Annotation tool 16
So far, the evaluation of the IR component has been done manually for each of the retrieval
methods by examining the top retrieval results and determining their relevance based on
the documents/segments indicated by end-users as correct responses. However, this
process is very time consuming as the evaluation has to be performed separately for each
method, without being able to automatically re-use previous assessments. It is also
performed by evaluators different to end-users and thus may not fully capture the answers
required by the end-users. The evaluator reads the documents/segments returned as topranked answers by the IR service and evaluates their relevance to the specific question
having as guide the provided document/segment by end-users.
To tackle this problem, an annotation tool has been developed which will enable end-users
to easily create a ground-truth dataset of reliable answers and thus, automate the
evaluation process of our IR component. Through the annotation tool, end-users can define
and mark snippets within documents which are suitable answers to user questions. The
annotation tool (depicted in Figure 12 and Figure 13) provides a user-friendly interface,
where the user can select a question, get the relevant document retrieved by IR component,
and provide annotations in an easy and straightforward way.
To prepare this tool, we have used the open source BioASQ annotation tool 17, which was
made available for the BioASQ challenge on biomedical semantic indexing and question
answering. As it fits well our requirements, we configured it and adjusted it to serve our
needs.
To sum up, the main technologies used to develop the annotation tool are the following:
-

Bootstrap CSS framework 18, an open-source tool for designing pleasant user
interfaces for websites and Web applications.

-

AngularJS 19, a JavaScript-based front-end framework for building dynamic
applications.

-

Node.js 20, a framework for build scripts in the server side using JavaScript.

The users’ annotations are saved in a MongoDB database in a format containing all
necessary information including the document URL and the snippet.
16

http://160.40.51.32:8000 The IR annotation tool guidelines can be found in Appendix A (online available at
http://mklab-services.iti.gr/kristina_annotation_tool/IR_annotation_tool_guidelines.pdf).
17
https://github.com/BioASQ/AnnotationTool
18
http://getbootstrap.com/
19
https://angularjs.org/
20
https://nodejs.org/
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4.5.2 Annotation process
In order to ensure the reliability of the annotation process, a number of end-users have been
engaged to create the annotations. In particular, we have involved two end-user annotators
for Spanish, one for German, and one for Polish topics. Since the set of Spanish topics is
quite large, the two Spanish annotators have divided questions into two equal parts.
IR annotation guidelines have been created to guide users through the annotation tool and
instruct them how to proceed at each step of the annotation process. In particular, users are
initially directed to a Web page with a list of topics, each representing a question category.
When a topic is selected, its related questions are presented (Figure 8). By proceeding to the
next step, these questions are sent to the IR component and the 5 top-ranked documents
retrieved in response to each question are returned in a separate Web page (Figure 9). A
separate tab is also available containing the annotated snippets which have been marked as
correct answers for the specific question topic; at first, no snippets are annotated. By
selecting one of the documents, its content is presented on the right side. Users have to go
through all documents and annotate the passages that answer the specific topic (and thus its
related questions) by marking the relevant passage. The annotation is done at sentence-level
marking complete sentences, starting from a full-stop and ending to a next full-stop. Parts of
sentences are not considered as acceptable answers, based on the assumption that a full
sentence is the smallest segment capable of answering a conversational topic in the
KRISTINA domain. In addition, accepting sentence fragments as possible answers would
substantially complicate the evaluation process, given in particular that the developed IR
methods do not return partial sentences and thus optimal performance would not be
achievable.
For each topic, users are also asked to explain their decisions to annotate specific passages
as relevant or not in a text box, named “Topic answer description”, so that the justification
of their selections is recorded and available for other annotators.
As future work, we plan to include more annotators in the annotation exercise. This way, we
can enhance the validity of annotators’ answers, e.g., in cases that a passage has been
neglected or a wrong passage has been considered as correct.
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Figure 12. Question tab in IR Annotation Tool
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Documents tab

Snippets (Annotations) tab

Document
content

Example
of
an
already
annotate
d snippet

Figure 13. Answer tab in IR Annotation Tool

4.5.3 Evaluation methods
Passage retrieval evaluation metrics against ground truth datasets have been proposed in
the context of the HARD track in TREC (Allan, 2005), the INEX ad hoc track (Kamps et al.,
2007), and the TREC Genomics track (Hersh et al., 2006). The proposed metrics typically use
the number of characters from the annotated relevant passages that are also found in the
top retrieved passages for evaluating systems. The proposed character-level measures are
generally similar to traditional document-level measures, but use characters as opposed to
documents.
Such metrics measure the amount of relevant information retrieved in terms of the length of
relevant text retrieved. More formally, let 𝑝𝑝𝑟𝑟 be the passage retrieved at rank r in the
retrieval list. Let rel_size(𝑝𝑝𝑟𝑟 ) be the length of highlighted (relevant) text contained by 𝑝𝑝𝑟𝑟 in
characters (if there is no highlighted text, then rel_size(𝑝𝑝𝑟𝑟 ) = 0). Let size(𝑝𝑝𝑟𝑟 ) be the total
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number of characters contained by 𝑝𝑝𝑟𝑟 , and let size(𝑞𝑞𝑟𝑟 ) be the total amount of (highlighted)
relevant text for topic q that overlaps with passage 𝑝𝑝𝑟𝑟 .

As we are interested only in the top-ranked answer passage, we measure precision and
recall at rank 1 as follows:
𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃 @1 =
𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 @1 =

rel_size(𝑝𝑝1 )
size(𝑝𝑝1 )

rel_size(𝑝𝑝1 )
size(𝑞𝑞1 )

(12)
(13)

These metrics are based on the assumption that each annotated passage contains sufficient
information as to satisfy the user and therefore, we need to measure how much of the
information in an annotated passage is covered by the top-retrieved passage. These two
metrics are also combined to produce an F1-score (similarly to Section 3.2.4).
In addition to these passage-retrieval metrics, the evaluation metrics for document and
paragraph retrieval outlined in Section 4.4.1 are also be applied for assessing the
effectiveness of the earlier stages of the three-stage retrieval model.
4.5.4 Evaluation results
This section presents the evaluation results based on the ground truth annotations collected
thus far. As the user annotation is still on-going, the presented results are preliminary and
further evaluation experiments will be performed in the coming months based on the
complete ground truth annotation datasets. As the annotation for the German and Polish
languages has not yet been completed, we will only report our results for the Spanish
language. It should be noted, though, that the first annotation for the Spanish language has
only been completed very recently and therefore the presented results are preliminary;
further, extensive experiments will be reported in upcoming deliverables (e.g., D7.5 Final
System).
The following passage retrieval methods are evaluated: (i) two-stage (document-based)
passage retrieval, (ii) three-stage (document-paragraph based) passage retrieval, and (iii)
context-based passage retrieval. For all these methods, we extracted the top-N documents
retrieved by the LMD model and the top-N documents retrieved by the LMJM model, and
then used their union as the final document set for extracting the relevant passages. For the
three-stage methods, similar to the document retrieval phase, we also retrieve the union of
M paragraphs retrieved by the LMD and LMJM models in the paragraph retrieval stage. In
the ultimate passage retrieval stage, the final passage score is the normalised sum of the
two language models scores. It should be noted that all the calculated metrics are averaged
over all evaluated questions. By including all different alternatives, a list containing 171
Spanish questions was available for evaluation.
As the document retrieval stage is the same for all aforementioned passage retrieval
methods, we first evaluate this stage for two different settings of the N parameter. The
results in Table 14 indicate a high precision when N=3 (38.28%), whereas a higher probability
of retrieving a relevant document reasonably exists when N=5 (87.72%). In any case, a mean
S@N above 84% shows that in most questions at least one document containing one or
more relevant passages has been retrieved, and as a result a focused passage search in this
document set would be more beneficial that simply searching the whole passage index.
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Table 15, Table 16 and Table 17 report the performance of the two stage (document-based),
three stage (document-paragraph-based), and context-based passage retrieval methods,
respectively. As a general observation, the passage retrieval methods that apply a
paragraph-based filtering step (i.e., the three-stage and the context-based methods)
outperform the two-stage method. This indicates that the additional paragraph-based
filtering step is beneficial for reducing the noise in the results and both models retrieve at
least one paragraph containing a relevant passage in their top results for over 74% of the
considered questions. Out of these two methods, the three-stage passage retrieval method
outperforms all other methods in both paragraph and passage retrieval stages. Especially
when comparing the three-stage to the two-stage passage retrieval method, the difference
in the passage retrieval F1-score is significant (28.02% compared to 24.02%); this further
justifies the use of the more advanced three-stage method.
In addition, our experiments indicate that restricting passage search to a small set of
documents and paragraphs is more effective. In most cases the best option is to select an N
value equal to 3 for the document retrieval stage and an M value equal to 2 for the
paragraph retrieval stage. The only exception is the context-based retrieval where the
optimal F1-score arises when we retrieve 5 documents (in combination with 2 paragraphs)
from each language model instead of 3. In a similar pattern to the document S@N,
paragraph S@N increases as we increase the number of retrieved paragraphs.
Table 15. Performance in the document retrieval stage
N Documents

Document
Precision

Document
S@N

3

38.28%

84.80%

5

30.75%

87.72%

Table 16. Performance of the two stage (document-based) passage retrieval method
N Documents

Passage
Retrieval
Precision @1

Passage
Retrieval
Recall @1

Passage
Retrieval
F1-Score @1

3

30.08%

23.32%

24.02%

5

27.46%

21.26%

21.86%

Table 17. Performance of the three stage (document-paragraph-based) passage retrieval method
N Documents

M Paragraphs

Paragraph Paragraph
Precision
S@N

Passage
Retrieval
Precision @1

Passage
Retrieval
Recall @1

Passage
Retrieval
F1-Score @1

3

2

31.34%

64.91%

35.23%

26.62%

28.02%

3

27.91%

70.18%

34.06%

26.10%

27.29%

5

23.28%

74.27%

34.06%

26.10%

27.29%
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5

2

29.04%

61.40%

32.77%

25.63%

26.75%

3

26.33%

69.01%

32.29%

25.28%

26.31%

5

22.50%

75.44%

31.12%

24.75%

25.58%

Table 18. Performance of the context-based passage retrieval method
N Documents

M Paragraphs

3

2

30.36%

3
5

Paragraph Paragraph
Precision
S@N

Passage
Retrieval
Precision @1

Passage
Retrieval
Recall @1

Passage
Retrieval
F1-Score @1

63.74%

34.09%

25.13%

26.68%

26.86%

69.59%

32.44%

24.34%

25.61%

5

23.19%

74.27%

32.16%

23.93%

25.27%

2

28.80%

62.57%

33.42%

25.63%

27.08%

3

26.10%

67.84%

30.67%

23.52%

24.63%

5

22.25%

73.68%

29.22%

22.58%

23.56%

Overall, the results of these preliminary experiments are promising, particularly for the
document and paragraph retrieval stages. Several enhancing activities are foreseen and are
currently under development including the application of the SDM model and query
expansion at all stages of the retrieval process (document, paragraph, and passage), the
incorporation a concept-retrieval model, and passage augmentation at the final stage of
passage retrieval.
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5

KRISTINA-TAILORED LOCATION-BASED SEARCH SERVICES

In the scope of 2nd prototype, we encountered questions that requested the development of
new search/information retrieval services such as:
•

Questions that request the available events in a location, particularly a city.

•

Questions that request the nearest places of interest given a location and the type of
the places of interest.

•

Questions that request the weather forecast given a location and a date.

An outline of the location-based search services is depicted in Figure 14.

Figure 14. Location-based search services

Events service
The events-service gets a city as an input and returns a URL of a Web page listing events for
the requested city. The service is based on a pre-defined list of events, either generic or
baby-oriented ones, depending on the use case scenario, and their respective URLs
Nearest places of interest service
The nearest place service returns a collection of nearby places of interest according to a
location the user has determined. The user input can have two different forms: a) a name of
a known place e.g. a town and b) a tuple of exact latitude-longitude coordinates. The types
of places of interest that would be retuned can be also configured in the user request. The
answer contains the nearest places names along with their coordinates. The service calls the
Google Places API 21 to retrieve the requested information. This Web service, using a simple
HTTP request, provides with data existing in the same database used by Google Maps.
Weather forecast service

21

https://developers.google.com/places/Web-service/
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This service, given a town and the desired date range (with a starting and an ending time),
answers with the corresponding weather forecast. The data collection for this service is
made in a PostgreSQL database using a ready infrastructure (Hilbring, 2013) developed for
the PESCaDO project 22. This data collection application runs on a daily basis to update the
existing weather predictions and uses the 52°North implementation of the Sensor
Observation Service (SOS) server 23. Along with the time interval for which the forecasts refer
to, the following weather measures are provided to the user by the service:

22
23

•

Wind speed

•

Wind direction

•

Humidity

•

Pressure

•

Temperature

•

Sky condition

http://pescado-project.upf.edu/
https://wiki.52north.org/SensorWeb/SensorObservationService
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6 CONTENT EXTRACTION
The initial version of development towards the content distillation took place during the first
reporting period. Specifically, early extraction of medical named entities and predefined
medical concepts relevant to the KRISTINA project had been tackled, along with early work
on extraction of relations that links them. The pipeline development has matured since then,
while the results of the method have been presented in a paper that has been accepted for
publication (Mavropoulos et al., 2017). Relevant details have already been shared in D5.3
(Section 4.1), while in D8.5 there is information on its evaluation against other proposed
methodologies for the needs of the prototypes’ first evaluation. The advancements in
comparison with the previous version include: i) a more robust concept extraction process,
enhanced with the integration of the DBpedia Spotlight service, ii) an extended patternbased relation extraction component, comprising of new finite state automata that assist in
better extracting relations with regards to the original graphs in D5.3, iii) a new machine
learning-based relation extraction module, and iv) a new fusion component that combines
the output of the previous two and results in an efficient hybrid system. It should be noted
that the development for concept extraction and relation extraction has been performed
solely for the English language, since the English resources abound compared to other
languages. The adopted approach will utilise the extracted information to formulate
ontological-compliant structures to populate the KB which is language independent; hence
the extracted information is sufficient. In the present section we will further elaborate on
the final development and the latest version of the tools.
An outline of the content extraction pipeline is depicted in Figure 15.

Figure 15. Content extraction pipeline

6.1

Named entities and concept extraction

6.1.1 Overview
The Named Entity Recognition (NER) component’s performance is crucial in the successful
extraction and categorisation of Named Entities of medical nature and the same applies to
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the extraction of the respective concepts. To successfully extract probable relations that
exist between medical concepts, first there needs to be a solid concept identification
procedure that will guarantee that the maximum amount of related entities is found in any
given text. For instance, in the sentence:
Chest x-ray revealed mild pulmonary edema, this task allows recognising that “Chest x-ray”
and “pulmonary edema” are two “medical concepts”.
The focus in this section will be on the latest development of the module; it involves the
integration of the DBpedia Spotlight service that complements the Metamap 24 service on
the concept extraction task. These two services, along with the Stanford coreNLP software
handle adequately the project’s needs for NER and concept extraction.
6.1.2 Approach
As described in detail in Section 4.1.3.2 of D5.3, we initially apply named entity recognition
to the target corpus (text derived from medical-oriented Web pages, indicated to us by the
end-users) in order to extract information that can facilitate the medical entity retrieval. In
the next step we parse the corpus searching for lexical units that form medical concepts,
which will ultimately serve as the target entities of our method. The parsing is handled by a
tool that leverages semantically rich online databases and custom gazetteers. It annotates
the medical concepts with appropriate tags which will be later used by both the patternbased and the machine learning-based modules in order to calculate the type of relationship
that exists between the two. The output of the latter procedure is a triplet consisting of the
two concepts (extracted by the abovementioned tool) along with the respective relation
type that binds them.
6.1.3 Implementation in KRISTINA
Because of the NER and concept extraction component’s influence in the relation extraction
pipeline, it was important to adopt a robust and efficient methodology which made use of
acclaimed tools. A well trusted and proven tool for NLP applications is offered by the
Stanford University in the form of the coreNLP suite.
As such, since the first reporting period, the NER task of KRISTINA has been handled by the
implementation found in the API of this tool, while delivering solid results. The target text is
initially fed to the coreNLP tool where it gets enriched with NER annotation, mainly with
Proper Noun and Location tags. The produced annotations are then exploited by a rule policy
that combines the marked entities with specific contextual lexical units of high frequency (in
medicine), like disease or syndrome, in order to rate the ensemble as candidate concept
term. The medical concepts that may be retrieved using the above approach include
conditions such as “Stockholm Syndrome”, “Cotard Delusion” or “Alzheimer's Disease”.
To tackle the concept extraction task, the online tool Metamap is used in order to recognise
and tag the relative concepts that appear in medical texts with UMLS (Unified Medical
Language System) annotation. The medical content offered by the service is lavish and the
categories of the incorporated concept types vary considerably. This variety allows for
extensive coverage of different medical themes but may also introduce excessive “noise”

24

https://metamap.nlm.nih.gov/
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and ambiguities when using the whole set of available concept types only to satisfy specific
conditions. That was the deciding factor behind our choice to only adopt some of the
available concept types, which we present below:
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•

AcquiredAbnormality
AnatomicalAbnormality
Antibiotic
Bacterium
BiomedicalOrDentalMaterial
CellOrMolecularDysfunction
ClinicalDrug
CongenitalAbnormality
DiagnosticProcedure
DiseaseOrSyndrome
DrugDeliveryDevice
Food
InjuryOrPoisoning
LaboratoryProcedure
MedicalDevice
MentalOrBehavioralDysfunction
NeoplasticProcess
PathologicFunction
PatientOrDisabledGroup
PharmacologicSubstance
SignOrSymptom
TherapeuticOrPreventiveProcedure
Virus

Additionally, the concept extraction component underwent a major extension with the
integration of the DBpedia Spotlight service to our framework. The procedure has been
completed and has been fused with the already available Metamap output, which presented
further improvement on the concept extraction accuracy. We elaborated earlier why the
concept types extracted from the Metamap service have been limited to the ones of
immediate interest. The same applies to the DBpedia Spotlight ones and as such, we only
adopt those closely related to the medical field:
•
•
•
•
•
•
•
•
•
•
•

AnatomicalStructure
ChemicalStructure
Disease
Drug
Database
Protein
Species
unknown
Schema:Hospital
ChemicalSubstance
Drug
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•
•

Protein
Biomolecule

It should be noted that the UMLS annotation is always given priority over the DBpedia
Spotlight one, which is only applied to concepts that have not been annotated by Metamap.
The main reason behind the prioritised decision is the fact that Metamap is a service
dedicated to the medical field, while DBpedia Spotlight being a generic NER suite, addresses
a great variety of non-medical concept types.
After the text annotation process is complete, the component’s output is passed on to the
relation extraction module, where a hybrid system is responsible for inferring specific
relationships that may govern two medical entities found on the same sentence, as
described in Section 6.2.
6.1.4 Results and evaluation
As for the evaluation results, the experiments we conducted were focused on the added
value that the DBpedia Spotlight service offers to the concept extraction module. The
pipeline for the named entity component, as reported in D5.3, remained unchanged, since
the results concerning the extracted entities are considered satisfactory (Table 14).
The enhanced concept extraction module was evaluated on the Medline dataset, since its
medical content matches the scope of data that the KIRSTINA agent processes. The dataset
comprises of a set of sentences with inline annotated medical concepts which we consider
as the ground truth. After the corpus is parsed with the Metamap/DBpedia annotation, the
extracted (predicted) concepts will either match the ground truth concepts perfectly or
partially. To cope with the specific issue, we measure the concept extraction performance
based on the following evaluation metrics:
•
•
•

Precision: the percentage of the predicted concepts that have been matched at least
partially in the ground truth concepts.
Recall: the percentage of the ground truth concepts for which at least a part of it
exists in the set of the predicted concepts.
Total Recall: the percentage of the ground truth concepts which exactly match one of
the predicted concepts. In this recall variation, a ground truth concept must exactly
match a predicted concept.

It is evident from Table 15 that extending the concept set using the DBpedia Spotlight
service improves the performance in all evaluation metrics. We can conclude from these
tests that DBpedia Spotlight concepts can definitely act as a complement to the Metamap
ones, since DBpedia Spotlight spots concepts in text segments where Metamap was unable
to detect any.
It should be noted that the difference in concept extraction results between Recall and Total
Recall is due to the broader concept annotation strategy that is found in the specific Medline
dataset. An example sentence taken from the dataset follows that illustrates this difference:
•

A comparison of <TREAT> continuous infusion of alteplase with double-bolus
administration </TREAT> for <DIS> acute myocardial infarction </DIS>.
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While the editors of the Medline corpus annotated the sequences “continuous infusion of
alteplase with double-bolus administration” and “acute myocardial infarction” as single
concepts, we treat only parts of these cases as such. We consider that the lexical units that
should be annotated in order to meet the KRISTINA requirements are limited to “infusion of
alteplase” and “myocardial infarction”. Another example that emphasises on the different
approaches to concept extraction and is relevant with the KRISTINA “vaccination” use case
scenario is found in the following sentence:
•

The <TREAT_PREV> heptavalent pneumococcal conjugate vaccine </TREAT_PREV> is
safe and highly effective in preventing <DIS_PREV> pneumococcal meningitis and
bacteremic pneumonia </DIS_PREV> in young children < 2 years of age.

We consider that the Medline annotated concept “pneumococcal meningitis and bacteremic
pneumonia” are two different medical concepts and treat them accordingly: i)
“pneumococcal meningitis”, and ii) “bacteremic pneumonia”.
Table 19. Named Entity extraction results

Precision

Recall

F-measure

0,760563

0,864

0,808989

Table 20. Concept extraction results

6.2

Precision

Recall

Total Recall

Metamap

0.6168996188055909

0.7738838214114259

0.4210273643783005

Metamap +
DBpedia

0.6419346670043049

0.9116658665386462

0.5021603456553049

Relation extraction

6.2.1 Overview
Relation Extraction in KRISTINA is addressed by a hybrid methodology which handles medical
texts and involves fusion of the output originating from a pattern-based and a machine
learning-based component. Initial efforts involved a simple framework whose sole purpose
was to test the pass-through capability of communicating the data to the Knowledge Base
and mapping it to the ontologies. Subsequently, this evolved into a fully-fledged prototype
capable of merging the output of two different components and fusing their results based on
a sophisticated weighting system. The methodology is inspired by another hybrid system, as
found in (BenAbacha, 2015) but enhanced with novel approaches to both pattern-matching
and weighting modules. The twofold contribution is manifested in the use of node-based
finite state automata (FSA), instead of regular expressions which is the norm. FSA can
include information like the part of speech (POS) and the inflection of a lexical unit or even
contain whole gazetteers of words inside a node. Also, we introduced and tested the use of a
Random Forests (RF) classification model, which initially provided the weighted fusion values
for the pattern-based and machine learning (ML) modules of the relation extraction
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framework based on its operational performance on the training set, with the use of the outof-bag (OOB) error estimate. We concluded that the success ratio of the RF model is largely
dependent on the chosen feature set and under certain circumstances provides an edge in a
weighting system.
6.2.2 Approach
In this section we present the final framework for the medical relation extraction problem,
which is illustrated in Figure 16. The task is handled by following a two-pronged approach,
which involves the use of two main modules for extracting relations; a pattern-based and a
machine learning one. There is also a new addition to the pipeline, a third main module, the
weighting one, which caters for the fusion of the predicted relations that are provided by the
two aforementioned modules.

Figure 16. Proposed relation extraction framework

Pattern-based module. The general approach has already been detailed in 4.2.3.2 of D5.3,
so only a brief summary of the main methodology is presented here.
The framework uses traditional NLP methods like tokenisation, POS tagging, NER, chunking,
normalisation to break down the input text to a form suitable to be exploited by both the
machine learning-based and the pattern-based components. The latter uses manually
constructed finite state automata (or “graphs”), in order to have the most adequate
language description possible, with respect to the treated medical content. The FSA are
tuned to detect linguistic patterns found in sentences that contain expressions of the
<treatment>, <problem> or <test> type, along with the accompanying relation that links
them. As soon as an entity pair matches the criteria that are described in one of the
patterns, the appropriate relation label is appointed. To this end, the versatility offered by
our method allows the human editor to exploit information like the grammatical attributes
of lexical units, such as their POS, their inflection or take advantage of the ability to enclose
word gazetteers in the FSA nodes. Additionally, the creation of user constructed dictionaries
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is also supported, which permits the creation of custom ones populated with specialised
entries such as “disease” or “treatment” terminology.
Ambiguity constitutes a serious issue when dealing with natural language and relation
extraction is not an exception to the rule. Each relation targeted by the module is being
represented by a number of dedicated, manually constructed patterns that locate medical
entities/concepts, which appear in pairs in a sentence. In order to counter ambiguous cases,
since different relations can be expressed in similar manners, a system was devised, where
each graph that represents a relation is also annotated with a specific label ranging over 3
levels (i.e. a higher specificity value is allocated to the pattern that has the more detailed
representation of the lexical context). The pattern scores that correspond to the assigned
labels were determined empirically and take the values of 1 for the most specific relation
type pattern, 0.75 for a fairly specific one and 0.50 for low specificity patterns (i.e. R1=1,
R2=0.75, R3=0.50, with R1 being the most specific relation (R)). This weighting scheme
allows a greater degree of versatility when dealing with multiple possible matches for the
same sentence. Using the aforementioned method, while simultaneously maintaining a
concise and rigid score allocation policy, ambiguous matches are handled successfully, since
for each case there is always only one highest ranked allocated pattern. The pattern scores
as seen above are later also used in the weighting module when deciding on the fusion of
the two relation extraction modules’ output.
Machine learning module. As already explained in the previous section, the problem that we
are trying to solve is to identify the relation between two given entities that are found in a
sentence. To overcome the challenge in KRISTINA, besides the pattern-based module,
machine learning techniques are also used. The machine learning-based approach for the
extraction of disease-treatment-test relations was first described in 4.2.3.2 of D5.3. In the
present section we elaborate on the module development with additional information on
feature selection.
The development procedure is the typical one when working with supervised models. The
models are dependent on a dataset which consists of a training test and a test set. The
training test is used to train the ML classifier and then its performance is tested using the
test set, with the goal to build a model that can later be applied to new datasets while
retaining solid performance. The training process requires the use of selected features that
will represent the data and in our case these are textual information. They fall into three
types: lexical, morphosyntactic and semantic features.
The lexical features include entity-related information: the words that constitute the target
entities (these are the concepts extracted during the concept extraction phase), words in
their close vicinity, either before or after them, as well as the respective lemmas. The
morphosyntactic features include the POS of the lexical units in question, the number of
words that form each entity, the verbs before, after and between the entity pairs. The
semantic features refer to the concepts associated to the target entities, as well as those
found in the immediate context; before, after and between them. The concept type and
possible semantic relation are derived from online knowledge resources. Another
representation feature that is also taken into consideration is the main entities’ position in
the phrase.
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When testing the trained model, for each unknown relation type that is encountered, the
system produces a prediction in the form of probability scores. The highest score is kept and
forwarded to the next module of the pipeline, the weighting one, where it will be reevaluated along with the outcome of the pattern-based part.
Weighting module. With both prediction scores of the relation extraction modules available,
a decision needs to be made on which of the two best represents the specific relation found
in the specific sentence. The purpose of the present module is to calculate this fused
probability score after computing the results, while taking into consideration the relation
type representation particularities, with some types being more numerous than others.
When evaluating the results of the previous modules, it becomes immediately apparent that
the pattern-extracted relations are mostly needed when dealing with underrepresented
relation types, where the training examples were too few to train the classifier adequately.
In major relation types, the ML scores were already very accurate. ML is the method of
choice for this task as well, with two fusion models having been evaluated. They were both
utilised during the project’s timespan, each at different points, since their success rate was
dependent of the feature set used at the time. All relevant details are introduced in the
implementation section (6.2.3).
6.2.3 Implementation in KRISTINA
Since the first prototype, the use case scenarios have been extended and thus, additional
features had to be implemented to ensure that KRISTINA, besides communicating
information on medical subjects like symptoms or diseases (causes of low back pain or
diabetes), is also able to provide information on other healthcare aspects like vaccination
(vaccine side effects). In what follows, we describe the adaptation of the framework to
handle use cases similar to the aforementioned ones and how the extracted concepts are
paired with the respective relation in order to form a triple that populates the KB. The stored
information will be ultimately used to satisfy relevant user needs since it will correspond to
use case questions.
Specifically, in this section we demonstrate how the two KRISTINA relation extraction
modules are handling medical datasets, the way the results are calculated, as well as the
operational capability of the fusion module that weights the respective scores.
The two relation extraction modules parse the input text searching for specific relation
types, eight in total, as found in the relation extraction task of the 2010 i2b2/VA challenge.
The focus of the specific contest is considered to be an ideal match for the KRISTINA project,
since its medically inclined character utterly conforms with the project’s needs. The task
required the extraction of eight types of semantic relationships, namely TrIP, TrWP, TrCP,
TrAP, TrNAP (Treatment Improves/Worsens/Causes/is Administered for/is Not Administered
because of Problem, respectively), TeRP, TeCP (Test Reveals/Conducted to investigate
Problem) and PIP (Problem Indicates Problem), found between the medical concepts of the
deidentified discharge summaries contained in the given dataset. This further 3-way
classification (treatment-problem, test-problem, and problem-problem) in particular, was
crucial in being able to easily adapt our initial system pipeline (trained on the 2010 i2b2/VA
corpus) to a second corpus/dataset (based on the Medline 2001) which allowed for further
training/testing. The extra procedure allowed for better fine-tuning of the modules,
especially the pattern-based one, resulting in improved results.
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Pattern-based module. As already described in 4.2.4.2 of D5.3, the basic tool for the
creation of the FSA used in our approach is the modular corpus processing suite Unitex 25.
The included FSGraph module enables the construction of rich in linguistic information nodebased graphs that exploit lexical resources like integrated dictionaries, POS tagging, regular
expressions, and a multitude of linguistic filters (e.g. the feminine plural forms of an
adjective). The nodes can even include whole graphs and custom dictionaries.
In order to collect the necessary content to populate the lists that were used in the custom
dictionaries, a corpus of adverse drug event annotations called Cadec (Karimi et al., 2015)
was consulted, as well as a number of well acclaimed online resources; the list of websites
included URLs like the Wikipedia, the official United States CDC site, and MedicineNet.com.
The contents of the abovementioned lists were converted to a Unitex compatible dictionary
format (Figure 17) and were used as a complementary custom resource, as seen in Figure 18,
to the public ones that are distributed by default with the software suite.

Figure 18. Lexical resources in Unitex

Figure 17. Conversion to Unitex compatible
format

A preparatory step that was necessary in order to convert the input texts in a pattern
recognition friendly format, was their annotation with the Metamap and DBpedia concepts.
By having the medical entity html tags in the text, the patterns-based graphs treat them as
anchors, in order to search for possible relations between the two and extract them.
To illustrate the way the FSA can represent a corpus of medical interest like those that are
being processed by KRISTINA, an example is provided below. Provided that the following
phrase is the input to the pipeline:
 He had been noting night sweats, increasing fatigue, anorexia, and dyspnea, which
were not particularly improved by increased transfusions or alterations of hydroxy
urea.
The system will utilise the automaton of Figure 19 to handle the relation extraction
procedure and will produce one or several annotation enriched output sentences,
25

http://www-igm.univ-mlv.fr/~unitex/
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depending on the specific conditions that apply in each case. In the present example, the
representation will be exactly as follows (E1=entity1 and E2=entity2, which are mapped from
Metamap or DBpedia):
 He had been noting night sweats, increasing fatigue, anorexia, and
<E2>dyspnea</E2> which were not particularly <TrWP2>improved by</TrWP2>
<E1>increased transfusions</E1> or alterations of hydroxy urea.

Figure 19. Finite state automaton representing the “TrWP” relation type

All boxes that are marked with grey colour enclose extra content in the form of a secondary
graph with similar formalism to this one, which when summoned, contains information
relevant to their title. For example, the nodes “disease/signORsymptom” and
“treat/cadec_drug/gene_unknown” enclose the respective dictionaries, while the nodes
“negation”, “possession”, “conjunction” describe the respective syntactic functions. And
lastly, the white node, which is the only one not evoking a secondary graph, is determining
the output of the box, which in this case is the relation type <TrWP2> (Treatment Worsens
Problem with level 2 specificity).
In total, the number of constructed FSA amounts to 350, including the assistive graphs that
are used to manage contextual information, like lexical units which are found in close vicinity
of the medical entities. OF those 350, around 24 represent the TrAP category, 16 represent
the TrIP category, 27 represent the TrCP category, 10 represent the TrWP category, 15
represent the TrNAP category, 26 represent the TeCP category, 22 represent the TeRP
category, and 44 represent the PIP category.
It should be noted that there has been an evolution in the construction of the patterns, with
graph improvements being implemented only after the 2nd prototype. The main reason
behind the changes is that initially the whole pipeline was run and optimised on the 2010
i2b2/VA corpus, while later it was also tested on the Rosario and Hearst (2004) one, which
allowed for further fine-tuning of the pattern representation scope. The shift was deemed
necessary in order to include a broader selection of language variety. The language used in
the i2b2 dataset originates from discharge summaries which do not always conform to
normal syntax and are also full of abbreviations. On the contrary, the language used in the
latter corpus (the files were obtained from the MEDLINE 2001 corpus) follows a more
familiar path, with basic syntax being respected most of the time.
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To achieve parity between the two datasets it was imperative to be able to identify relation
types and exactly match them, content-wise. The relation types found in the i2b2 dataset
amount to 8, while there are only 3 in the Medline 2001 corpus. To cope with the issue, we
categorised the relations based on their corresponding semantic content using a structure as
found in Table 16:
Table 21. Correspondence of relation types found in the Medline 2001 and 2010 i2b2/VA datasets

Medline 2001

2010 i2b2/VA corpus

Cure

TrIP

Prevent

TrAP, TeCP, TeRP

Side effect

TrCP, TrWP, TrNAP, PIP

Machine learning module. In the present section we will provide details on the module
development, the tools that were used to run the experiments, mention the challenges that
were encountered during its development and what decisions were taken to counter them.
The machine learning algorithm that was selected to train KRISTINA’s supervised learning
model for the relation classification task belongs to the Support Vector Machine (SVM)
family and is called LibSVM (Chang and Lin, 2011). The implementation of the wrapper class
is the same as the one contained in the Weka ML tool, which we used to conduct all our
experiments with. The classifier, as already mentioned in 6.2.3, was trained on the 2010
i2b2/VA challenge dataset. For evaluation purposes, the results were measured with the
established metrics method of Recall, Precision and F-score.
The system was trained using one binary classifier (mono-class) for each relation type. This
means that eight different models were used for each target relation, instead of one model
for all relation types (multi-class). Both methods were examined and the mono-class model
outperformed the multi-class considerably (Table 17). The main SVM parameters C and
gamma, received values of 1 and 0, respectively.
Moreover, during development and mainly since D8.5, there have been numerous
improvements made on the implementation of the method. The machine learning module
has been enhanced with additional features which have rendered it capable of achieving
even better performance than the one presented during the 1st prototype evaluation,
improving past results by almost 2.5%. The aforementioned new features include the bag-ofwords (BOW) representation, a problem/treatment/test concept label derived by Metamap
annotations and the exploitation of relevant lexicons. Towards the final stages of the tool’s
development, the annotation was enhanced with tags derived from the DBpedia Spotlight
service as well. These were treated identically as the ones obtained from the Metamap
service. To further detail the feature extraction process, in the following paragraphs we
elaborate on the entity representation techniques that were used. We also mention certain
features that were tested but were found not to contribute the desired results, so were not
included in the final model. Mainly lexical, morphosyntactic and semantic features were
used, with the notable addition of the bag-of-words representation and the sentence
position of the target entity:
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1. The bag-of-words (BOW) representation with a binary value, representing whether
the word is present in the text or not is a feature that greatly enhanced the result
accuracy and consequently led to a change in the weighting system’s
implementation.
2. The exact target entity’s position in the phrase is another feature that was adopted.
3. The presence of a Named Entity was tested but the results were inconclusive since
score differentiation was only marginal. Nevertheless, it was included for completion
reasons in case it’s needed when the model gets applied to a future dataset.
4. The presence of target entities in specialised lexicons of medical interest
(disease/treatment/test), constructed manually from online resources (also used in
the concept extraction tool).
5. The Lexical Features focus on i) the lexical units that comprise each of the target
entities, ii) the lexical units that are found between the two entities (dynamic
number, dependent on the sentence), iii) the three lexical units that precede the first
entity and the three lexical units that follow the second entity, iv) the lemmas of
abovementioned lexical units.
6. The Morphosyntactic Features focus on i) the POS of all the words that comprise the
target entities, ii) the number of lexical units that compose each target entity, iii) the
first verb found before the first target entity, iii) the first verb found after the second
entity, iv) the verbs found between the target entities (dynamic number, dependent
on the sentence).
7. The Semantic Features focus on i) the semantic types of the target entities (derived
from Metamap/DBpedia Spotlight), ii) the semantic types of the medical concepts
encountered between the target entities (dynamic number, dependent on the
sentence) (derived from Metamap/DBpedia Spotlight), iii) the concept types of the
target entities (derived, after a reasoning procedure, from the semantic types of
Metamap), iv) the concept types of the medical concepts encountered between the
target entities (derived, after a reasoning procedure, from the semantic types of
Metamap), v) the semantic relation type that exists between target entities (derived
from Metamap).
A feature that was decided to be left out of the final model after doing extensive testing was
the inclusion of the POS of all words instead of only the ones that belong to the target
entities. The model accuracy scores deteriorated in the tests where the feature was
included.
Weighting module. In order to aggregate the probability scores extracted by the two main
modules of the relation extraction system, we applied weighted fusion. Weights are a way to
adjust the contribution of each component to the final relation scores.
For an instance whose relation type in unknown, the fused probability score it gets for each
relation R is the weighted sum of the prediction scores of the pattern-based and the
machine learning modules. In other words, the pattern-based probability Ppb and the
machine-learning probability Pml are first multiplied by their respective weights Wpb and Wml
and are afterwards summed, as in the equation that follows:
Pfused(R) = (Wpb(R) * Ppb(R)) + (Wml(R) * Pml(R))
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The relation type that has the highest probability score is assigned as the final prediction for
the instance.
The main challenge in this case was to determine the optimal weights which would best fit
both modules. The simplest setting that is commonly applied in fusion frameworks is to treat
both components equally. That means both pattern-based weight and machine-learning
weight are set to 0.5 for all relation types. In this way, it can be deduced that we compute
nothing more than the average score of the two components.
In this deliverable, apart from evaluating the equal weight fusion, we also implemented a
more advanced method for defining weights. This method is based on machine learning, but
it uses a different classification algorithm than the one of the machine learning module. The
reason for employing such technique is that we aimed to exploit the operational capabilities
of a different classifier, namely the Random Forest classifier. It may not be the best available
option for the machine learning module, where we used the SVMs, but it provides us with a
valuable tool, the out-of-bag (OOB) error, for calculating appropriate weights for the score
fusion.
OOB error is an estimation of the prediction performance of the Random Forests. This score
can be calculated in the training phase. While building each decision tree of the random
forest, about 1/3 of the original training data, called OOB data, are randomly not included in
the training procedure and can be used for testing the classifier. Therefore, for each training
example, a prediction of the classifier can be extracted by taking into account only the
decision trees for which the example was part of the OOB data. By iterating this procedure
over all the training data, the efficiency of the trained model is estimated. We calculated the
accuracy score of the model for each relation separately and used these scores as weights
for the machine learning module. To get the weights for the pattern-based module, we
followed the simple rule that the sum of the weights of the two modules for each relation R
should be equal to 1:
Wpb(R) + Wml(R) = 1

(15)

6.2.4 Results and evaluation
The outline of the methodology is described in detail In D5.3 (Section 4.1), while in D8.5
there is information on its evaluation against other proposed methodologies. The results of
our experiments are presented in a paper that has been accepted for publication
(Mavropoulos et al., 2017). Since the paper version, the machine learning module has been
improved with supplementary features, which have ameliorated its performance compared
to the 1st prototype evaluation, improving past results considerably (F-score of 78.26%).
It should be noted that while we used as a baseline the methodology elaborated on (Ben
Abacha and Zweigenbaum, 2011), it was not possible to recreate the exact same system of
the paper because there is lack of necessary information. Also, the evaluation in (Ben
Abacha and Zweigenbaum, 2011) is conducted on the MEDLINE 2001 corpus and the
patterns of the corresponding module are constructed in a different way, so a direct
comparison is impossible. However, we extended their work with the use of a more
sophisticated pattern-constructing method and a weighting strategy, which leverages an
inherent operational feature of the RF algorithm. As a reminder, previous results are
presented in Table 17, along with the baseline system and the latest best F-score. We
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observed a 5.8% relative improvement in the performance of our system, when compared to
the baseline system, while considering that only the weighting strategy changes are taken
into account. In general, the FSA approach of the pattern-based module delivered consistent
performance, with a high micro-averaged precision value (0.772) and a low micro-averaged
recall value (0.292).
Table 22. Test set results for single-module settings (pattern-based module and three machine
learning modules) and for hybrid methodologies (different weighting strategies considered)
Setting
Pattern-based
Multi-class SVM
Mono-class SVM
RF
Pattern-based +
Multi-class SVM

Pattern-based +
Mono-class SVM (1st
prototype)
Pattern-based +
Mono-class SVM
(2nd prototype)

Weights from
Class frequencies [Ben Abacha and
Zweigenbaum, 2011]
SVM
RF
Class frequencies [Ben Abacha and
Zweigenbaum, 2011]
SVM
RF
RF

Precision
77.21%
72.56%
81.91%
67.34%
73.35%

Recall
29.24%
72.56%
64.98%
67.34%
73.35%

F-score
42.42%
72.56%
72.47%
67.34%
73.35%

73.43%
74.15%
73.86%

73.43%
74.15%
73.86%

73.43%
74.15%
73.86%

75.64%
75.81%
78,26%

75.64%
75.81%
78,26%

75.64%
75.81%
78,26%

Furthermore, in Table 18 we present the performance difference obtained per relation type
with the fusion of the pattern-based module to the overall system. We notice an overall
improvement in the F-score values for the different relation types of the dataset. The biggest
gains are observed in the TrNAP and TrIP relation types, with a relative improvement of
428.8% and 203.5%, respectively. In particular, when we observe the results for the relation
types, for which there are fewer training examples available in the dataset (compared to the
TrAP, PIP and TeRP relations), namely TrIP, TrWP, TrCP, TrNAP and TeCP, it is evident that
there are noticeable improvements from the integration of the pattern-based module, not
only in relative terms, but also in terms of absolute values. For instance, for the TeCP
relation we have a 9.5% (absolute) improvement, for the TrWP relation the F-score of the
hybrid system is computed only on the performance of the pattern-based module and for
the TrCP relation, there is a 6.2% (absolute) improvement. Hence, it can be said that the
aforementioned performance improvements warrant the manual effort needed for the
construction of our hybrid system’s pattern-based module.
Table 23. Performance difference (in terms of F-score) per relation type after the fusion of the
pattern-based scores with the ML relation extraction scores
Relation type
TrIP
TrWP
TrCP
TrAP
TrNAP
PIP
TeRP

Supervised
0.085
0.0
0.467
0.798
0.052
0.837
0.844

Hybrid
0.258
0.192
0.529
0.806
0.275
0.855
0.853
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+1%
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+2.1%
+1%
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TeCP

0.221

0.316
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7 SOCIAL MEDIA
DETECTION

CLASSIFICATION,

RETRIEVAL

AND

TOPIC

Social media classification, retrieval and topic detection component parses the Twitter posts
derived from social media crawling (section 3.1.2) classifies them into a number of
predefined categories and updates the SIMMO-object of each Twitter post with the
predicted category, retrieves tweets based on search criteria and groups them into clusters
sharing the same topic in order to address users’ informational needs raised in the 2nd
prototype. In particular, the component has to answer the below tweet and topic-related
questions:
1. Currently discussed tweets/topics in social media.
25. Tweets/topics relevant to a specific category from a predefined list of categories
including: 1. Economy, Business & Finance, 2. Health, 3. Lifestyle & Leisure, 4. Nature
& Environment, 5. Politics, and 6. Science & Technology. (Supported by the tweet
classification framework – Section 7.1). These categories belong to the IPTC 26 news
codes taxonomy and they were selected after an extensive discussion with the user
experts of KRISTINA.
2. Tweets/topics containing a specific keyword (e.g., Alzheimer, Kino).
3. Tweets/topics posted by a specific account. These accounts are predefined and cover
news topics for the 2nd prototype while vaccination and breastfeeding topics are
foreseen for the 3rd prototype. (Supported by the topic detection framework –
Section 7.2)
Therefore, classification and topic detection techniques have to be developed.

Figure 20. Social media classification, retrieval and topic detection component
26

http://en.wikipedia.org/wiki/International_Press_Telecommunications_Council
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Figure 20 depicts an overview of the classification, retrieval and topic detection component
which receives as input Twitter posts stored in the MongoDB database and returns as output
a list of tweets and topics which will be used by the Knowledge Integration component to
reply the aforementioned questions. According to users’ informational needs, search criteria
focus on the following: the creation date, the category (predicted by the tweet classification
module which is described below), keywords found in the “title” field and account id (Twitter
posts fields are depicted in Figure 5). Apart from tweets, users might also require relevant
topics detected from a collection of retrieved tweets.
Search results are presented in a user-friendly Web interface, so that the user can easily
redirect to the original Twitter post (Figure 21 and Figure 22).
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Figure 21. Example output of the social media retrieval matching a keyword (e.g. “Kino”)
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Figure 22. Example output of the social media retrieval returning tweets and topics currently
discussed in social media (for the last two days – October 30-31, 2017)

The rest of this section presents (i) the tweet classification approach that has been tuned
and adapted to KRISTINA’s needs and ii) the topic detection framework integrated in the
main KRISTINA system.
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7.1

Tweet classification

Tweet classification employed in KRISTINA is based on a hybrid classification model
combining two text representation methods, namely word2vec (Mikolov et al., 2013) and ngram (Liparas et al., 2014; HaCohen-Kerner et al., 2016). The weights of the fusion scheme
are tuned in the context of the KRISTINA data collections and user requirements, aiming to
suitably represent and classify into a number of predefined categories each Twitter post. In
Section 7.1.1, we present a Random Forest (RF) classification method that is able to fuse
word2vec and n-gram text representations, as it is described in Section 7.2.2. In order to
apply and evaluate the aforementioned tweet classification approach, a training dataset is
required that will enable us to train the classification models and tune the corresponding
parameters of the adopted model. To this end, we developed an annotation tool (described
in Section 7.1.3) and requested users to annotate an adequate number of tweets using 6
categories found in the IPTC news codes taxonomy as the most representative categories to
characterise a news text (Liparas et al., 2014). Section 7.1.4 presents the evaluation results
and a comparison between the n-gram representation, the word2vec representation and
our developed approach which fuses both textual modalities. Last, Section 7.1.5 presents
implementation settings and dependencies that need to be considered in the development
of the module.
7.1.1 Background in word2vec and Random Forest classification
Word embeddings can be defined as representations of words from a given vocabulary as
vectors in a low-dimensional space. Mikolov et al. (2013) proposed novel architectures and
models for producing word embeddings, based on deep neural networks (NN), namely the
Continuous Bag-of-Words (CBOW) and the Skip-gram models, also referred to as word2vec.
CBOW and Skip-gram models are trained first on a large corpus, taking into consideration
the neighbouring words in a sentence. The context size one can take into consideration is
specified by a parameter called window size. In the CBOW architecture, the NN model tries
to predict a word given the context of this word, whereas in the Skip-gram architecture, the
exactly opposite function is executed, that is, given a word the NN model tries to predict the
context of a word. Regarding the quality of these vectors, it is proved that these methods
can capture very efficiently the semantics of the words. Words with similar meanings will
have a similar context in the corpus and thus, the trained vectors will be close to each other.
The superiority of word2vec over simpler methods (e.g. Latent Semantic Analysis) drew the
attention of many other works (see for example (Xing et al., 2014), (Ju et al., 2015), (Lilleberg
et al., 2015) and (Zhang et al., 2015)), which utilised the methodology, in order to train
efficient document and sentiment classification models.
Random Forests (RF) is an ensemble learning method for classification and regression
(Breiman, 2001), where a multitude of decision trees are constructed. Within RF’s
operational procedures, two sources of randomness are employed. Firstly, a different
bootstrap sample, drawn randomly from the training data, is used for the construction of
each decision tree. Secondly, at each node split during the construction of a decision tree, a
random subset of p variables is selected from the original variable set and the best split
based on these p variables is used.
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For the prediction of an unknown case, the outputs of the trees that are constructed by RF
are aggregated using a majority vote rule. For a model consisting of T trees, the following
equation is used for predicting the class label 𝑙𝑙 of a case y through majority voting:
𝑇𝑇

𝑙𝑙(𝑦𝑦) = 𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑐𝑐 (� 𝐼𝐼ℎ𝑛𝑛 (𝑦𝑦)=𝑐𝑐 )

(16)

𝑛𝑛=1

where 𝐼𝐼 denotes the indicator function and ℎ𝑛𝑛 the n-th tree of the RF.

RF provides also an estimation of its generalisation error through an internal mechanism
called Out-Of-Bag (OOB) error estimate. During the construction of each tree, only 2/3 of the
original data’s cases are used in that particular bootstrap sample. The rest 1/3 of the
instances (OOB data) are predicted by the constructed tree and thus, used for testing its
performance. The OOB error estimate is the averaged prediction error for each training case
y, using only the predictions of the trees that do not contain y in their bootstrap sample.
Moreover, RF can supply a matrix that contains proximities between the training cases. This
is achieved by putting all the training cases down each tree and based on the frequency that
pairs of cases end up in the same terminal nodes, this proximity matrix is computed.
7.1.2 The KRISTINA tweet classification framework
The KRISTINA classification framework uses RF classification, where the training stage uses
multiple Random Forests, fusing them in a weighted late fusion approach as it is presented
in Figure 23 below.

Figure 23. The KRISTINA training component of the RF classification framework

The training stage of the classification is applied on the text of each social media post. We
treat each text representation (n-gram and word2vec) as two separate feature vectors
where a RF is constructed and trained on each one, independent to each other. In order to
formulate a final fused RF model, we apply a late fusion strategy by computing weights for
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each modality’s RF outputs. For the computation of each RF’s weights, three different
methods that exploit the operational procedures of RF are considered as follows:
OOB error estimate: We assume that if a RF model is able to predict the OOB cases for one
or more classes efficiently, it is expected to perform equally well on unknown cases.
Therefore, from each RF model, the corresponding OOB accuracy values are computed. This
is done for each class separately: 𝑂𝑂𝑂𝑂𝑂𝑂𝑙𝑙𝑙𝑙 : OOB accuracy value for class 𝑙𝑙 for the 𝑖𝑖-th RF,
𝑖𝑖 = 1,2. Then, the accuracy values are normalised (by dividing them by their sum) and serve
as weights 𝑊𝑊𝑙𝑙𝑙𝑙 for the RF models’ outputs 𝑖𝑖 = 1,2, per class 𝑙𝑙:
OOB𝑙𝑙𝑙𝑙
(17)
∑𝑁𝑁
OOB
𝑙𝑙𝑙𝑙
𝑗𝑗=1
Proximity ratio: For the second weighting strategy, the proximity matrix of a RF model is
taken into consideration. First, for each RF the proximity matrix between all pairs of data
cases 𝑃𝑃 = {𝑝𝑝𝑖𝑖𝑖𝑖 , 𝑖𝑖, 𝑗𝑗 = 1, … , 𝑤𝑤} (𝑤𝑤=number of data cases) is constructed. Next, the proximity
ratio values between the inner-class 𝑃𝑃𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖 and the intra-class 𝑃𝑃𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖 proximities (for each
class) are computed (Zhou et al., 2010) as follows:
𝑊𝑊𝑙𝑙𝑙𝑙 =

𝑃𝑃𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖
𝑃𝑃𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖

(18)

𝑃𝑃𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖 = � 𝑝𝑝𝑖𝑖𝑖𝑖 (𝑖𝑖𝑖𝑖 𝑙𝑙𝑖𝑖 = 𝑙𝑙𝑗𝑗 )

(19)

𝑃𝑃𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖 = � 𝑝𝑝𝑖𝑖𝑖𝑖 (𝑖𝑖𝑖𝑖 𝑙𝑙𝑖𝑖 ≠ 𝑙𝑙𝑗𝑗 )

(20)

𝑅𝑅 =

where

𝑤𝑤

𝑖𝑖,𝑗𝑗=1
𝑤𝑤

𝑖𝑖,𝑗𝑗=1

and 𝑙𝑙𝑖𝑖 , 𝑙𝑙𝑗𝑗 denote the class labels of cases i and j, respectively.

Finally, for each modality and for each class, the proximity ratio values are first averaged and
then normalised (by dividing them by their sum), so as to be used as modality weights for
the RF models, e.g. for class-𝑙𝑙:
𝑊𝑊𝑙𝑙𝑙𝑙 =

𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑅𝑅𝑙𝑙𝑙𝑙
𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑅𝑅𝑙𝑙1 + 𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑅𝑅𝑙𝑙2

(21)

where we denote by 𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑅𝑅𝑙𝑙𝑙𝑙 the averaged proximity ratio value for class l for the 𝑖𝑖-th RF,
𝑖𝑖 = 1,2.

Large proximity ratio value for a class indicates that the cases of that class are encountered
frequently in the terminal nodes of a RF model’s trees (inner-class proximity) and are not
intermixed with cases from other classes (intra-class proximity). Thus, the larger the
proximity ratio value for a class, the better the performance of the RF model for that class.
Adjusted proximity ratio: This approach utilises the two aforementioned weighting
strategies (OOB error estimate and proximity ratio). It is used for adjusting the proximity
ratio values, in cases where one or more classes for a modality’s RF model exhibit high
averaged proximity ratio values but disproportionally low OOB accuracy values. As a result,
the weights assigned to these classes will be biased towards the “worse” modality (in terms
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of accuracy performance) and this will affect the late fused RF outputs. To overcome this, for
each class and for each modality, the averaged proximity ratio values are multiplied by the
corresponding OOB accuracy values, so as to formulate the adjusted proximity ratio values:
𝑅𝑅𝑎𝑎𝑎𝑎𝑎𝑎 = 𝑅𝑅 ∗ 𝑂𝑂𝑂𝑂𝑂𝑂𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎

(22)

After the computation of the adjusted proximity ratio values, the same normalisation
procedure (as in Eq. (21) two weighting strategies) is applied, e.g. for class 𝑙𝑙:
𝑊𝑊𝑙𝑙𝑙𝑙 =

𝑎𝑎𝑎𝑎𝑎𝑎

𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑙𝑙𝑙𝑙
𝑎𝑎𝑎𝑎𝑎𝑎

𝑎𝑎𝑎𝑎𝑎𝑎

𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑙𝑙1 + 𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑙𝑙2

(23)

During the testing phase, for the prediction of an unknown case, RF outputs probability
estimates per class for each case. The probability outputs per RF P1 and P2 are weighted by
their corresponding weights W1 and W2 to obtain the final RF predictions per class 𝑙𝑙:
𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓𝑓

𝑃𝑃𝑙𝑙

= 𝑊𝑊𝑙𝑙1 𝑃𝑃𝑙𝑙1 + 𝑊𝑊𝑙𝑙2 𝑃𝑃𝑙𝑙2 +. . . +𝑊𝑊𝑙𝑙𝑙𝑙 𝑃𝑃𝑙𝑙𝑙𝑙

(24)

The classification module is evaluated on the KRISTINA corpus, as it is has been created using
manual annotation (KRISTINA users) and the following annotation tool to visualise the posts.
7.1.3 Annotation tool 27

Figure 24. Social media annotation tool

The purpose of the Twitter annotation tool, depicted in Figure 24, is to collect annotations
for a set of Twitter posts. These annotations are used to form a training dataset for the

http://mklab-services/kristina_annotation_tool/ The Twitter annotation tool guidelines can be found in
Appendix
B
(online
available
at
http://mklabservices.iti.gr/kristina_annotation_tool/twitter_annotation_tool_guidelines.pdf).
27
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tweet classification approach. Each tweet is assigned to one of the following 6 categories
found in the IPTC news codes taxonomy:
•

Economy, Business & Finance

•

Health

•

Lifestyle & Leisure

•

Nature & Environment

•

Politics

•

Science & Technology

The usage of this annotation tool is straightforward. To annotate a tweet with a category,
the user simply clicks on the appropriate category in the list appearing on the right of the
tweet. The selection is automatically saved and coloured so that the user knows that this
tweet has been annotated. The annotation can anytime be changed by selecting another
category.
Regarding the navigation options appearing on the top of the page, first of all the user can
switch languages between German and Turkish in order to select the tweets they wish to be
displayed on the Web page. Also, the user can input some words in the search box to view
only tweets containing the desired keywords. Finally, as a single page contains only ten
tweets, one can use the arrow buttons to navigate through the different pages. The whole
Twitter database have been divided into pages and sorted by their date of publication
(newer posts appear first).
7.1.4 Evaluation
Dataset description
The corpus used to train the word2vec embeddings was the whole Twitter collection crawled
by the crawling component (Section 3.1.2). At the moment of creating these word vectors,
the collection consisted of 27427 German and 130176 Turkish tweets 28. In addition, the
dataset included the entire set of tweets annotated by the users using the aforementioned
annotation tool. In total, 1212 German and 499 Turkish tweets were annotated. The
category frequencies in the dataset are presented in Table 19.
Table 24. KRISTINA tweet classification dataset frequencies for each category

Category

Language German

Turkish

Economy, Business & Finance

115

13

Health

100

4

28

The KRISTINA domain experts decided on the selection of German and Turkish news accounts
according to trustworthy criteria. However, the account posting frequency was not accounted for, since
it was deemed to be of no interest to them. Therefore, this significant discrepancy between the two
languages was coincidental.
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Lifestyle & Leisure

236

246

Nature & Environment

116

19

Politics

522

202

Science & Technology

123

15

We observe that the dataset is imbalanced, that means some categories are far more
represented than others, especially in the Turkish dataset. This fact is reasonable considering
that only news accounts have been used for the 2nd prototype while other than news
accounts (including vaccination and breastfeeding ones) are to be incorporated towards the
3rd prototype.
Settings
The dataset is randomly split so that 80% of the data would be used to train the Random
Forests and the rest to evaluate the trained models. We employed stratified split to preserve
the same percentage of samples for each class in both training and test set.
Word vectors with dimensionality of 400 were trained using the skip-gram model. A small
window size of 3 was applied in the vector training phase as we tackle a special case of text
categorisation where small text pieces (Twitter posts) have to be classified. For the same
reason, only unigrams (n=1) and bigrams (n=2) were considered for the n-gram models.
Random forests with 1000 trees were trained where class weights inversely proportional to
the class frequencies were assigned. Weights for the late fusion were extracted individually
for each class using the OOB error weighting scheme.
Results
Evaluation in the test set was made using the well-known precision, recall and F-score
metrics, with emphasis given on F-score as it combines the first two metrics. These metrics
are calculated for each class separately and from these values we computed the final macroaveraged scores. In Table 20 and Table 21, the evaluation results for German and Turkish
accordingly are reported.
Table 25. Tweet category classification evaluation results (German language)
Modality
Category

Word2vec
Recall

F-score

Precision

33.33%

13.04%

18.75%

6.67%

5.00%

Lifestyle
&
Leisure
Nature
&
Environment
Politics

52.94%

Science
&
Technology
Macro average

Economy,
Business
Finance
Health

&

Precision

N-grams

Fusion

Recall

F-score

Precision

Recall

F-score

24.44%

47.83%

32.35%

27.59%

34.78%

30.77%

5.71%

66.67%

30.00%

41.38%

69.23%

45.00%

54.55%

57.45%

55.10%

66.67%

51.06%

57.83%

76.47%

55.32%

64.20%

50.00%

26.09%

34.29%

71.43%

43.48%

54.05%

81.25%

56.52%

66.67%

65.75%

91.43%

76.49%

77.48%

81.90%

79.63%

75.61%

88.57%

81.58%

30.00%

12.00%

17.14%

57.14%

64.00%

60.38%

57.14%

64.00%

60.38%

39.78%

34.17%

34.58%

60.64%

53.05%

54.27%

64.55%

57.37%

59.69%
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Table 26. Tweet category classification evaluation results (Turkish language)
Modality
Category

Word2vec

N-grams

Fusion

Precision

Recall

F-score

Precision

Recall

F-score

Precision

Recall

F-score

100.00%

33.33%

50.00%

100.00%

33.33%

50.00%

100.00%

33.33%

50.00%

0.00%

0.00%

0.00%

0.00%

0.00%

0.00%

0.00%

0.00%

0.00%

Lifestyle
&
Leisure
Nature
&
Environment
Politics

84.62%

89.80%

87.13%

92.50%

75.51%

83.15%

93.33%

85.71%

89.36%

0.00%

0.00%

0.00%

0.00%

0.00%

0.00%

0.00%

0.00%

0.00%

84.78%

97.50%

90.70%

70.91%

97.50%

82.11%

75.00%

97.50%

84.78%

Science
&
Technology
Macro
average

100.00%

33.33%

50.00%

100.00%

66.67%

80.00%

100.00%

66.67%

80.00%

61.57%

42.33%

46.30%

60.57%

45.50%

49.21%

61.39%

47.20%

50.69%

Economy,
Business
Finance
Health

&

First of all, we can conclude from the results that the n-gram models are more efficient than
the word2vec ones. Moreover, the fusion model properly exploits the advantages of both
word2vec and n-gram models as by combining them the performance increases. Especially
for the German fusion model, we notice a significant improvement. The categories having
the most training/test examples expectedly yielded better results in terms of F-score.
It was also expected that the classification fusion model for German tweets would deliver
better performance that the respective one for Turkish tweets (F-score of 59.69% compared
to 50.69%), as a larger and more balanced dataset was provided for the former language.
Average performance of the Turkish models is substantially decreased due to the lack of
data for some categories which leads to zero values for all the metrics. However, tt is
interesting to point out that the Turkish word2vec model outperforms the German one and
that can be explained by the fact that an almost 5 times larger tweet corpus was available
for the Turkish language, resulting in word embeddings of higher quality.
7.1.5 Implementation in KRISTINA
The RF-based classification task has been developed in Python 29, version 3.6.1, 64-bit, using
the external packages pymongo, gensim, nltk, numpy and sklearn. Two main packages were
created, one for the experiments and one for the service which applies the trained models to
categorise the whole tweet collection.
The code for the experiments applies the aforementioned framework with its accompanied
settings and extracts a confusion matrix for each one of the three models (word2vec, ngrams, fusion), from which we are able to extract evaluation metrics such as precision, Fscore etc.
The code for the service has been integrated with the rest KRISTINA pipeline. It runs on a
daily basis, as tweets are continuously crawled, and its purpose is to store the predicted
category of the unclassified tweets.

29

https://www.python.org/
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7.2

Topic detection

Topic detection in news forums, blogs and social media public and open accounts is a very
crucial task, because the large streams of social media information needs to be effectively
and efficiently organised. To that end, topic detection assists the KRISTINA agent in providing
topic-centric information by processing heterogeneous social media posts that become
available on a daily basis.
Section 7.2.1 presents the novel topic detection method of KRISTINA (Gialampoukidis et al.,
2017) which has been deployed to detect topics in German and Turkish news accounts.
Section 7.2.2 describes the state-of-the-art approach of “DBSCAN-Martingale”
(Gialampoukidis et al., 2016), developed in the context of other EC-funded projects (FP7MULTISENSOR 30), which was the basis of KRISTINA topic detection. Section 7.2.3 describes
the estimation process of the number of topics, while Section 7.2.4 presents the tool’s
evaluation. The overall approach is also available as a standalone demo 31 (Andreadis et al.,
2017), visualising the detected topics as a cloud of concepts in the considered languages,
German and Turkish.
7.2.1 The KRISTINA topic detection framework
The topic detection task in KRISTINA groups together Twitter posts that discuss about the
same topic/subject so that they can be presented back to end-users in a more effective way.
Given a collection of Twitter posts, the estimation of the correct number of topics is a
challenging task, because of the fact that there are text documents that do not belong to any
of the topics. We have presented an estimation on the number of clusters (topics) using a
Martingale process, namely the DBSCAN-Martingale (Gialampoukidis et al., 2016), as it has
already been presented in D5.3. The DBSCAN algorithm (Ester et al., 1996) is repeatedly
applied using a random density parameter 𝜀𝜀, while the lower bound for the number of
clusters 𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚 is kept constant. The generated stochastic process progressively estimates
the number of clusters in any dataset, in the context of text clustering, to estimate the
number of topics. The final number of clusters is provided by a majority vote among several
realisations of the DBSCAN-Martingale process.
The challenges of the aforementioned problem are summarised into two main directions: (a)
discover the correct number of topics as fast as possible; and (b) group the most similar
topics into clusters. We face these challenges under the following assumptions. Firstly, we
take into account that real data is highly noisy and the number of clusters is not known.
Secondly, we assume that there is a lower bound for the minimum number of documents
per topic and we consider the labels of the topics unknown. The detected topics are sorted
by size and the top-5 topics are delivered to the end-user.
7.2.2 Background in the DBSCAN-Martingale process
Given a dataset of 𝑛𝑛-points, density-based clustering algorithms provide as output the
clustering vector 𝐶𝐶 with values the cluster IDs 𝐶𝐶[𝑗𝑗] for each instance 𝑗𝑗 = 1,2, … , 𝑛𝑛. The 𝑗𝑗-th
element of a vector 𝐶𝐶 is denoted by 𝐶𝐶[𝑗𝑗]. For example, if the 𝑗𝑗-th point belongs to cluster 𝑘𝑘,
30
31

https://www.multisensorproject.eu/
http://mklab-services.iti.gr/KRISTINA_topic_detection/
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the clustering vector 𝐶𝐶 has 𝐶𝐶[𝑗𝑗] = 𝑘𝑘. In case the 𝑗𝑗-th document is marked as noise,
then 𝐶𝐶[𝑗𝑗] = 0. We denote by 𝐶𝐶𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷(𝜀𝜀) the clustering vector provided by the DBSCAN
algorithm for the density level 𝜀𝜀. Low values of 𝜀𝜀 result to 𝐶𝐶𝐷𝐷𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵(𝜀𝜀) [𝑗𝑗] = 0, for all 𝑗𝑗 (all
points are marked as noise). On the other hand, high values of 𝜀𝜀 result to 𝐶𝐶𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷(𝜀𝜀) [𝑗𝑗] = 1,
for all 𝑗𝑗 (all points are assigned to cluster 1). If a clustering vector has only zeros and ones,
one cluster has been detected and the partitioning is trivial.

First, we generate a sample of size 𝑇𝑇 with random numbers 𝜀𝜀𝑡𝑡 , 𝑡𝑡 = 1,2, … , 𝑇𝑇 uniformly
in [0, 𝜀𝜀𝑚𝑚𝑚𝑚𝑚𝑚 ], where 𝜀𝜀𝑚𝑚𝑚𝑚𝑚𝑚 is an upper bound for the density levels. The sample of 𝜀𝜀𝑡𝑡 , 𝑡𝑡 =
1,2, … , 𝑇𝑇 is sorted in increasing order. For each density level 𝜀𝜀𝑡𝑡 we find the corresponding
clustering vectors 𝐶𝐶𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷(𝜀𝜀𝑡𝑡) for all stages 𝑡𝑡 = 1,2, … , 𝑇𝑇.

In the beginning of the algorithm, there are no clusters detected. In the first stage (𝑡𝑡 = 1), all
clusters detected by 𝐶𝐶𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷(𝜀𝜀1 ) are kept, corresponding to the lowest density level 𝜀𝜀1 . In
the second stage (𝑡𝑡 = 2), some of the detected clusters by 𝐶𝐶𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷(𝜀𝜀2 ) are new and some of
them have also been detected at a previous stage (𝑡𝑡 = 1). In order to keep only the newly
detected clusters of the second stage (𝑡𝑡 = 2), we keep only groups of numbers of the same
cluster ID with size greater than 𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚s. An example with two iterations of the process is
demonstrated in Figure 25, where we adopted the notation 𝑋𝑋 𝑇𝑇 for the transpose of the
matrix or vector 𝑋𝑋.

Figure 25. (Gialampoukidis et al., 2016): One realisation of the DBSCAN-Martingale with 𝑻𝑻 = 𝟐𝟐
iterations. The points with cluster label 2 in 𝑪𝑪(𝟏𝟏) are re-discovered as a new cluster by 𝑪𝑪𝑫𝑫𝑫𝑫𝑫𝑫𝑫𝑫𝑫𝑫𝑫𝑫(𝟐𝟐)
but the update rule keeps only the newly detected cluster.

Formally, we define the sequence of vectors 𝐶𝐶 (𝑡𝑡) , 𝑡𝑡 = 1,2, … , 𝑇𝑇, where 𝐶𝐶 (1) ∶= 𝐶𝐶𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷(𝜀𝜀1 ) ,
𝐶𝐶 (𝑡𝑡) [𝑗𝑗] ∶= �

0

𝐶𝐶𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷(𝜀𝜀𝑡𝑡) [𝑗𝑗]

if point j belongs to a previously extracted cluster
(25)
otherwise

Finally, we relabel the cluster IDs. Assuming that 𝑟𝑟 clusters have been detected for the first
time at stage 𝑡𝑡, we update the cluster labels of 𝐶𝐶 (𝑡𝑡) starting from 1 + max𝑗𝑗 𝐶𝐶 (𝑡𝑡−1) [𝑗𝑗],
to 𝑟𝑟 + max𝑗𝑗 𝐶𝐶 (𝑡𝑡−1) [𝑗𝑗]. Note that the maximum value of a clustering vector coincides with the
number of clusters.
The sum of all vectors 𝐶𝐶 (𝑡𝑡) up to stage 𝑇𝑇 is the final clustering vector of our algorithm:
𝐶𝐶 = 𝐶𝐶 (1) + 𝐶𝐶 (2) + ⋯ + 𝐶𝐶 (𝑇𝑇)
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The estimated number of clusters 𝑘𝑘� is the maximum value of the final clustering vector 𝐶𝐶:
𝑘𝑘� = max 𝐶𝐶[𝑗𝑗]
𝑗𝑗

(27)

The process we have formulated, namely the DBSCAN-Martingale, is represented as pseudo
code in Algorithm 1. Algorithm 1 extracts clusters sequentially, combines them into one
single clustering vector and outputs the most updated estimation of the number of
clusters 𝑘𝑘�.
Algorithm 1 DBSCAN-Martingale(minPts) return 𝑘𝑘�
1: Generate a random sample of 𝑇𝑇 values in [0, 𝜀𝜀𝑚𝑚𝑚𝑚𝑚𝑚 ]
2: Sort the generated sample 𝜀𝜀𝑡𝑡 , 𝑡𝑡 = 1,2, … , 𝑇𝑇
3: for 𝑡𝑡 = 1 to 𝑇𝑇
4:
find 𝐶𝐶𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷(𝜀𝜀𝑡𝑡)
5:
compute 𝐶𝐶 (𝑡𝑡) as in Eq. (25)
6:
update the cluster IDs
7:
update the final clustering vector as in Eq. (26)
8:
update 𝑘𝑘� = max𝑗𝑗 𝐶𝐶[𝑗𝑗]
9: end for
10: return 𝑘𝑘�

The DBSCAN-Martingale requires 𝑇𝑇 iterations of the DBSCAN algorithm, which runs
in 𝒪𝒪(𝑛𝑛 log 𝑛𝑛) if a tree-based spatial index can be used and in 𝒪𝒪(𝑛𝑛2 ) without tree-based
spatial indexing (Ankerst et al., 1999). Therefore, the DBSCAN-Martingale runs
in 𝒪𝒪(𝑇𝑇𝑇𝑇 log 𝑛𝑛) for tree-based indexed datasets and in 𝒪𝒪(𝑇𝑇𝑛𝑛2 ) without tree-based indexing.
Our code is written in R 32, using the dbscan 33 package, which runs DBSCAN in 𝑂𝑂(𝑛𝑛 𝑙𝑙𝑙𝑙𝑙𝑙 𝑛𝑛)
with kd-tree data structures for fast nearest neighbour search.

Figure 26. OPTICS reachability plot and DBSCAN-Martingale estimation

Clusters detected by DBSCAN strongly depend on the density level 𝜀𝜀. An indicative example
is shown in Figure 26, where the 10 clusters do not have the same density and it is evident
that there is no single value of 𝜀𝜀 that can output all clusters. In Figure 26 (b), we illustrate the
OPTICS reachability plot of the data of Figure 26 (a) and the produced distribution of
clusters, showing that the dataset is more probable to have 10 clusters.
32
33

https://www.r-project.org/
https://cran.r-project.org/web/packages/dbscan/index.html
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In the following we present how KRISTINA goes beyond state-of-the-art, delivering an
updated and faster version of the DBSCAN-Martingale.
7.2.3 Estimation of the number of topics
Motivated by the generation of random samples from the exponential distribution (Devroye,
1986), through the transformation:
𝑋𝑋 ← −

ln 𝑈𝑈
𝜆𝜆

(28)

where 𝑈𝑈 is a random variable uniformly distributed in [0, 1], we propose the following
generation of a random sample of density levels as follows:
1. Generate a sample of size 𝑇𝑇 from the uniform distribution in [0,1]:
𝜀𝜀𝑡𝑡 , 𝑡𝑡 = 1,2, … , 𝑇𝑇

(29)

2. Transform the generated values using the natural logarithm:
𝜀𝜀𝑡𝑡 ← − ln 𝜀𝜀𝑡𝑡

3. Normalise in [0, 1]:
4. Expand in [0, 𝜀𝜀𝑚𝑚𝑚𝑚𝑚𝑚 ]:

𝜀𝜀𝑡𝑡 ← 𝜀𝜀𝑡𝑡 / max𝑡𝑡 𝜀𝜀𝑡𝑡
𝜀𝜀𝑡𝑡 ← 𝜀𝜀𝑡𝑡 ∗ 𝜀𝜀𝑚𝑚𝑚𝑚𝑚𝑚

(30)
(31)
(32)

This generation of the sample is parameter free (no rate parameter 𝜆𝜆 is required) and is in
fact skewed, since it is a normalised sample of the exponential distribution, which in general
has skewness equal to two. The sample skewness is usually estimated in three different ways
(Joanes and Gill, 1998), as also highlighted in the documentation of the library e1071 34 of the
statistical software R 35. We selected the typical definition used in many textbooks:
𝑔𝑔1 =

where the sample moments of order 𝑟𝑟 are:

𝑚𝑚3

3/2

𝑚𝑚2

1

𝑚𝑚𝑟𝑟 = ∑𝑛𝑛𝑖𝑖=1(𝑥𝑥𝑖𝑖 − 𝜇𝜇)2
𝑛𝑛

(33)

(34)

and 𝑥𝑥𝑖𝑖 are the non-missing elements of 𝑥𝑥, while 𝜇𝜇 is their mean value.

After the generation of the number of topics (clusters), LDA (Blei et al., 2003) is applied on
the already crawled set of tweet hashtags and DBpedia Spotlight concepts (section 3.1.2), in
order to assign each text document to a topic.
7.2.4 Evaluation

In the experiments we compare our proposed method with the uniform generation of
density levels 𝜀𝜀. The datasets we have used for comparison are four synthetic datasets with
points in the 2-dimensional plane that contain 5,10, 15 and 20 clusters, with sizes 500, 1000,
1500 and 2000 points, respectively. We also downloaded the news articles available in the
34
35

https://cran.r-project.org/web/packages/e1071/index.html
https://www.r-project.org/
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datasets WikiRef150, WikiRef186 and WikiRef220 36, containing, topics such as Paris attacks
November 2015, Premier League, Malaysia Airlines Flight 370, Samsung Galaxy S5 and
Michelle Obama (5 topics). Additional information is provided in the online dataset
description. We used the online implementation of DBSCAN-Martingale 37.
In Table 22 we observe that the time needed to extract all clusters is significantly reduced by
our approach. This fact has a strong impact in the overall estimation of the number of
clusters or topics, since the DBSCAN-Martingale process is generated several times and the
final decision is taken by a majority vote scheme. Apparently, there are cases, such as the
WikiRef150, where the clusters are 3 and both methods extract the clusters using the same
time.
Table 22: Time needed to extract all clusters using the uniform distribution as proposed in
FP7-MULTISENSOR and using our proposed skewed sample. In bold we present the minimum
values for the time needed to extract all clusters.
Table 27

Realisations

Uniform distribution

Skewed distribution

Dataset

Clusters

Skewness

time needed T

Skewness

time needed T

Data1

5

0.02

4

1.12

2

Data2

10

-0.01

4

0.99

2

Data3

15

0.00

3

1.02

2

Data4

20

-0.02

3

0.97

2

WikiRef150

3

0.01

3

0.99

3

WikiRef186

4

0.00

4

0.93

3

WikiRef220

5

0.00

4

0.96

4

The skewed generation of the density levels is able to reduce the time needed to extract all
clusters and therefore, provides faster estimation of the number of clusters.
We demonstrate the overall topic detection module as a standalone demo, which is
presented in the following section.
7.2.5 Implementation and demonstration in KRISTINA
In this section we demonstrate the KRISTINA topic detection and visualisation tool in Twitter
data, which filters Twitter posts by topic or keyword, in two different languages; German
and Turkish. The system is based on state-of-the-art news clustering methods
(Gialampoukidis et al., 2017) and the tool has been created to handle streams of recent
news information in a fast and user-friendly way. The user interface and user-system
interaction examples (Andreadis et al., 2017) are presented in detail in this section.

36
37

http://mklab.iti.gr/project/web-news-article-dataset
https://github.com/MKLab-ITI/topic-detection/blob/master/DBSCAN_Martingale.r
Page 84

D5.5 – V1.0

Figure 27. Implementation in KRISTINA

The overall system architecture of our proposed tool (Andreadis et al., 2017) is presented in
Figure 27. The front page offers search by keyword as a database query. Our MongoDB
database contains tweets from 8 well-known journalism organisations in Germany and
Turkey (see Table 4). Topic detection is a service, developed in Java, which builds on top of
open source code 38, which is based on the combination of density-based clustering with
LDA, as proposed in (Gialampoukidis et al., 2016; 2017). The module estimates the number
of clusters (topics) and the estimation is followed by LDA, so as to assign social media posts
to topics. Topic detection takes place either on the most recent (using a timeframe option)
posts or on the ones that are provided by a search by keyword (Figure 28).

Figure 28. KRISTINA Topic Detection or search by keyword

The front page, as depicted in Figure 28, includes a one-line text input field, common to the
user's experience of popular search engines. The user is able to type a set of keywords and
then initiate a search for tweets that contain one or more of these keywords. Alternatively,
38

https://github.com/MKLab-ITI/topic-detection
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by clicking the flame button under the search input field, the user can visit the trending
topics.

Figure 29. KRISTINA topics in German; elections in North Rhine-Westphalia (NRW), the meeting of
Merkel and Macron, and the WannaCry ransomware attack

The results page, shown in Figure 29 and Figure 30, consists of two basic components; a
toolbar on top of the user interface and the main panel that covers most of the page.
Describing the toolbar from left to right, there is a logo that returns to the front page, a text
input field to facilitate more searches and the number of results, either tweets or topics.
Moreover, the toolbar includes a dropdown selection of keywords that will be explained
along with the topic detection and a dropdown module to select language. The default
languages are German and Turkish.
After search results are displayed, the user is provided with two different options, in the
form of two buttons on the right. The first button with the flame icon navigates to the
trending topics, while the second button performs topic detection on the resulted tweets.
When the latter is clicked, the topic detection service is called, receiving the ids of the
tweets as input and returns the detected topics. Then, tweets are removed and the main
panel is filled with topics in a grid-like view. Each topic is represented as a square, white box
with its most frequent concepts or named entities, as extracted in KRISTINA, in a colourful
word cloud, where the more recurring terms appear in larger font. These terms are also
added to the aforementioned dropdown selection in the toolbar, serving as suggested
keywords to start a new search. The reload button on the top right corner can be used to call
again the service and get new topics, since detection is performed dynamically. Clicking on a
topic box reveals the tweets it consists of, in a manner similar to search results.
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Figure 30. KRISTINA social media posts within a topic or as they are provided by keyword-based
search

To illustrate the functionality of the proposed interface, we provide a simple usage scenario.
Supposing that the user is not interested in a particular topic and desires to be informed
about recent news in general, he/she can begin by requesting the trending topics. A set of
most talked-about topics on Twitter appears as in Figure 29. Hypothetically, the user finds
interest in the visit of French president Macron to Germany 39. After clicking on this topic,
he/she is able to read all the relative tweets and follow external links for more information.
In order to find out more about Macron, the user selects the term “Macron” from the
dropdown list of suggested keywords and initiates a search. All tweets in database
containing the name of the French president are returned and can be read. The user is
curious about the popularity of Macron in Turkey, so he/she changes the language by the
available option in the toolbar and clicks the magnifier icon to rerun the search. When new
tweets are shown in Turkish (Figure 30), the user prefers to separate them in topics before
reading all of them, thus he/she clicks the topic detection button and is presented with
topics based on the previous results. A click on the topic with the word “almanya”
(“Germany” in Turkish) provides the user with tweets about Macron’s visit to Berlin, as
posted by Turkish accounts.

39

http://edition.cnn.com/2017/05/15/world/macron-merkel-meeting/
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8 QUERY FORMULATION BASED ON USER INTERACTION
8.1

Overview

Query formulation based on user interaction involves the development of query
mechanisms able to address the information searching and question answering
requirements in KRISTINA. Since query formulation is heavily based on the semantic
reasoning and interpretation capabilities, the final version of the framework has been
reported and evaluated in D5.4 (Section 4.2). In Section 8.2 we give an overview of the
developed framework, elaborating also on the interactions with the other WP5 modules.
Finally, in Section 8.3 we describe framework extensions needed to address the reasoning
and modelling requirements of the final use cases.

8.2

Approach and Implementation

Query formulation takes place after conversational awareness with the aim to compile a
plausible response to the user. In KRISTINA, responses are generated either directly from the
KB, for example, when a profile-related question is asked by the care giver, or the Web
search module is called to provide a response from trustworthy Web sites (suggested by the
consortium's user partners, i.e. DRK, EKUT and SemFYC), e.g. when the user asks information
about breastfeeding or symptoms of pregnancy. The framework uses a Description Logic
ontology reasoning service to determine the conversational topic, as well as custom rules to
implement the response selection and generation structures.
In the case when a KB-related question has been asked, the context extraction task is
initiated (D5.4, Section 4.2.1) to semantically interpret the user question and to
subsequently extract, from the KB, the pieces of knowledge that satisfy the query context.
Through a series of mapping, reasoning and interpretation steps, the framework extracts the
RDF graphs that best match the input question, feeding the Dialogue Manager with
appropriate responses.
As an example, we consider the following question, which is part of the final use case
requirements: “Does Hans have any sleeping problems?”. An excerpt of the topic hierarchy is
presented in Figure 31. Based on the information provided by Language Analysis on the
question (the concepts CareRecipient and SleepProblems are detected), the framework
recognises the SleepProblems topic. Then, the KB is queried to retrieve knowledge relevant
to the detected topic. Based on the hierarchy, two problems are relevant to sleep, namely
falling asleep and other sleep problems during the night. In this case, the framework
generates a response (Figure 32) informing the user about the two types of problems for
which information can be provided: “I can provide information about falling asleep and
other night sleep problems.” 40.

40

Language Generation is responsible for producing the actual verbalisation of the knowledge, this is just an
example.
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Figure 31. Excerpt from the topic hierarchy

<http://temp#lvjgq87sn7t99c1eor0canoutj>
a
<http://kristina-project.eu/ontologies/responses#ResponseContainer> ;
<http://kristina-project.eu/ontologies/responses#containsResponse>
<http://temp#osjji54> ;
<http://kristina-project.eu/ontologies/responses#timestamp>
"2017-10-09T12:23:58.949Z"^^xsd:dateTime .
<http://temp#osjji54>
a <http://kristina-project.eu/ontologies/responses#SpecifyingInformationResponse> ;
<http://kristina-project.eu/ontologies/responses#plausibility>
"1.0"^^xsd:double ;
<http://kristina-project.eu/ontologies/responses#responseType>
<http://kristina-project.eu/ontologies/responses#free_text> ;
<http://kristina-project.eu/ontologies/responses#text>
"problems falling asleep OR problems during night" .
Figure 32. Example response with text annotations

In the case that the question asked is not relevant to the KB, the framework interacts with
the Web search module, forwarding the textual representation of the question, along with
the extracted concepts. The results are always in textual form. For example, the question:
“Should the weight and growth of babies be monitored?” is forwarded to the Web service
module, returning the following response: “Since birth, the baby should be monitored, and
especially in the first year of life, its weight and growth measures must be controlled by the
paediatrician.”
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<http://temp#lvjgq87sn7t99c1eor0canoutj>
a
<http://kristina-project.eu/ontologies/responses#ResponseContainer> ;
<http://kristina-project.eu/ontologies/responses#containsResponse>
<http://temp#osjji54> ;
<http://kristina-project.eu/ontologies/responses#timestamp>
"2017-10-09T12:23:58.949Z"^^xsd:dateTime .
<http://temp#osjji54>
a <http://kristina-project.eu/ontologies/responses#Statement> ;
<http://kristina-project.eu/ontologies/responses#plausibility>
"1.0"^^xsd:double ;
<http://kristina-project.eu/ontologies/responses#responseType>
<http://kristina-project.eu/ontologies/responses#free_text> ;
<http://kristina-project.eu/ontologies/responses#text>
"Since birth, the baby should be monitored, and especially in the first year of life, its
weight and growth measures must be controlled by the paediatrician."
Figure 33. Example of Web search response

8.3

Extended functionality towards the final system

As described in Section 2.1, the semantic framework presented in D5.4 has been further
updated to support the conversational semantics and flows of the final use cases (the use
cases are still under development). In this section we briefly elaborate on the extensions
implemented regarding the modelling of conversational topics, as well as the updated
reasoning, query formulation and response generation services that support more intuitive
and conceptually rich dialogues (in cooperation with the Dialogue Manager / WP2).
8.3.1 Topics and super-topics (themes)
The thematic ontology of conversational topics has been extended with an additional
conceptual level. More specifically, the thematic ontology now supports the modelling of
themes, which can be viewed as domain specialisations of the broader conversational topics.
This additional modelling layer fosters the design of a modular and reusable thematic
ontology, allowing the grouping of similar topics under a common super-topic (theme) that
can be used to provide advanced clarification dialogues, proactive responses and topic
suggestions.
As an example, we present in Figure 34 the hierarchy of the pregnancy theme. In previous
versions of the topic hierarchy, the breastfeeding, pregnancy and vaccination topics (also
depicted in Figure 34), along with their subtopics, were defined under a common root,
without being able to intelligently drive system responses and conversational topics. For
example, in previous versions of the framework, a question relevant to breastfeeding (e.g.
“How often should I breastfeed my baby”) could have been misinterpreted 41 as a question
relevant to pregnancy, since both topics are relevant to the “baby” concept, leading to
incorrect conclusions. In the updated modelling approach, each theme is associated with
one or more key concepts that filter out relevant, but thematically complement topics,
according to the semantics of the use cases provided by the users. As such, the pregnancy
41

It depends on the quality of the input the framework gets from the other KRISTINA modules
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theme is associated with the Pregnancy concept, while the breastfeeding theme is
associated with the Breastfeeding concept (theme/topic decomposition).

Figure 34. Example hierarchy for the pregnancy theme

Taking into account this additional level of abstraction, the thematic hierarchy in WP5 has
been updated to encapsulate all the themes relevant to the updated (and past) use cases.
This additional level of abstraction is then used by the reasoning and interpretation services
to determine plausible responses, clarification questions or proactive suggestions, as we
describe in the next section.
8.3.2 Reasoning and query formulation
Although the use of themes eases the task of identifying the conversational topics, there is a
practical issue that needs to be overcome. In principle, it is not realistic to expect that the
key concepts will always be present. For example, the breastfeeding concept may not be
recognised by language analysis, either due to noise, or because the user has omitted it,
referring implicitly to the topic of a previous interaction. For example, consider the following
dialogue flow:
Q1: (user) What are the symptoms of pregnancy?
R1: (KRISTINA) The most common early signs and symptoms of pregnancy might include ...
Q2: (user) I see. Can you tell me more about skin changes?
Even if we assume that the system is able to correctly parse and recognise all the mentioned
concepts, Q2 cannot be correctly answered without taking into account the conversational
history. More specifically, provided that the concepts Pregnancy and Symptoms are given as
input to WP5, the conversational awareness algorithm is able to recognise the theme
Pregnancy and the (sub) topic PregnancySymptoms (see Figure 34). However, the
SkinChange concept in Q2 is not adequate by itself to trigger the recognition of the topic
SkinChanges of the Pregnancy sub-hierarchy, because its association with the Pregnancy
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theme is not evident in the user input. As such, the Web search module, which is responsible
for answering this question, will search for general information on skin changes, instead of
retrieving results on skin changes during pregnancy. In this case, the framework needs to
either initiate a clarification question, asking the user if he needs information on skin
changes during pregnancy, or to intelligently understand that, since the last discussed topic
is about pregnancy, then skin changes is contextually associated with this theme and
relevant queries need to be formulated and sent to the Web search module.
An equally challenging situation is when the system recognises two (or more) themes as
plausible discussion topics. For example, the user may ask:
“Could you please give me information on vaccination symptoms?”
If we assume that the Vaccination concept is not recognised and only the Symptom concept
is provided as input to WP, then both Pregnancy and Vaccination themes are active, since
both contain topics associated with symptoms (VaccinationSymptoms and
PregnancySymptoms). Again, the conversational history can be used to filter out less
plausible themes, or a clarification question can be initiated to acquire further input from
the user.
In order to be able to clarify situations as the aforementioned ones, the updated semantic
framework implements an incremental context decomposition and clarification algorithm,
taking into account the history of conversations and further input by the user, elicited
through clarification dialogues. The overall dataflow is depicted in Figure 35.

Figure 35. Basic dataflow for conversational awareness, query formulation and response
generation

The algorithm first checks whether conversational awareness was able to detect any theme,
based on the provided input. If multiple themes are detected, then the framework applies a
filtering task to filter out themes that are not relevant to the previously discussed themes. If
still the current conversational context contains multiple concepts, a clarification question is
send to the Dialogue Manager in order to inform the user that more information is needed.
In this case, the user provides more input, incrementally enriching and clarifying the
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conversational context. In the case when conversational context contains a single theme (or
none), the algorithm tries to determine whether conversational awareness was able to
detect any plausible topic. If no topics have been detected, the framework sends an
unknown response to the Dialogue Manager, informing it that the framework was not able
to understand the provided input. Otherwise, similarly to the theme detection, if multiple
topics have been detected, then the framework applies a filtering task to filter out topics
that are not relevant to the previously discussed topics. If the current conversational context
still consists of multiple topics, then a clarification question is sent to the Dialogue Manager
in order to inform the user that more information is needed and incrementally enrich the
current context. Otherwise, the framework formulates appropriate queries to extract
context from the KB (semantic question answering) or the Web search module, relevant to
the detected topic, as well as it extracts additional responses and proactive suggestions
based on the thematic ontology. All the responses are finally sent back to the Dialogue
Manager to continue the interaction with the user.
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9 CONCLUSIONS
The work accomplished in D5.5 contributes to the accurate, meaningful and natural
communication of the KRISTINA agent with the end-user by supplying the framework with a
rich repository of knowledge and with effective means for tapping into it in order to access
the appropriate per case information, built on a robust platform.
In the present deliverable, we are providing a detailed description of the multiple
interconnected components that interact with each other to support the KRISTINA’s
informational needs, addressing the objectives of T5.3, T5.4 and T5.5. The adopted
approaches, used for most of the modules, were first introduced in earlier reports (as found
in D5.3 of WP5). During the second half of the project the focus has moved to improvements
of already implemented tools, as well as the development of new ones, where the need
arose, aiming to feed the Knowledge Integration component with appropriate material. The
modules that received an extension to their functionality include the Web and social medial
crawling module, the content scraping module, the indexing and retrieval module, the
named entities and concepts extraction module, the relation extraction module, the topic
detection module and the query formulation module.
In particular, the current deliverable has documented the updated version of
aforementioned modules towards the final KRISTINA system that extends their capabilities
in the following directions:
•
•
•
•
•
•
•
•

Web crawling – extended the crawling pool utilising as seed input URLs additional
trustworthy Web domains provided by the user partners.
Content scraping module – updated and better adjusted the scraping techniques to
the type of information.
Information indexing – extended the indexing techniques to include “multiplesegments”, “document” and concept-based” index functionality.
Information retrieval – created passage retrieval methods to retrieve relevant
passages instead of the entire document/text. Developed query rewriting techniques
to enhance the retrieval performance.
Named entities and concept extraction – updated to include DBpedia Spotlight
annotation.
Relation extraction – enhanced the pattern-based module with the development of
additional patterns. Added development of the ML-based component and
development of the fusion component.
Topic detection – improved the topic detection framework, which detects topics in
German and Turkish, in terms of efficiency and computational cost.
Query formulation – extended query formulation, including updated algorithms for
context extraction from the KB (conversational awareness and question answering)
and enriched response types (such as proactiveness and clarifications). Since query
formulation strongly depends on the ontology-based reasoning infrastructure of
WP5, the specifics of the underlying algorithms, along with their evaluation, have
been described in detail in D5.4 Advanced version of the ontologies and reasoning
techniques.
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Whereas, the modules that were first introduced in the current deliverable include the social
media retrieval module, the tweet classification module (both social media retrieval and
tweet classification modules have been integrated with the existing topic detection
functionality) and the location-based search modules. In particular, their capabilities have
been developed towards the following directions:
Social media retrieval – Implemented services for tweet and topic retrieval
Tweet classification – Created a tweet classification framework to classify tweets
across a list of predefined categories.
• Location-based search – Created a number of services for events, nearest places of
interest and weather forecast.
In addition, we supported the advancements made in the capabilities of the aforementioned
modules with solid metrics and evaluation results, comparing the final modules’
performance with both baseline approaches and preliminary implementations.
•
•

As described in the present report, the updated version of the modules already supports
advanced functionalities that will be tested and evaluated in the final system (reported in
D8.9). Some minor extensions are foreseen in order to adapt the final version of the
modules to the final requirements of 3rd prototype. Any update will be reported in
deliverables D7.5 Final System and/or D8.9 Final System Report.

9.1

Source code

In order to efficiently keep track of the different versions of the modules during the three
development phases (first prototype, second prototype and final system), several source
code management tools have been used, such as GIT and Mercurial. This allowed us to easily
track incompatible changes made by developers that collaboratively work on the same
features at the same time. Furthermore, changes can introduce new bugs, so testing and
development proceed together until a new version is ready for deployment and use by the
end-users. Although the development of the individual components is still in progress (the
use cases are being updated and several tests and revisions are foreseen till the final
system), the core source code of the current WP5 components is available at the following
Git repositories:
• https://github.com/MKLab-ITI/KRISTINA/tree/master/SemanticFramework/: this repository
contains the source code (JAVA) of the complete Semantic Framework reported mainly in
D5.2 and D5.4, along with adaptations and improvements described in D5.3 and D5.5
(current deliverable). More specifically, the following modules are available as a single
bundle: conversational awareness, question answering, fusion, knowledge integration,
knowledge base (GraphDB triple store), as well as auxiliary services and utilities that
implement the interaction with other components and modules of the overall KRISTINA
framework. All modules have been developed as JAVA Enterprise Edition (EE) Web Services
and hosted in servers at CERTH. It also contains the current version of the OWL 2 ontologies.
•
https://github.com/MKLab-ITI/KRISTINA/tree/master/CategoryClassification:
This
repository contains the Python code of the tweet classification module reported in “D5.5
Advanced version of query formulation, search and content extraction” in the frame of the
KRISTINA project (http://kristina-project.eu/en/). It includes the code for both the
experimental setup and the service itself which updates the category field of the recently
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crawled Twitter posts. We have used Python version 3.6.1, 64-bit and the following libraries:
numpy (1.13.0), scikit-learn (0.18.1), gensim (3.0.0), nltk (3.2.4) and pymongo (3.5.1).
• https://github.com/MKLab-ITI/KRISTINA/tree/master/KIndex: This repository contains a
desktop application for the social media crawling, content scraping and indexing modules of
the KRISTINA pipeline that are performed offline. These functionalities are reported in “D5.3
Basic version of query formulation, search and content extraction” and “D5.5 Advanced
version of query formulation, search and content extraction”. The code has been developed
in JAVA as an Apache Maven project. The libraries used along with their versions can be
found in the "pom.xml" file.
• https://github.com/MKLab-ITI/KRISTINA/tree/master/WebKIndex: This is an Apache
Maven Web application project written in JAVA which makes use of the Spring Boot
framework. The external dependencies of this project are described in the "pom.xml" file.
The project includes services which are called (either directly or indirectly) by the Knowledge
Integration component and functions which run in predefined time intervals. Services
include the social media retrieval, the topic detection, the passage retrieval for healthinformation, the text/document retrieval for newspapers and diabetic recipes, the named
entities and concept extraction, the relation extraction and the KRISTINA-tailored locationbased search services (i.e., events, nearest places of interest and weather forecast service).
Functions run through this application are the German newspaper crawling, a special case of
Web crawling that utilizes the available RSS feeds and the tweet classification module which
runs the python scripts of the corresponding repository to update the Twitter crawling
database. More details for the aforementioned services and functions are given in “D5.5
Advanced version of query formulation, search and content extraction”.
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11 APPENDIX
11.1 Appendix A

KRISTINA IR Annotation Tool Guidelines v1
CERTH, October 11, 2017
1) Go to: 160.40.51.32:8000

Figure 36

2) In the initial login page, use the appropriate credentials to login.

3) After you login, you are directed to a Web page listing a set of topics (see Figure 2). If you
ever wish to sign out, you can always click on the top right button (which mentions the
user name). Click on a topic and check its related questions (“Questions about the
topic”). If you wish to annotate the selected topic press the “Proceed” button.

Figure 37
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4) You are now looking the Answer Web page (see Figure 3). This Web page contains the
documents that the IR service has returned for the selected topic as a response to the
questions related to the topic. In a separate tab, it also contains the selected snippets
which have been marked as correct answers for the specific question topic; at first, no
snippets are annotated. By selecting one of the documents, you can view its content on
the right side.

Documents
tab

Snippets
tab

(Annotations)

Documen
t content

Example
of
an
already
annotate
d snippet
Figure 38
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5) Go through all documents and annotate the passages that answer the specific topic and
its related questions. This can be done by marking the relevant passage and pressing the
pop-up “Annotate with the selected snippet” button (see Figure 4). If no answer exists,
move to the next document.
WARNING: Annotate only complete sentences, i.e. from full-stop to full-stop. Do not
annotate parts of sentences.
In the snippets tab, you can see all annotated snippets and delete those marked by
mistake and/or not containing an appropriate answer to the question topic.
Alternatively, you can delete a marked snippet in the documents tab, by pressing the “X”

Figure 39

button that appears along with the yellow underline.
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6) When you finish annotating a document (even if there is no appropriate answer in it),
click on the “tick” button next to the document to mark this as completed/annotated.
When you press the “tick” button a green background appears just on the right of the
“tick” button. This way you can track the documents that you have already annotated.
Do NOT forget to press the “Save Annotations” button when you finish the annotation
(before you sign out or close the browser); see Figure 5.
Last, for each topic, please explain your decisions to annotate specific passages as relevant
or not in the “Topic answer description” box so that a justification of your selections is

Documents
annotated

marked

as

Just the first 20 characters of the following
text

Figure 40
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recorded. You could write, for instance, “A relevant segment contains information about …”
or “A segment that contains only information about …. Is not relevant.”
Please provide one description per topic. This may be filled out at the end, but you can
also keep notes during the annotation process and just edit them at the end.
Again, do NOT forget to press the “Save Annotations” button when you finish the topic
answer description.
7) You can go back to the questions list by pressing the “Back to Questions” button.

11.2 Appendix B

Twitter Annotation Tool Guidelines
Step 1: Go to http://mklab-services/kristina_annotation_tool/.
Here, you will see all the tweets retrieved from the respective service while the list is
updated in periodic intervals. Next to each tweet you can see the potential tweet categories,
including 1. Economy, Business & Finance; 2. Health; 3. Nature & Environment; 4. Politics; 5.
Science & Technology; 6. Lifestyle & Leisure.
Step 2: Set the language of the tweets by toggling the dropdown list on the top-left corner.
German and Turkish are the two available languages with German being the default one
when you first open the Web page.
Language selection
Page navigation
Annotated tweets counter
A tweet
Candidate
categories

Step 3: For each tweet, define its category by clicking on the appropriate tweet category
next to the tweet. After clicking on one category, the annotation is saved and becomes
visible to everyone who accesses the website. After defining a category for a tweet, this
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annotation can be edited (by clicking on another category) but it cannot be removed.
Furthermore, only one category can be set per tweet.
A counter on the top of the page is also available recording the number of tweets annotated.
If all tweets on the current page have been annotated, go to the next page using the
navigation arrows (on the top-left of the page).
Step 4: The goal is to create a collection of 1000 annotated tweets for each language.
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