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Executive Summary
Both the final KRISTINA platform and this deliverable D8.9 (Final System Report) are
central elements of the milestone MS5, which marks the completion of work and the
fulfilment of the third and final software development cycle as well as the achievement
of the research and technological objectives of the project.

The deliverable D8.9 presents an overall view presentation and assessment of the final
KRISTINA agent. The agent consists of several interacting modules, which operate
together in order to analyse a multimodal communication move, which can involve
voice, facial expressions and gestures, assess it and react accordingly, again, in terms of a
multimodal communication move of a virtual character. The technical set up and
background information about the detailed functionalities of the individual modules of
the final KRISTINA platform are presented in the software deliverable D7.5 and in the
deliverables on the advanced versions of the individual technologies (D2.5, D3.3, D4.3,
D5.4, D5.5, and D6.3). In this document, the focus is on the assessments of the operation
of the platform, carried out by both the experts and the users, are sketched.
The three Use Cases of the KRISTINA agent have been designed to address the needs of
three different types of users: elderly, care providing personnel, and migrants not
familiar with certain health and basic care issues and the sanitary system of the host
country. Within each Use Case, a number of scenarios have been defined. Overall, the
KRISTINA agent covers the roles as social companion, health expert, nursing assistant,
health coach, mediator and receptionist.
As already for the assessment of the previous prototypes, for the assessment of the
functionality of the Final Demonstrator, sample dialogues for each scenario in each of
the Use Cases have been defined. Compared to the dialogues of the second prototype the
following updates have been made: KRISTINA provides more information in different
formats (audio, video) for existing topics, the existing dialogues have been improved and
KRISTINA’s responses are more proactive with suggestions and further questions to the
user without repeating herself in the dialogue.
The assessment of the functionality of the Final Demonstrator by experts and users in
the context of the defined Use Cases shows that the objectives of the Work Plan as
outlined for the final milestone MS5 have been fully achieved.
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Abbreviations and Acronyms
ASR
DM
DNN
DRK
EKUT
FSA
KI
LA
LAP
LAR
LAS
LCS
LI
NER
LMD
LMJM
QE
RF
RMSE
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US
Sc
semFYC
SLU
TSR
UAP
UAR
UAS
WER
WP

Automatic speech recognition
Dialogue Management
(Deep) neural networks
Deutsches Rotes Kreuz
Eberhard Karls Universität Tübingen
Finite state automata
Knowledge Integration
Language Analysis
Labeled attachment precision
Labeled attachment recall
Labelled attachment scores
Largest Common Subsequence
Language Integration
Named Entity Recognition
Language Model with Dirichlet smoothing
Language Model with Jelinek-Mercer smoothing
query expansion
Random Forest
Root Mean Squared Error
Use Case
User Satisfaction
Scenario
Sociedad Española de Medicina de Familia y Comunitaria
spoken language understanding
Task Success Rate
Unlabeled attachment precision
Unlabeled attachment recall
Unlabeled attachment scores
Word error rate
Workpackage
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1 INTRODUCTION
This document reports on the final system of the KRISTINA Agent as foreseen in MS5.
MS5 stands for the successful completion of the third SW development cycle and
achievement of the research and technological objectives of the project, and, in
particular of the full functionality of all components and of the KRISTINA Agent as an
integrated system (dialogue management (DM), multilingual automatic speech
recognition (ASR), multilingual semantic analysis, semantic and social - emotional
mimics and gesture analysis, querying, search and extraction of content from web
resources, reasoning, discourse generation, speech synthesis and expressive virtual
character). Figure 1 displays the architecture of KRISTINA, with the information flow
between the modules.

Figure 1: Architecture of the KRISTINA agent

In a nutshell, the system receives verbal (language) and non-verbal (mimics and
gestures) input from the dialogue partner by its Social Signal Interpretation (SSI)
Module. The analysis of the multimodal emotional cues in the input is carried out by
dedicated modules for facial expression, gesture and paralinguistic cue analysis; their
outcome is fused and projected into the valence/arousal (VR) space. The VR values are
stored in the knowledge base (KB). The verbal input is transcribed by an external
Automatic Speech Recognition (ASR) module and analyzed into conceptual structures,
which are mapped onto ontological structures and also stored in the KB. The dialogue
manager (DM) assesses the obtained input and plans the reaction of the agent. If needed
for an adequate response, background information or news material is retrieved from
trusted web sources. The planned response structure is passed to the mode fission (or
modality selection) module, which decides which chunk of the content is to be
communicated by which modality (language, gesture, facial expression). The modalities
can be chosen as mutually complementary, supportive, or substitutive. The Virtual
Character realizes the input, using a TTS with enriched prosody for verbal output. For
more details on the architecture and the interplay between the modules, please see
(Wanner et al., 2017a, 2017b).

The Final Demonstrator is a female avatar (with or without a stethoscope and dress in
different colours), including female voices in German, Spanish, Polish and Turkish
(Figure 2).
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Figure 2: Screenshot of the Final Demonstrator character

In addition, several other avatars of comparable quality have been delivered; cf. Figure 3
for two examples.

Figure 3: Additional avatars in KRISTINA

Compared to the second prototype, the GUI has been also updated: the scenario buttons
include the new scenarios and languages covered by the Final Demonstrator. Users can
always use alternatively audio or text inputs in order to interact with the system; cf.
Figure 4.
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Figure 4: Interface of the KRISTINA agent

This deliverable focuses on the assessment of the current functionalities, compared with
the targeted functionality specified for MS5. It also includes the summary of the
evaluation of the performance of the individual techniques in accordance with the
corresponding (in some cases updated) performance indicators together with
recommendations for improvement of the individual techniques based on the
evaluation. Moreover, user partners provide the assessment of the user satisfaction with
the individual features of the integrated platform – even if no such assessment is
required by the DoA. This assessment has been carried out (under a certain time
pressure and unfavourable technical conditions) to give the technical partners the final
very useful feedback and allow them to tune their modules for the final delivery.
The remainder of the deliverable is structured as follows. Section 2 introduces the
dialogue scenarios the Final Demonstrator works with. Section 3 includes an overview
on the user-centered and system-centered assessment criteria. In Section 4, the results
of an ad hoc user-centered assessment of the intermediate (still unstable) version of the
Final Demonstrator and the system-centered evaluation by the technical partners of the
consortium are presented. In Section 5, then some conclusions are drawn.

2 DIALOGUE SCENARIOS

The Final Demonstrator covers dialogues in four different languages in selected
scenarios, in which KRISTINA plays the role of a social companion, health coach, health
expert, nursing assistant, mediator, or receptionist. The supported Use Case (UC)
scenarios are summarized in the following Tables 1 and 2:
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UCs
Languages
supported

and

UC1 Sc1

Social companion

Nursing assistant

Health expert

Reading
news

Sleeping
(extended
adapted)

Information
on
dementia: German (1)
Information
on
disease;
(2)
Communication with
someone
suffering
from dementia with
improved responses

aloud

the

News from social
media with improved
responses
Weather forecast

Information on local
events in residence
from websites/social
media

Eating
(extended
adapted)

routine
and
habits
and

Health Coach

Tips on sleep hygiene
with different formats
of
information
material (text, audio,
video)
Nutrition information
and recipes

Information
on
financial support for
care (TR, too )
Supported
Languages

DE - TR

UC1 Sc2

Introduction,
user
profile information
with responses from
websites,
social
media with links
between the topics

Supported
Languages
UCs
Languages
supported

PL

and

DE

Personal
information
and
data (habits) 
conversational
dialogues (proactive
system)
PL

Tips on mobilization
(TR, too)
DE (TR)

General information
on dementia, type 2
diabetes,
sleep
hygiene with different
formats of information
material
PL

Table 1: Topics Covered by Final Demonstrator in UC1

Receptionist

Mediator
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UC2

Appointments with
GP and specialists
(Gynecologist,
Psychiatrist)
Contacts with NGOs

Recommendation
of
child's check-ups and
reminders for vaccines
and appointments

Administrative
information
and
localization of health
centers

Information on baby
care with customized
retrieved
information
(websites,
social
media)
Health
advices/
suggestions for low
back pain

Information
on
pregnancy
and
contraceptives with
responses
from
websites and social
media

Provision
of
administrative
documents
(PDF,
printed version)

Exercises for low
back pain relief

Suggestions
according to the
BMI, recipes and
tips for healthy
eating and lifestyle
as well as during
pregnancy

Information
on
diabetes, self-control,
prevention

Supported
Languages

ES

ES

Information
anxiety
depression

ES

Table 2: Topics Covered by Final Demonstrator in UC2

on
and

ES

The content covered by the Final Demonstrator has been elaborated and worded
primarily in German, Polish, Turkish and Spanish. For Arabic, selected sample dialogues
have been realized in order to demonstrate the potential of the technologies developed
in KRISTINA. User partners, supported by technical partners, prepared a detailed
description of the scientific aspects to be included within the system knowledge base.
Moreover, alternative wordings have been prepared and translated in all the mentioned
languages in order to ensure a higher flexibility in the interaction between the user and
KRISTINA. In both UCs, existing dialogues were enhanced. KRISTINA is asking for a
clarification when she detects more than one relevant topic to the user's input. These
clarifications can be formulated direct or indirect. In parts, new topics have been
included and the already existing ones have been extended. The final system supports
the already mentioned topics together with additional ones. One of the improvements is
the personalization of the information provided by the system according to the user’s
personal data that is introduced in the graphical user interface (GUI) before the start of
the conversation.
That is, a number of extensions of the scenarios have been made in the Final
Demonstrator, compared to the Second Prototype.

Use Case 1 has been enhanced as follows:
•

Reading aloud the news, news from social media, weather forecast and news
about local events: In the second prototype, news are retrieved both in German
and in Turkish, not only from pre-defined websites, but also from social media.
The Final Demonstrator can filter less important information out of the selected
web passages or social media content and give improved IR-responses.
Additionally, a proactive system behavior is implemented, so that the dialogues
emphasize on conversational flow.
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•

•

•
•
•

•

•

Information on dementia: this topic has been included in the second prototype,
providing information about the disease and the communication with someone
suffering from dementia in German and Polish. Referring to this, the Final
Demonstrator gives only relevant information to the user with improved IRresponses.
Information on type 2 diabetes mellitus: This topic has also been covered in the
second prototype by giving general information about the disease itself, diet
restrictions, recipes and tips for a better sleep hygiene in German and Polish. In
the Final Demonstrator information in different formats can be provided: Text
(reading aloud or display), audio and video.
Sleep hygiene: Advices on sleep hygiene are given by the second prototype as
well, with different formats of information material in the Final Demonstrator.
Sleeping routine and eating habits: the dialogues covered in the second prototype
have been revised and adapted to user profile information.
Additional topics in the Final Demonstrator are information on financial support
for care and tips on mobilization. These newly topics are available in German as
well as in Turkish.
Information about the care recipient: The Final Demonstrator consists of a GUI to
introduce user profile information. The responses are retrieved from websites or
social media and given in Polish. Furthermore there are links between different
topics.
Activities of daily life: the dialogues of the second prototype covering the topics
personal habits and diseases were revised. The dialogues with the Final
Demonstrator are more proactive, with enhanced interlinking topics for the
conversation.

Use Case 2 has been enhanced as follows:
•

•

Baby care: With the second prototype, information about the child’s growth,
breastfeeding, vaccination and related side effects, recommended activities to
spend time outside with the baby and localization of the nearest park have been
added with KRISTINA in the role as a health expert and also as a mediator. New
topics have been included in the Final Demonstrator: information on how to
stimulate the baby's hearing, eyesight and touch; pregnancy symptoms (nauseas,
skin changes, etc.) and diet; information on pregnancy from reliable sources &
support line; information on contraception; practical information on taking care
of newborns, including baby's bath and sleep. In addition to that, the existing
dialogues were enhanced with the provision of customized information retrieved
from the web and social media.
Low back pain: With the second prototype, the dialogue on low back pain has
been enhanced and the system is able to provide information about exercises for
low back pain tension relief together with customized suggestions. These health
advices and suggestions have been improved in the Final Demonstrator with
recommendations and how or when, respectively get a doctor appointment.
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•

•

Information on diabetes (diet, insulin injections, glucose levels, etc.), headache
and information about anxiety and how to help someone experiencing it, have
been added
Administrative assistance: KRISTINA’s role as receptionist has been developed
further with administrative information and the opportunity of appointments
with gynecologists and psychiatrists, too.

3 TOOLS AND APPROACH OF EVALUATION
3.1 User-centered assessment

The evaluation process has been carried out by user partners EKUT, DRK and semFYC in
M36 in order to give a short feedback of the user perception of the intermediate version
of the Final Demonstrator.
The recruitment of users for this evaluation has been realized by inviting internal and
external subjects to the institutional premises of user partners.

As for the previous prototypes, the user-centered evaluation aimed to obtain feedback
from potential users of the KRISTINA system and, at the same time, it has been the
occasion to inform all participants about the project achievements and final results.
Results of the final evaluation have been gathered by user partners using a shortened
form of the questionnaire of the previous evaluations (see Appendix 1).

Internal staff participants and end users have been invited to the user partners’
premises in Tübingen and Barcelona, in order to test the Final Demonstrator and the
corresponding functionalities. Due to the short term notice (given that the DoA does not
foresee a user-centred evaluation of the Final Demonstrator and the technical
uncertainties), only a small number of subjects have been recruited: 4 user partners (3
German, 1 Turkish) and end users (2 German, 2 Polish, 3 Spanish) took part in the
evaluation.
For the evaluation of the first Use Case, scenario 1 in Tübingen (EKUT), the scenarios
social companion and eating and sleeping were selected.

The predefined dialogues covering all the topics of the final system were tested by using
audio as well as text input. Next to the evaluation by the user partners themselves, one
nurse and one nurse assistant were gathered to evaluate the system. A brief introduction
has been presented to them. They were informed about the process of the evaluation,
the collected data and the use of data. A German scenario was selected and following a
guided conversation with KRISTINA was conducted. At the end of the test, they were
invited to fill in the questionnaire.

The procedure of the evaluations by the use case partners DRK and SemFYC with only
end users was similar.

The results of the questionnaires were stored in an Excel file and averages of the Likert
values of selected items were calculated. These results are presented in Section 3.

3.2 Methodology of the system-centered evaluation

The system-centered evaluation implies the application of metrics for the evaluation of
the technical solutions, as well as for the scalability and performance of the prototypes.
This deliverable provides the evaluation of the performance of the individual techniques
in accordance with the corresponding performance indicators based on the individual
Page 13
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technical WPs. In what follows, the methodologies applied in each of the WPs for
evaluation are introduced.
3.2.1 WP2 Adaptive Dialogue Management
The metrics employed to evaluate the Dialogue Management (DM) are Task Success Rate
(TSR) and User Satisfaction (US).

The Task Success Rate represents the number of tasks the DM could fulfill in relation to
the total amount of tasks presented by the user. We define Task Success as giving the
correct answer to the user’s question as well as providing suitable proactive suggestions
to the user.
User Satisfaction represents the appropriateness of the system’s contributions to the
conversation as well as its ability to adapt to the user. It is measured using sections 1, 2
and questions 5, 7, 11, 13, 14, 15 and 16 of Section 3 of the questionnaire provided in
Appendix A. The questions are derived from the SASSI (Hone, Graham, 2000)
questionnaire and adapted to cover our specific scientific challenges. We statistically
evaluate how KRISTINA’s behavior is perceived by the user and if they feel their
questions could be answered in a satisfactory manner.

3.2.2 WP3 Analysis of vocal communication in dialogues
For speech recognition and transcript analysis, the following evaluation methodologies
are used.
3.2.2.1 Evaluation methodology for ASR and spoken language understanding

The quality of automatic speech recognition (ASR) systems is measured in terms of the
word error rate (WER). After automatically aligning the system output (hypothesis)
with the manual transcriptions (reference), three types of recognition errors are
computed: substitutions (S), insertions (I) and deletions (D). These errors are used to
calculate the WER, as follows:
𝑊𝑊𝑊𝑊𝑊𝑊 =

𝑆𝑆 + 𝐷𝐷 + 𝐼𝐼
𝑁𝑁

where N is the number of words in the reference.

Another metric of interest in KRISTINA is the latency. In terms of ASR, the latency
corresponds to the time elapsed between the full reception of the audio input (user
utterance) and the return of the transcription hypothesis.

ASR systems are generally evaluated on data sets having at least 3 hours of speech from
at least 20 different speakers. In KRISTINA, evaluation data comprises the recordings
done by the user partners and Vocapia Research’s internal data. Vocapia’s data sets were
used for comparison, since they cover a larger variety of speakers and a wider variety of
topics. Nevertheless, we need to keep in mind that Vocapia’s data do not match the
KRISTINA application, therefore the results presented in this report are given only on
KRISTINA data.
3.2.2.2 Evaluation methodology for multilingual text analysis

In accordance with the subtasks currently addressed in the context of multilingual text
analysis (cf. D3.2, D3.3), the assessment of multilingual text analysis performance
involves the evaluation of surface-syntactic parsing, deep-syntactic parsing and of the
mapping of the resulting predicate-argument representations to respective ontological
ones. We report on (i) the quantitative evaluation of the statistical surface- and deepPage 14
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syntactic parsers trained on the data annotated during the projects, in terms of
hypernode identification accuracy, and Labeled and Unlabeled Attachment Scores, and
(ii) a comparative evaluation of the rule-based modules in which we focus on the
achieved improvements compared to the previous prototypes. The evaluation presented
in this deliverable is an extension of the one provided in D3.3.
3.2.3 WP4 Analysis of mimics and gestures in dialogues
3.2.3.1 Evaluation methodology for face analysis

Within the KRISTINA project, we have chosen Russell’s Valence-Arousal (V-A) scale to
represent the affective states of the users (Russell 1980). To automatically estimate V-A
cues from KRISTINA users, we have continued the annotation of the KRISTINA database
in terms of V-A and subsequently, trained multimodal estimators/classifiers from the
resulting annotations (see D4.2 and D4.3 for more details). Furthermore, the final
version of the facial analysis module also provides prototypical facial expression labels
as a complementary output. It is important to emphasize that the choice of V-A space to
represent emotions is strongly linked with the objective of having a holistic system that
is inherently multi-modal when interpreting emotions. In this sense, similar strategies to
the one just described have been used in the paralinguistic, gesture and face modalities.

To evaluate the facial module integrated into the Final Demonstrator, we have used a
cross validation scheme. In the case of V-A estimation, the evaluation has been
performed on more than 5 hours of video recordings (corresponding to 49
conversations of two participants each) from the KRISTINA database. In the case of
prototypical facial expressions, the evaluation has been performed on 3437 “in the wild”
images (see D4.3 for further details of this dataset).

We have computed the Root Mean Squared Error (RMSE) and the Pearson correlation
coefficient for V-A cues. Besides, we provide the classification accuracy of the
prototypical facial expressions classifiers. Finally, to validate all the parts of the facial
analysis module we also provide the results of our landmark detector/tracker
comparing its Cumulative Error Distribution (CED) curve with the ones achieved by the
methods who participated in the recent 300 faces in the Wild (300W) challenges, which
constitute the state-of-the-art in the field.
3.2.3.2 Evaluation methodology for gesture analysis

For the purpose of the WP7 integration effort, the evaluation validates the level of
integration, usability and general robustness of the system. As this is more an
engineering challenge than a scientific goal, this part of the evaluation is not done in a
formal, structured manner. However, through analysis of logs, user feedback and system
monitoring the effectiveness of several enhancements could be validated and future
enhancements have been identified.
3.2.3.3 Evaluation methodology for paralinguistic and multimodal fusion

In order to improve the system after the preliminary evaluation as expounded in D4.2
we switch our approach from classification to regression which fits the emotion
recognition in the continuous valence arousal space much better. In order to create a
baseline model for this regression task we make use of the Geneva Minimalistic Acoustic
Parameter Set (Eyben et al. 2016). This feature set is an efficient subset of the extended
Geneva Minimalistic Acoustic Parameter Set which has been successfully used in the
past to recognize emotions from speech (Trigeorgis et al. 2016, Chao et al. 2015). The
small set, which consists of 58 hand selected features, enables us to train DNNs
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reasonably fast while simultaneously helping to reduce the risk of over-adaptation
(Schuller et al. 2010). To estimate the quality of the system we use Pearson’s correlation
coefficient for the annotation and system predictions. See section 3.2.3.2 for further
details.
In earlier reports (e.g. D4.1, D8.5, etc.) we have introduced an event driven approach to
fuse the separate affective estimations (face, gesture and paralinguistic) into a
homogeneous Valence and Arousal representation. We receive Valence and Arousal
values from the facial and paralinguistic components (at the moment, the gesture
analysis delivers Arousal values only) with scores ranging from minus one to one ([-1 ...
1]). Hereby, we expect the gestures to be not tracked at all times due to changing
conditions of the setup and resulting hand visibility issues.

Figure5: Multimodal events are fired by the single modalities asynchronously and get collected within the event
driven fusion component

Figure 6: Each event received by the fusion component is given a weight which decays over time until the event is
discarded. A centre of mass of fusion-events is calculated over all active events

The events are fired by the single modalities autonomously and in an asynchronous
manner. They are collected by the fusion component and fed into the fusion algorthm
(Lingenfelser et al. 2016): In addition to the estimated Valence or Arousal score, each
received event has a weight which decays over time until the event is discarded. A
centre of mass of fusion-events is calculated over all active events:
Page 16
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𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚 = ∑𝐸𝐸𝑒𝑒=1(𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑒𝑒 ∗ 𝑤𝑤𝑤𝑤𝑤𝑤𝑤𝑤ℎ𝑡𝑡𝑒𝑒 ). Broadly speaking, this moving centre represents the
fusion result which can be accessed at any given point in time.
In Section 4.2.3.2 we present the numerical evaluation on the behavior of paralinguistic
and facial Valence and Arousal estimations.
3.2.4 WP5 Content search, integration and reasoning

The final version of the WP5 framework mainly focuses on: i) the enrichment of the KB
to capture profile information pertinent to the updated use cases, ii) the implementation
of advanced reasoning and question answering capabilities, with a special focus on
conversational awareness to improve the relevance of the generated responses iii) the
optimization of search performance, iv) the enhancement of concept/NEs and relation
extraction capabilities, and v) the category classification of Twitter posts and the
development of diverse ways to retrieve these posts.
Below, we present the goal of each module along with the evaluation strategy followed
for the final WP5 framework.
3.2.4.1 Evaluation methodology of the knowledge integration module

For the evaluation of the final version of the KI module, we used the metric defined in
D5.4 (Section 4.2.1) to compute the semantic response relevance, i.e. to match user
questions against the KB structures that are returned as response, comparing also the
results with a baseline method that uses simple SPARQL rules to retrieve relevant
information from the KB. The evaluation of conversational awareness involves two
cases: a) validation and test coverage of the topic hierarchy and the corresponding
semantics, and b) the performance (precision and recall) in the presence of incomplete
information and noise.
Finally, we present the response times of KI with respect to questions of the final
system. The evaluation has been performed on data collected during KRISTINA testing,
as well as using a customized version of the use case questions to test different aspects
of the framework.
Apart from the evaluation of the developed algorithms, we have also evaluated the
developed ontologies, focusing on the identification of anomalies or worst practices. The
OOPS! tool has been used for detecting pitfalls that could lead to modelling errors.

3.2.4.2 Evaluation methodology of the content extraction modules

The main focus of the content extraction modules is placed on information extraction
from specialised texts (mainly medical ones), in regards to named entities, concepts and
the underlying relations that bond them.

The advances made in the module’s frameworks since the second prototype’s evaluation
are reported in detail in D5.5, while in D8.8 the module’s performance is compared to
other proposed methodologies. The abovementioned progress contributed to better
concept and relation extraction results due to a new approach and optimised
parameters respectively.
The concept extraction module has been tested on a modified corpus of the Medline
dataset, which comprises of medical texts, thus matching ideally the needs of the
KRISTINA domain. The performed evaluation has been twofold, since it involved: a) the
extraction of medical terminology from these texts, and b) the exact matching of the
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boundaries of the terminology. The medical concepts found in the corpus were marked
with inline annotation and we regarded them as the ground truth against which the
overall system performance has been measured. To evaluate the concept extraction
performance accurately and cater for both perfect and partial concept matches, we
employed the following metrics:
•
•
•

•

Precision: the percentage of the predicted concepts that have been matched at
least partially in the ground truth concepts.
Recall: the percentage of the ground truth concepts for which at least a part of it
exists in the set of the predicted concepts.
Exact Precision: the percentage of the predicted concepts that have been exactly
matched to the ground truth concepts. In this precision variation, a predicted
concept must exactly match a ground truth concept.
Exact Recall: the percentage of the ground truth concepts that have exactly
matched one of the predicted concepts. In this recall variation, a ground truth
concept must exactly match a predicted concept.

The metrics employed to evaluate the Named Entity Recognition (NER) and the relation
extraction tasks are standard Precision, Recall and F-score.

The quality of the NER service was measured in D8.5 in terms of the aforementioned
metrics for all correctly extracted entities; the obtained results were considered
satisfactory, so there was no need for further updates.
With respect to relation extraction, the evaluation has been performed on eight relation
types found in the test-set of the ground truth dataset (2010 i2b2 corpus (Uzuner et al.,
2011)) using micro-averaged precision, recall and F-score. The hybrid framework is
presented in detail in earlier reports (e.g D5.3 (section 4.1), D5.5) while in D8.5 and D8.8
it is compared to other relevant approaches.

Moreover, apart from retrieving these eight specified relations, the pattern-based part of
the hybrid system has been extended to discern simpler cases like answering user
queries of the type “What determines the weight and size of a newborn baby?” or “I would
like to know about the benefits of breastfeeding.”. An example sentence follows that
would satisfy the latter query, visually annotated with beneficial information
(E1/2=entity
1/2,
RT=relation
type):
“Other
studies
suggest
that
<E1>breastfeeding</E1> may <RT>reduce the risk</RT> for certain <E2>allergic
diseases</E2>, <E2>asthma</E2>, <E2>obesity</E2>, and <E2>type 2 diabetes</E2>”.
The respective relations retrieved are: “Breastfeeding, reduce the risk, asthma”,
“Breastfeeding, reduce the risk, obesity” and “Breastfeeding, reduce the risk, type 2
diabetes”. The module’s extension was facilitated by reusing already authored finite
state automata (FSA) for the i2b2 task, but with implemented tweaks so they
correspond to each new UC scenario. The development was restrained to the patternbased module since there is no proper dataset available that could be used to train a
machine learning classifier reliably on the extra scenarios. Therefore no evaluation can
be performed for the hybrid system concerning the extended relation extraction cases.
The finished model that is presented herein retains all previous development and
features but opts for a tweaked weighting system. The evaluation of the results was
calculated with a weighting system in which the two sub-modules (pattern-based and
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machine learning-based) contributed equally to the final prediction scores instead of
exploiting weights proposed by the previously chosen Random Forest-based approach.
3.2.4.3 Evaluation methodology of the scraping module

The scraping framework and its two proposed alternatives have been extensively
detailed and evaluated in D5.5 “Advanced version of query formulation, search and
content extraction”. The major update reported in this deliverable concerns the
additional evaluation results for the Turkish web resources included in the Final
Demonstrator.
In short, the first alternative of the scraping framework is based on the content
extractors in the Boilerpipe 1 library (Kohlschütter et al., 2010), namely the Default
extractor and the Article extractor; these algorithms that do not simply return the whole
webpage content, but aim to extract its most significant content, have been adapted to fit
the needs of the KRISTINA domain (see D5.5). Furthermore, the focus of the second
alternative of the scraping framework is to detect a central element in the HTML of the
webpage that captures as much of its meaningful content as possible.

Evaluation was performed firstly by exploiting an external English dataset, referred to as
the “crawl to the future” 2 dataset, and secondly by manually creating datasets using
health-related webpages in the Spanish, German, Polish and Turkish languages that
cover the KRISTINA informational requirements. Ground truth in the manually created
datasets was defined by manually examining the content of each webpage. The main
metrics considered are the well-known Precision (Eq. 1), Recall (Eq. 2) and F1-score (Eq.
3) which have been adjusted to take into account the Largest Common Subsequence
(LCS) (Hirschberg, 1975) between the ground truth and the extracted text and are
defined as follows:
𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃 =

𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 =

|LCS (Ext,GT)|
|Ext|

|LCS (Ext,GT)|

𝐹𝐹1 − 𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠 = 2 x

|GT|

𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃 x Recall
Precision+Recall

(1)

(2)
(3)

where Ext represents the automatically scraped (extracted) text, GT represents the
ground-truth text, and LCS corresponds to their longest common subsequence, i.e., to the
extracted relevant text. Precision calculates the percentage of relevant text included in
the text scraped by the system; Recall estimates the percentage of relevant text that the
system managed to successfully scrape, while the F1-score is the harmonic mean of
Precision and Recall. In addition, time performance is measured and presented for
completeness, even though it is of less importance since, here, scraping is run as an
offline procedure.
3.2.4.4 Evaluation methodology of the social media classification module

Towards the final system, the social media module was enhanced with more retrieval
functionalities. Some of them were based on information that was already stored by the
social media crawling framework, for example search via a user account. The most
1
2

https://code.google.com/archive/p/boilerpipe/

https://github.com/rodricios/crawl-to-the-future
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significant enhancement in this module is the integration of the ability to search tweets
using their category. The category information of the tweets does not exist anywhere in
the Twitter website, so a separate module that assigns categories to tweets should be
built to enable such search feature.

To this end, a module that categorizes tweets using a Random Forest (RF) framework
has been developed. Two types of text features are leveraged to train the classification
models, word2vec (Mikolov et al., 2013) and n-grams, and one Random Forest model is
trained for each one of these features. Each tweet is classified into one of six predefined
categories. These categories were found in the IPTC news codes taxonomy 3 as
representative categories to characterise a news text. The inner workings of this
framework are further described in D5.5. In this report, we focus on presenting the
evaluation results for this module.

The evaluation methodology involved the development of a twitter annotation tool in
the form of a web application. In this tool, users were able to assign tweets crawled by
the social media crawling module to their appropriate category in an easy and userfriendly way. The annotation task was performed by the end users and the result was
the creation of datasets that could be used to train the social media classification models.
Based on these, we measured the performance of the classification models (both for
each Random Forest separately and for their fusion). We made a random split of the
data, where 80% of the data were used for training the models, while the rest 20% were
used for evaluating their efficiency. The split is made in a way that the same percentage
of tweets for each category is preserved in both training and test sets.

The results differ from the ones reported in D5.5, as changes were performed, the most
important one being the expansion of the Turkish dataset, especially in the least
represented categories, as more annotations were made by the user partners. For both
languages, the text pre-processing phase was updated and more tweets are being fed to
train the word2vec embeddings with the aim of optimizing them.
3.2.4.5 Evaluation methodology of the information retrieval/search module

For the final version of the information retrieval/search module, we applied a different
evaluation strategy compared to the ones applied in the evaluation of the first and
second prototypes. The previous strategies have proven to have many shortcomings,
mainly that they were time consuming and that reuse of any relevance assessments that
were made was rarely possible; e.g., in the case where changes were made to the
retrieval methods and there was thus a need to re-evaluate them, existing relevance
assessments made in previous evaluation rounds could not be easily reused.

The new strategy involved the creation of a ground truth dataset by the end users. This
was facilitated by developing and preparing an annotation tool that was provided to the
end users. By using this tool, the end users were able to view the questions and their
candidate answers embedded in the retrieved documents through a user-friendly
interface, and then define and mark the appropriate relevant answers. This way, a
reliable answer set was built for each question enabling us to execute automatically the
evaluation process.
3

http://www.iptc.org/site/Home/
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To set up the tool, we made use of the BioASQ annotation tool 4, which was developed to
support the BioASQ challenge on biomedical semantic indexing and question answering
(Tsatsaronis et al., 2015). We decided to rely on this implementation because it fits well
our major requirements. To fulfil all of our needs, we configured it and modified it
accordingly.
Once the ground truth was created, it could be compared against our retrieval results
using the following evaluation metrics. For the intermediate steps of the retrieval
methods, where documents and paragraphs (rather than passages) are retrieved, we
calculated the following metrics for each question:
•

•

Precision@N (P@N): the percentage of relevant documents/paragraphs in the
first N answers.
Success@N (S@N): has value of 1 if at least one of the first N retrieved
documents/paragraphs is relevant, otherwise the assigned value is 0.

The average of the above values over all available questions is used to get the eventual
performance measurements for these intermediate steps.
For the last step in the retrieval process, i.e., the passage retrieval step, we utilized
different evaluation metrics. Passage retrieval evaluation metrics against ground truth
datasets have been previously proposed in the context of the HARD track in TREC (Allan,
2005), the INEX ad hoc track (Kamps et al., 2007), and the TREC Genomics track (Hersh
et al., 2006). The proposed metrics are mainly based on the number of characters from
the annotated relevant passages that exist in the top retrieved passages. The proposed
character-level measures are generally similar to traditional document-level measures,
but use characters as opposed to documents.

Such metrics measure the amount of relevant information retrieved in terms of the
length of relevant text retrieved. More formally, we define 𝑝𝑝𝑟𝑟 as the passage retrieved at
rank r in the retrieval list, rel_size(𝑝𝑝𝑟𝑟 ) as the length of (annotated) relevant text
contained in 𝑝𝑝𝑟𝑟 as measured in characters (if there is no relevant text, then
rel_size(𝑝𝑝𝑟𝑟 )=0), size(𝑝𝑝𝑟𝑟 ) as the total number of characters contained in 𝑝𝑝𝑟𝑟 , and size(𝑞𝑞𝑟𝑟 )
as the total amount of (annotated) relevant text for question q that overlaps with
passage 𝑝𝑝𝑟𝑟 .

We are interested only in the top-ranked answer passage as it comprises the final
answer that is returned to the user. Thus, we measure precision and recall at rank 1 as
follows:
𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃 @1 =
𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 @1 =

rel_size(𝑝𝑝1 )
size(𝑝𝑝1 )

rel_size(𝑝𝑝1 )
size(𝑞𝑞1 )

(4)
(5)

These metrics are based on the assumption that each (annotated) relevant passage
contains sufficient information so as to satisfy the user and therefore, we need to
measure how much of the information in an (annotated) relevant passage is covered by
the top-retrieved passage. Precision@1 (P@1) and Recall@1 are also combined to
produce an F1-score (see Eq. 3), the F1-@1. Moreover, we calculate Success@1 (S@1),
4

https://github.com/BioASQ/AnnotationTool
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which is set to 1 if the first passage contains at least part of the expected ground truth
answer.

In D5.5, “Advanced version of query formulation, search and content extraction”, the
annotation tool and the evaluation procedure using this tool are described in more
detail. Also, results for the Spanish questions are presented using the two-step
“Document-based” retrieval method and the three-step “Document-paragraph based”
and “context-based” retrieval methods. In this deliverable, in order to focus on other
factors that may affect the retrieval accuracy, we present results only for the “Documentparagraph based” method which performed best in the experiments reported in D5.5.

D5.5 contained the evaluation results only for the Spanish language, since user
annotation for German and Polish had not been completed at the time of writing;
therefore, the evaluation results for German and Polish are provided in this deliverable
report. In addition, further enhancements have been made to the Spanish annotations by
recruiting a second annotator, as well as a third person to validate the answers marked
as relevant by the two annotators and to reach a consensus. The new evaluation results
using these updated relevance assessments are also reported in this deliverable.
Moreover, different values have been tested regarding the number of documents
retrieved for all the methods, as well as for the number of paragraphs retrieved in the
intermediate step.

The aforementioned evaluation results concern the “Document-paragraph based”
methods reported in D5.5. For the final system, we implemented further updates to
these methods. Specifically, more query expansion (QE) methods based on word
embeddings 5 were introduced and evaluated. In total, we developed the following three
methods for extending user queries:
•

•

•

Expansion using embedding matrices: let V be the number of terms in a defined
vocabulary and N the number of dimensions in the word embeddings. Also, let U
be a V x N embedding matrix and Q, an N x 1 query term frequency vector. To find
the most similar terms to the query, we first calculate the product 𝑈𝑈𝑈𝑈 𝑇𝑇 𝑄𝑄 and then
select the top ranked terms for expanding the query.
Expansion using cosine similarities (first approach): For each query term, we
calculate the cosine similarity of its word embedding with each term in the
vocabulary. The similarity of each term t in the vocabulary to the query is
estimated as the sum of the cosine similarities of the embedding of t with the
embedding of each query term. We expand the query with the terms in the
vocabulary having the highest similarity score to the query.
Expansion using cosine similarities (second approach): We first form a query
vector by adding all the embeddings of the query terms. Given this cumulative
vector, we calculate its cosine similarity with all the vocabulary words and return
the top ranked terms.

Our experimental results indicated that the first one of the three query expansion
methods was the most effective and, as a result, we only present the one so as to keep
the reported results manageable.
5

See D5.5 for a description of word embeddings.
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3.2.5 WP6 Expressive communication generation
In this section, we describe the metrics used to evaluate: the coordination of modalities,
the linguistic generation, the communicative structure, the output of the TTS system,
and the facial expressions.
3.2.5.1 Evaluation methodology of the linguistic generation

As for the textual analysis pipeline, two approaches have been developed in the context
of KRISTINA: (i) a rule-based approach, heavily scoped to the considered use case
scenarios, for which the generation from Knowledge representations is limited, and (ii) a
statistical approach, using the data annotated in the context of the project. For (i), we
compare the amount of resources (grammatical, lexical) compiled for the
implementation of the final prototype to those developed for the first two prototypes,
and the type of linguistic structures supported. For (ii), we provide a quantitative
analysis of the statistical deep-to surface-syntactic modules in terms of precision and
recall of the identification of hypernodes, lemma generation, and dependency relation
prediction. An evaluation of the complete pipeline is also provided in English (as control
language), i.e. the only language for which reference datasets are available; for this, the
BLEU score (Papinieni et al., 2002) has been used to assess the quality of the generated
sentences compared to those of the first two prototype.
3.2.5.2 Evaluation methodology of the communicative structure generation

In order to evaluate the assignation of communicative structure in the sentences
produced by the system, those sentences (canned and non-canned) were manually
annotated to be used as gold standard. Given that canned utterances do not carry
communicative information, but they would do it if they were strictly generated, the
evaluation did not use the output itself of the generation module, but the potential
output according to the grammars of communicative structure assignation.
3.2.5.3 Evaluation methodology of speech synthesis

As in the evaluation of the first prototype, text-to-speech (TTS) system voices were
evaluated in terms of its intelligibility and expressiveness by performing a series of
perception tests for each language based on a Mean Opinion Score (MOS) with a 5-point
Likert scale: 1-bad, 2-poor, 3-fair, 4-good, and 5-excellent. The following descriptions
were given to the listeners in order to make the intelligibility and expressive concepts
easily understandable for a general audience:
•

•

A voice is intelligible if its message is perfectly understandable. 1 means that the
content is very difficult to understand, and 5 means it is easy to understand like a
human voice.
A voice is expressive if it is melodious and natural. 1 means that the voice is very
monotonous, 5 means that the voice is melodious like a human voice.

3.2.5.4 Evaluation methodology of the facial expression generation for virtual characters

A previous study was conducted to evaluate the facial expression generation, gaze and
head movement (Romeo, 2016) to represent emotions. As we are using the same facial
expressions generation tool and permit gaze and head movement, the results of the
study validate the usefulness of the current capabilities of the virtual character. In the
study, several animations with the system were created by an artist about 4 seconds
long using head rotations, gaze and facial expressions (all available in the 1st prototype).
Each animation represented an emotion (blissful, delighted, exhilarated, furious,
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terrified, disgusted, desperate, sad and serene) and the subjects had to identify which
emotion was being represented after seeing it twice.

The evaluation of the facial expression generation has been carried out by an online
qualitative assessment (using a questionnaire).
3.2.5.5 Evaluation methodology of the appearance of the virtual characters

To improve the overall perception of the virtual characters, several questions were
asked to user partners to define the visual aspect that the avatars should have to
support a more comfortable and natural dialogue. From the answers, it was decided that
the final virtual characters should be:
•
•
•

A Caucasian female: middle-aged, with informal clothes (polo/shirt with
trousers), long black hair.
A Semitic female: middle-aged, with typical healthcare clothes, long black hair,
olive skin, dark eyes.
A Semitic Male: with polo/shirt with trousers, thin/middle-weight, olive/fair
skin.

Some technical re-implementation was carried out as well, to improve the transferability
of the animations. Once the characters were created according to the requirements of
the user partners, the first designs were sent to them in order to receive feedback.

As already in the case of facial expressions, the evaluation of the appearance of the
virtual characters has been carried out as part of the user-centered evaluation.
3.2.5.6 Evaluation methodology of the non-verbal behavior of the virtual characters

User partners have indicated the need improve the non-verbal behavior of the
characters. In conversation with the user partners, the timing of some of the nonverbal
behavior seemed to be an important aspect. As the behavior was related to the whole
system process, some tools are being developed currently in order to be able to detect
better the issues, and adjust easily the gesture timings and appeal.
As in 2.2.5.4, 5, the evaluation has been carried out as part of the user-oriented
evaluation in terms of questionnaires.

3.2.6 WP7 Agent platform development and integration
For the purpose of the WP7 integration effort, the evaluation validates the level of
integration, usability and general robustness of the system. As this is more an
engineering challenge than a scientific goal, this part of the evaluation is not done in a
formal, structured manner. However, through analysis of logs, user feedback and system
monitoring the effectiveness of several enhancements could be validated and future
enhancements have been identified.

4 RESULTS

In this section, the results the user-centered evaluations by EKUT, DRK and SemFYC of
the Final Demonstrator are presented. First, the user-centered assessment is reported.
Then, the results of the system-centered evaluation are summarized for all scenarios.

4.1 Results of the user-centred evaluation

Participants taking part in the evaluation were from Germany (6 (1 Turkish language)),
Poland (2) and Spain (3). The assessment of overall satisfaction with the service was
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made in accordance with the definition of use cases and general expectations in parts by
partners themselves.

Due to shortage of time, in total, 11 people participated in evaluation including 8 females
and 3 males. The average age according to each language is the following:
-

German/Turkish: 29 years old
Polish: 37,5 years old
Spanish: 39 years old

4.1.1 Characteristics and behaviour of the Final Demonstrator
The characteristics of the Final Demonstrator have been rated between 1 and 5, as
follows (Figure 7). The figures provide a comparison of the evaluation of the Final
Demonstrator and the Second Prototype. Due to the small number of participants (n =
11) all answers in the 3 languages were considered together. Overall, the characteristics
of KRISTINA were rated rather similarly for Final Demonstrator as the 2nd Prototype.

Figure 7: Ratings of the characteristics of the Final Demonstrator

There was an improvement for the perception of KRISTINA as trustworthy and friendly;
some decline is to be observed for flexibility and compassion. This is likely due to the
higher quality of the KRISTINA’s facial features in the Final Demonstrator (see Figures 2
and 3): more pronounced and fine facial features augment the perception of rigidness if
they are controlled by the same techniques as coarse-grained facial features.

Figure 8 provides the results on the perception of the behavior of the virtual character. It
can be seen that the interaction with the Final Demonstrator was perceived to feel more
like talking to a real person than with the 2nd Prototype. It is important to notice that the
distribution of the item “KRISTINA acted on its own initiative” might be skewed due to
Page 25

D8.9– V1.0

some problems with voice recognition and long latencies, so the users might have
perceived different impressions of KRISTINA’s initiative. This could also be the case for
the item “KRISTINA worked the way I expected it to”, which also has a very high
variance in answers.

Figure 8: Results for the ratings on the behavior of the Final Demonstrator

The Results on relation extraction, information retrieval and knowledge integration are
shown in Figure 9. There are some improvements compared to the 2nd Prototype. The
users agreed more strongly that KRISTINA sufficiently addresses user’s informational
requests, doesn’t return contradictive information, returns reliable information and can
assist the end user in reading excerpts from newspapers. The relatively negative rating
of the items 3.10 (latency), 3.13 (provision of meaningful responses) and 3.16 (not
providing feedback) is due to the latency issues, which have already partially been
addressed. Other evaluation criteria show an improvement compared to the 2nd
Prototype.
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Figure 9: Results for the ratings on Relation extraction, information retrieval and knowledge integration of the Final
Demonstrator

Figure 10 provides the results on speech recognition, language production and emotion
recognition. With respect to the majority of the criteria, the Final Demonstrator
improved considerably when compared to the 2nd Prototype.

Due to some technical problems, the speech recognition could not be tested sufficiently
by all subjects. This may have distorted the statistical data of the user rating regarding
the items 4.1 and 4.2. The accuracy of speech recognition itself was reported to work
well, although the high latency was still a problem. While the users rated KRISTINA’s
speech to be quite understandable, the voice was perceived as more monotonous than in
the 2ndPrototype 6 and not empathetic (cf. items 6.1 and 6.2).

6

This assessment contradicts the outcome of the evaluation where only the voice was tested.
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Figure 10: Results for the ratings on speech recognition, language production and emotion recognition of the Final
Demonstrator

The results on gestures and on avatar characteristics are provided in Figure 11. As can
be seen, both KRISTINA’s facial expressions and gestures were perceived to be more

Figure 11: Results for the avatar characteristics of the Final Demonstrator
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appropriate to the communicated content. However, overall, the gestures and facial
expressions are perceived to be still too stiff and unnatural. As already mentioned above,
we assume that this perception is due to the finer realization of the facial features
(which may also affect the perception of the synchronization between different
modalities).
The complete results of the user’s ratings for all sections can be found in Appendix B.

4.1.3 Ethical issues
This deliverable will also report on the work of the Ethical Board during the third year of
the project. There have been undertaken diverse actions on ethical issues, too.

In the third year of the project, an extended form for informed consent was prepared to
open the KRISTINA multimodal database to licensees of the research community. This is
in line with the Guidelines on FAIR Data Management in Horizon 2020 of the European
Commission and was realized in M32.
The extended consent form outlines that the KRISTINA multimodal database (MDB) may
also be made available to licensees worldwide (“Licensees”), under restrictive licensing
conditions and in compliance with European and local laws and regulations on personal
data protection, for scientific research. The extended forms were sent to all participants
of corpus recordings. They were informed about the extended use of data and have to
sign the extended informed consent by choosing between two possibilities of consent.
They had the choice to give informed consent and authorize the transfer of the data only
to the members of the KRISTINA Consortium or to share the data to licensees of the
research community worldwide.

The extended consent form was approved by the local ethics boards of EKUT (“EthikKommission an der Medizinischen Fakultät der Eberhard-Karls-Universität” und am
Universitätsklinikum Tübingen) on October, 12th 2017 and semFYC (Ethical Board of
the IDIAP Jordi Gol i Gurina) with information and consent forms in German, Turkish,
Polish and Spanish.
Ethical issues within and beyond project were also discussed with professionals at the
open days in Tübingen and Barcelona (M35). Benefits and advantages as well as
challenges of KRISTINA were presented and contributed to the discussion.
The following challenges have been considered:
a)
Data security

b)

c)

d)
e)

f)

g)

h)

Responsibility in case of misunderstanding or misconception

Dilemma between naturalness of the avatar – it should inspire confidence – and
the risk of bonding to the service provided by KRISTINA if it is seen too much as a
person
Stereotyping

Profits perceived by different stakeholders, such as care personnel

Replacement of human affection, source of loneliness and social isolation

Usage of the technology by elderly people

The users’ willingness to interact with KRISTINA is required, but there is a
dilemma between surveillance and being up-to-date
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There is an entirely agreement among potential users and professionals that human
contacts cannot be replaced by KRISTINA. Regarding the need for social participation,
KRISTINA also offers the functionality of providing information about upcoming events
in the closer environment of the user. Depending on the user’s need, KRISTINA should
be seen as support to maintain outside activities as far as it is possible for the user and
otherwise accompanies the user with small talk and trustworthy information. There is
also a group of elderly people who are satisfied with their social relationships, but are
rather concerned about maintaining their autonomy. In this case, KRISTINA could be
more useful as a health device, providing an interface for communication with doctors
and nurses as well as information.

However, KRISTINA should not be used as a tool to substitute personal and professional
health advice by real persons. Generally, the contact and support by relatives should be
affected just as little. Sustainable and sensitive ways of remembering the user of
KRISTINA’s status as a technological system, in order to minimize the risk of making
KRISTINA’s information to influential and powerful, should be included. The selection of
the information provided, has to be monitored constantly.

4.2 Results of the system-centered evaluation

In this section, the results of the evaluation of the individual WP’s are reported. Different
metrics have been used to report evaluation results (see above). However, due to the
limited evaluation, the results may not be considered as representative and must be
interpreted carefully. They are considered as a guideline for the future improvements
and for the implementation of the final demonstrator.

4.2.1 WP2 Adaptive Dialogue Management
The current functionality of the DM incorporates the conversations as they were defined
for the final use cases. This includes the functionality of the first and second prototype as
well as giving information about mobilisation, care degree reforms and diseases such as
dementia, diabetes and depression. Furthermore, KRISTINA can answer questions
regarding contraceptives, pregnancy, the expected growth of babies, how to stimulate
them, breastfeeding, vaccinations and the procedure of making appointments with
different doctors. Additional functionality was added to enable the system to introduce
itself, play and replay videos and ask for clarifications if more than one relevant topic is
detected.

In the following, we present the Task Success Rate (TSR) and User Satisfaction (US)
achieved by the DM for the final prototype.
The overall TSR achieved by the KRISTINA agent is 0.63, with the TSR of the use case
involving eating and sleeping routines being 0.68, 0.54 for the companion use case, 0.64
in the baby care scenario and 0.8 for the low back pain use case.

In order to evaluate the US, we analyze the differences between the second prototype
and the final version for the DM relevant parts of the questionnaire provided in the
Appendix using ANOVA. Here, we find that no significant differences exist between the
prototypes.
4.2.2. WP3 Analysis of vocal communication in dialogues
In what follows, the results for the individual technologies of vocal communication in
KRISTINA are presented.
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4.2.2.1 Evaluation results for automatic speech recognition and spoken language understanding

The automatic speech recognition system was evaluated on all KRISTINA languages. The
systems were evaluated on KRISTINA data sets selected within the recordings made
during the project. Table 3 provides a comparison of several systems in terms of
transcription quality – measured in terms of the word error rate – and latency.

The Final Prototype systems outperform the initial systems by about 24% (on Spanish)
to 46% (on Polish) relative. Compared to Prototype 2, a small gain was obtained for
Spanish and Turkish by integrating manual transcriptions of users recordings. Language
and acoustic models for Arabic were adapted with Kristina was developed and an Arabic
system was made available for the Final Prototype. The Arabic Kristina system is 30%
better than the initial system.
Average
latency
(s)

WER (%)

Language

Number of
utterances

Duration
(hours)

Initial
system

Prototype
1

Prototype
2

Final
proto

Final
proto

type

type

Spanish

1137

2.8

28.4

22.9

22.1

21.6

0.77

Polish

356

1.4

38.0

33.7

20.6

20.6

0.96

27.7

0.85

German
Turkish
Arabic

802

1169
1155

2.0
1.1
2.0

44.2
57.1
39.4

38.3
-

30.3
38.9
-

28.6
28.7

0.8

0.82

Table 3: Word error rate and per-utterance average latency on KRISTINA data development sets.

The systems were also evaluated on Vocapia’s internal data sets, which comprise of 3 to
4 hours for each language. Compared to the initial systems, relative gains between 14%
and 31% were obtained. These improvements are in line with those observed on
KRISTINA data, which highlights that the approaches used to improve the ASR systems,
generalize well.
For the Final prototype, efforts have been made in ameliorating the performances of the
systems, therefore the ASR latency in the final prototype is the same as for the second
protoype. No comparison can be stated with systems available at the beginning of the
project, given they were designed for off-line processing.
4.2.2.2 Evaluation results for multilingual text analysis

In follows, we report on the final evaluation of the rule-based and statistical modules of
the analysis pipeline.
Statistical surface-syntactic parsing

For surface-syntactic parsing, the KRISTINA parserachieved cutting-edge results on
reference datasets for all languages. In addition to improving some existing results (PL,
AR), the advantages of the developed parser compared to the reference (Bohnet et al.
2013) is that it is 4 times faster and it consumes less memory. Some unresolved issues
during the integration of the parser lead us to use the reference parser for the final
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version of the KRISTINA analysis pipeline. More details about the evaluation can be
found in D3.3.
Parser

English German Spanish

Bohnet et al. (2013)
(integrated)

90.6*

KRISTINA

89.9*

89.4

88.2*

Polish

89.6

81.8

88.0*

82.7

Turkish Arabic
70.9
70.9

82.9
83.8

Table 4: Surface dependency parsing results: labelled attachment score (%). Results marked with * imply that they
were obtained without explicit morphological features.

Rule-based surface- to deep-syntactic mapping

In D8.8, we presented an evaluation of the rule-based deep parsers in English, German,
Spanish, Polish and Turkish. For the final prototype, we tailored the resources to the
KRISTINA use cases, which include a larger number of sentences to support. The main
achievements for the second prototype are (i) the support of Arabic; (ii) the increase in
covered sentences and alternative wordings for each language, and (iii) the
improvement of the coverage of the resources used for the mapping of text onto abstract
linguistic structures. Table 5 summarizes the advances.
Languages
supported
Number of rules
(SSynt-DSynt)

Prototype 2

DE
PL

216

266

395
242

653

AR

658

-

-

Main linguistic
phenomena
supported

DE, ES, PL, TR, AR

237

TR

DE

DE, ES, PL, TR
379

ES

Number of rules
ALL
(DSynt-Con)

Final Prototype

-

-

783

Support of all basic
dependencies
Auxiliary configurations
and their combination
Detection and extraction
of governed prepositions
Coreference of relative
pronouns
Decomposition of units
(to make the lexical
analysis more uniform
between languages)
Correction of
lemmatization through
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ES

-

-

PL

-

TR

-

dictionaries
Speech acts assignation
Support of all basic
dependencies
Different and combined
auxiliary configurations
(29 rules for marking, 23
for merging)
Argumental inversion in
passive sentences
Detection and extraction
of governed prepositions
Definiteness in nouns
Multiple coordinations /
subordinations
Subject insertion
Reflexive pronouns
coreference
Correction of
lemmatization through
dictionaries
Speech acts assignation
Support of all basic
dependencies
Correction of
lemmatization through
dictionaries
Speech acts assignation
Correction of systematic
parser errors
Support of all basic
dependencies
Auxiliary configurations
Detection and extraction
of governed prepositions
Insertion of subjects
Insertion of copulas
Combination of auxiliary
configurations
Correction of
lemmatization through
dictionaries
Speech acts assignation
Realization of inserted
pronouns
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AR

Insertion of possessors

-

-

-

Number of
sentences
supported

Number of lexical
units in lexicon

DE

~390

PL

~130

ES

TR

AR

~250
~120
-

DE

385

PL

244

ES

TR

AR

Support of all basic
dependencies
Speech acts assignation
Subject insertion
Argumental inversion in
passive sentences
Correction of
lemmatization through
dictionaries
Correction of systematic
parser errors
~450
~350
~200
~200
~40
457

324

1,631

121

266

-

283
70

Table 5: Comparison between P2 and final prototype rule-based analysis modules

In Arabic, a basic version of the deep analysis has been setup. For all other languages,
few modifications have been made to the grammars, since all needed functionalities
were present in the second prototype. The numbers of sentences supported are
approximate because on the on hand, the accuracy of the analysis pipeline depends on
the quality of the transcriptions, and on the other hand, the pipeline is also able to
support similar sentences that have not been tested.
With respect to lexical resources, in the final weeks of the project, we successfully
started to apply the KRISTINA methodology for lexicon building to general domain
Spanish, which is why a significantly larger amount of lexical entries is available
compared to other languages (more than 1,600 entries, among which about 500 are
used in the KRISTINA domain).

The rule-based systems (integrated in the KRISTINA final prototype) have been tailored
to the KRISTINA use cases; however, for three languages, we developed large-scale
resources (Spanish, German and English); a quantitative evaluation of the rule-based
SSynt-DSynt module has been performed for these languages; see Table 6. The largescale coverage of the other languages is provided by the advanced parsers trained on the
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KRISTINA data (see following paragraph). For German, 51 sentences have been manually
annotated with deep-syntax (942 words),and compared to the annotation produced by
our rule-based transducers. For Spanish, a gold standard evaluation set of 258 sentences
(5,641 words) was available; we also provide evaluations for English (1,299 semisupervised annotated sentences for evaluation, 42,480 words). The evaluation has been
performed according to the following metrics:
• Hypernode identification evaluation:
𝐹𝐹1ℎ =

•

2ph ⋅ 𝑟𝑟ℎ
𝑝𝑝ℎ + 𝑟𝑟ℎ

where
o ph is the number of correctly predicted nodes divided by the total number of
predicted hypernodes
o rh is the number of correctly predicted hypernodes divided by the number of
hypernodes in the gold standard.

Dependency labels evaluation:
o Unlabeled attachment precision (UAP): number of nodes with a correctly
predicted governor divided by the total number of predicted nodes.
o Labeled attachment precision (LAP): number of nodes with a correctly
predicted governor and governing relation label divided by the total number
of predicted nodes.
o Unlabeled attachment recall (UAR): number of nodes with a correctly
predicted governor divided by the total number of gold nodes.
o Labeled attachment recall (LAR): number of nodes with a correctly predicted
governor and governing relation label divided by the total number of gold
node.
Spanish
English
German
# Sent. Test

Measure

F1h

258

97.31

1,299

51

98.12

97.71

LAP

79.57

86.97

89.01

UAP

LAR

88.95

83.25

90.77

92.72

89.08

86.60

UAR

93.07

92.97

90.21

Table 6: Rule-based deep-dependency parsing labeling results (%)

No baseline is currently available for deep-syntactic parsing, as these are the first
parsers in their genre. The most similar systems in the literature are semantic role
labelers, which return structures that are either incomplete or not of the same nature as
the DSyntSs, which makes the comparison difficult. The Labeled Attachment Recall
(LAR) for deep-syntactic dependency prediction is however close to that of the surfacesyntactic dependency prediction (Table 6), which indicates that the accuracy is along the
lines of the accuracy of systems that perform similar tasks.
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Statistical deep-syntactic parsing
Statistical deep parsers have been successfully developed as an advanced version of the
analysis pipeline. Note that they have not been integrated into the KRISTINA pipeline
due to the difficulty -inherent to statistical systems- to tune them for the UC domains.
These parsers can be used in the context of sentences that would not be supported by
the rule-based counterparts. 7

For these Spanish and English, we used the same datasets as for the rule-based
evaluation (see Table ). For German, Polish and Turkish, we used the final version of the
data annotated for KRISTINA (see D3.3). 8 The results of the evaluation of statistical
deep-syntactic parsing are shown in Table; they follow the same metrics as described in
the previous subsection.
#Sent. Train
#Sent. Test

Measure

Spanish

English

German

Polish

Turkish

258

1,299

98.88

598

97.97

657

97.05

190

97.61

90.63

80.33

95.09

89.57

3,254

F1h

99.51

LAP

91.07

39,279

5,399

5,919

1,710

UAP

LAR

98.32

90.57

93.70

91.02

88.10

79.56

99.59

88.72

87.05

UAR

97.78

94.11

87.26

92.92

88.78

Table 7: Statistical deep-dependency parsing labelling results (%)

91.34

The accuracy of the hypernode detection module is consistently high across languages,
but there are some significant differences in terms of labelling, for which the Labeled
Attachment Recall (LAR) is the main metric. For Spanish (and the control language
English), the statistical deep parser performs very well, and better than the rule-based
one, due to the high quality annotation and high inter-annotator agreement (above
90%). The accuracy of the Polish and Turkish parsers is also high, but German is almost
10 points below. We believe that this is due to the fact that different parts of the German
corpus have been annotated by different people at different points in time (unlike the
other languages), causing a lack of consistency in the resulting annotation. Note that in
Turkish, despite the complexity of the language, the accuracy is quite high thanks to the
manual re-annotation of the surface-syntactic layer in parallel of the deep layer, which
facilitated the otherwise complex alignments between the two layers.
Mapping to ontologies

The mapping to the ontologies is performed in a straightforward way, which is why a
quantitative evaluation is not appropriate in this case. The accuracy of the whole
analysis pipeline is indirectly reflected in the evaluation of the system responses. A
discussion of the expressiveness allowed by the knowledge graphs is reported in D3.3.

7

Although the advanced deep parsers are not part of the final system, we report on their evaluations in the
present deliverable as the experiments could not be finished on time for their inclusion in D3.3.

8

For Turkish we left aside about 600 sentences for which the annotation quality was not consistent enough.
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4.2.3 WP4 Analysis of mimics, gestures and paralinguistic cues in dialogues
In what follows, the results for face, gestures, and paralinguistic cues analysis and
emotion cue fusion are presented.
4.2.3.1 Evaluation results for face analysis

To automatically estimate the emotional states from KRISTINA users, the face module
needs to perform two main tasks:
•
•

To locate the face and facial landmarks (anatomically meaningful facial features
such as the eye or the mouth corners).

From the above information estimate emotional cues based on Valence-Arousal
and prototypical facial expressions.

For the final version of the module, we have enhanced and re-evaluated both tasks. Note
that in the case of emotion estimation we have incorporated prototypical facial
expressions as an additional output of the module.
The facial landmark detector has been improved and re-evaluated in terms of
computational efficiency. The final version of this sub-module can be pushed up to 50
FPS, rising its performance with respect to the second prototype (which worked at
about 30 FPS) while its accuracy remains the same. Furthermore, we have compared our
module against the methods which participated in the two recent calls of the 300 faces
in the Wild (300W) challenge (see D4.3 for details). As we can see in the following figure,
our method reaches state of the art performance in terms of accuracy.

Figure 12: Cumulative Error Distribution (CED) curves for IMAVIS and ICCV challenges.

The Valence-Arousal estimator has also been improved by incorporating new annotated
videos from the KRISTINA corpus. Specifically, to train and evaluate this sub-module we
have used 49 conversations (two participants per each) from the KRISTINA database
with 39 different users. To perform the evaluation, we have divided the annotated data
into train and testing sets using a user-independent 5-fold cross validation, where
frames from the same user are not allowed in different folds. As in previous deliverables,
we have computed the Root Mean Squared Error (RMSE) and the Pearson correlation
coefficient for each modality. The average RMSE for Valence and Arousal values are 0.19
and 0.18 respectively. Moreover, the average correlation coefficients are 0.61 for
Valence and 0.50 for Arousal. These values compare well with respect to the state-ofthe-art and, as we shall see below, they are within the performance range of human
annotators.
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Prototypical facial expressions estimated by the final module have also been evaluated.
The average accuracy achieved by our classifiers is 74.68%. The training and evaluation
of this sub-module has been done using an “in the wild” dataset of 3437 images within a
5-fold cross validation scheme (see D4.3 for further details).

The system-centered evaluation of the facial analysis module shows that the behavior of
each implemented component is satisfactory. The new setup of the experiments
suggests that the V-A estimator -our main target- behaves correctly given unseen data
(and subjects). Furthermore, we have compared the results obtained by our facial
module against the ones obtained by the annotators of the KRISTINA V-A database. As
we can see in the following table the V-A labels provided by the automatic system are
within the human variability observed in our corpus.
CORR-A
CORR-V
RMSE-A
RMSE-V

Ann
1

Ann
2

Ann
3

Ann
4

Ann
5

Ann
6

Ann
7

Ann
8

Ann
9

Ann
10

Ann
11

Ann
12

Ann
13

Ann
14

AUT

0.56

0.63

0.67

0.61

0.70

0.74

0.69

0.69

0.75

0.62

0.78

0.50

0.74

0.58

0.50

0.18

0.16

0.19

0.18

0.17

0.17

0.14

0.16

0.13

0.21

0.17

0.20

0.13

0.19

0.18

0.58
0.22

0.81
0.14

0.73
0.15

0.83
0.13

0.81
0.15

0.81
0.13

0.77
0.15

0.71
0.18

0.75
0.14

0.77
0.18

0.83
0.14

0.76
0.12

0.80
0.13

0.69
0.20

0.61
0.19

Table 8: Comparison between the automatic V-A estimator (AUT) against human annotators in terms of Pearson
correlation and RMSE

4.2.3.2 Evaluation results for gesture analysis

The gesture analysis module has had only limited evaluation. The only quantitative
results are on the production of Arousal cue’s for the multimodal fusion. In order to
evaluate the effectiveness of the gesture analysis module with respect its contribution
for the arousal estimation of the user, the system has been tested on the same evaluation
data that has been used for the paralinguistic analysis. The results of this evaluation are
displayed in Table 9.
Arousal

RMSE

PCC

0.1209

0.1320

Table 9: Results of the gesture analysis on the KRISTINA corpus

4.2.3.3 Evaluation results for paralinguistic and multimodal fusion

The paralinguistic affect recognition task as is a regression problem within the Valence
Arousal Space. To train our system accordingly, we converted the discrete KRISTINA
corpus annotations to continuous values by sampling them at 10Hz. This comparable
low framerate represents the minimal time we need to calculate sophisticated feature
sets in real-time. After the sampling of the discrete annotations we continued by
isolating the parts of the annotation in which the user is speaking and rendering all
other parts invalid. The various steps of this transformation are illustrated in Figure 13.
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Figure 13: From bottom to top: Raw audio signal, manually annotated voice activity, discrete valence-arousalannotations, continuous valence-arousal-annotation, final annotation which only includes segments when the user is
speaking.

The deep neural network we designed for the paralinguistic affect recognition
classification task consists of 4 layers. The first three layers are utilizing rectified linear
units as activation functions. The output layer maps its input to a value between -1 and 1
by using the tangens hyperbolicus activation function. To prevent overfitting, we placed
a dropout layer after every fully connected layer. We also used an early stopping
approach to interrupt the training when the reduction of the error is not changing
anymore after the 4th decimal place for three epochs.
The number of neurons per layer were calculated dynamically based on the number of
features we calculated for each experiment. The number of neurons in the first fully
connected layer is identical to the number of input features. The second fully connected
layer reduced the number of neurons by half while the third one further downsized
them to only a third of the original input size.

The neural network has been tested with various feature sets. We include standard
features such as MFCCs as well as sophisticated high level sets (Emovoice (Chao et al.,
2015) and Gemaps (Eyben et al., 2016). Furthermore we utilized the Compare feature
set which is an exhaustive collection of “6 373 static features resulting from the
computation of various functionals over low-level descriptor (LLD) contours”. This set is
computationally expensive and cannot be computed online and is therefore not relevant
for the KRISTINA use case per se. However, those features have been well tested for
their suitability for different audio related tasks during the previous editions of the
INTERSPEECH ComParE challenges and therefore are providing an excellent outlook to
compare with other sets. We furthermore include the Soundnet features into the
evaluation: features are extracted from an end-to-end pre-trained neural network by
cutting off the final layers.
In order to perform the evaluation of the model we used the annotated KRISTINA data
and divided it into a fixed training and dataset. Two thirds of the data where used for
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training while the remaining one third was used for evaluation. The only restriction for
this split was that at least one session of each language is present in each of the
respective sets.
RMSE

Compare
Emovoice
Soundnet
Gemaps
Mfcc

V

Vvad

Corr.

A

Avad

V

0.1123

0.1133

0.1770

0.1625

0.1753

0.1139

0.1134

0.2105

0.1690

0.0409

0.1137
0.1141
0.1140

0.1136
0.1136
0.1135

0.1891
0.1953
0.1998

0.1657
0.1702
0.1694

0.0716
0.0099
0.0001

Vvad

0.0796
0.0249
0.0313
0.0179
0.0010

Table 10: The results of the paralinguistic analysis

A

Avad

0.1494

0.2886

0.1790

0.0794

0.2537
0.2055
0.0439

0.2517
0.0062

-0.0093

For the evaluation of the paralinguistic analysis we calculated the root mean square
error and the Pearson correlation coefficient. The detailed results are shown in Table 10.
The results for the valence model are listed under V while the results for arousal are
listed under A. The respective models that have been trained with the annotations
filtered by the voice activity are additionally tagged with ‘vad’. In principal the
correlation for the arousal task is much higher than for valence, for each feature set
respectively. This observation agrees with findings from literature which are stating that
arousal can be better recognized in the voice then valence. Also we can observe that the
models that only used parts of the data where the voice of the user is actually present,
are almost always achieving lower RMSE values, with the only exception being the
valence task on the Compare feature set.

The overall highest correlation of 0.2886 for the arousal modality has been achieved by
using the compare dataset and the annotations filtered by voice. The same feature set
also achieved the lowest rmse of 0.1625 for the same task. The best scores for valence
are also achieved by the Compare feature set with an PCC of 0.1753 on the full Valence
annotation and a rmse of 0.1123.
As already mentioned we need to find the optimal parameters for each recognition
problem (Valence – Arousal). Therefore, we apply a greedy grid search algorithm by
defining a set of possible values for each parameter and running evaluations against
gold standard annotations for each possible combination.
The results for Arousal and Valence are as shown in Table 11.
Arousal

Valence

RMSE

0. 1472
0.1067

Table 11: The results for arousal and valence

PCC

0. 4163
0.4854

The optimal weight and decay parameters for the single modalities as ascertained by the
grid search are displayed in the following tables.
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Valence

Arousal

Modality

Decay Speed

Weight

Video

Fast

Medium

Audio

Fast

High

Modality

Decay Speed

Weight

Video

Fast

Medium

Audio

Gesture

Medium
Medium

Table 12: Results for Arousal and Valence

The results have been discussed in more detail in in D4.3.

Low

Medium

4.2.4 WP5 Content search, integration and reasoning
4.2.4.1 Knowledge Integration module

In this section, we present evaluation results of the Knowledge Integration (KI)
component with respect to conversational awareness, semantic response relevance and
response time. This deliverable extends D8.8 “Second Prototype Evaluation Report” both
in terms of the metrics used and the evaluation coverage of the developed framework.
An intermediate evaluation of KI towards the final system has been described in the
deliverable of the final version of the semantic framework (D5.4 “Advanced version of
the ontologies and reasoning techniques” (M30)). In the following sections we
summarise the evaluation results, presenting also updates with respect to
improvements that have been implemented since then.
Conversational Awareness

In order to recognize conversational topics, a thematic OWL 2 ontology has been
developed since the beginning of the project that was being continuously updated to
semantically associate conversational topics with domain concepts that are extracted
through Language Analysis (LA). KI uses the language analysis results and builds the
ongoing conversational context integrating an OWL 2 ontology reasoner to recognize the
topic of discussion and achieve conversational awareness.

For the final system, the topic ontology has been extended with additional LA concepts
and conversational topics (context), supporting around 180 concrete cases. In addition,
the conversational awareness algorithm has been extended with advanced concept
similarity metrics and reasoning mechanisms. To this end, we have extended
conversational awareness with a custom reasoning procedure, beyond native OWL 2 DL
reasoning. The updated module has been integrated in the final semantic framework
and it is part of the final system evaluation (the system evaluation of the 2nd prototype
didn’t include results from this module). Conversational awareness also incorporates
the multimodal fusion capabilities of the framework, i.e. the propagation of property
fillers among incoming observations, e.g. the injection of the body part where a deictic
gesture points to, which is derived after fusion with spoken utterances. D5.4 includes a
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detailed report on the metrics we used to evaluate different aspects of ontologies, such
as consistency and completeness.
Following the same evaluation methodology as in D5.4 and D8.8, the evaluation of
conversational awareness involves two cases: a) validation and test coverage of the
topic hierarchy and the corresponding semantics, and b) the performance in the
presence of incomplete information and noise.

A. Validation and test coverage focuses on determining the soundness and completeness
of topic detection and ontological models, assuming that perfect information is provided
as input. This means that the communication analysis modules, e.g. speech-to-text and
gesture analysis modules provide correct transcriptions and non-verbal analysis results.
Our tests have shown that, provided that the correct input is given to KI, all topics are
correctly recognized, validating the semantic completeness and soundness of the
updated ontological models that adequately describe the indented semantics of the use
cases of the final system.

B. In order to test the performance of conversational awareness with partial and
incorrect input, we have performed several tests using both manually modified sets of
LA input concepts, as well as using speech and language analysis results obtained from
actual interactions of users with KRISTINA. In addition to the results presented in D5.4,
the present evaluation also tests the clarification capabilities of the framework, i.e. the
relevance of the feedback that is returned to the Dialogue Manager when it is not
possible to derive a single conversational topic or when conflicts exists in the provided
input, e.g. due to verbal communication analysis errors.
The performance of topic detection in different levels of noisy input is depicted in Table
13.
Noise
0%
20%
40%
60%
80%

1st version
Recall
Precision
100.00% 100.00%
64.15%
61.27%
34.86%
19.22%
<10%
<10%
<10%
<10%

2nd version
Recall
Precision
100.00% 100.00%
81.25%
70.40%
59.41%
42.73%
32.19%
21.47%
16.14%
11.44%

Final version
Recall
Precision
100.00% 100.00%
89.31%
76.78%
72.29%
63.59%
64.76%
47.93%
52.11%
33.99%

Table 13: Performance of topic detection with respect to different levels of noise

As described, precision and recall is 100%, provided that correct/complete results are
produced by speech-to-text and language analysis. The performance tends to be more
noise tolerant with noise levels up to 15%-20%, compared to higher noise values. The
“updated version” does not contain the extension described in D5.4. As such, missing
information is only handled by exploiting the hierarchical relationships of topic
concepts, where each (abstract) topic is further specialized in subsequent levels. The
final version achieves the best performance. It makes extensive use of hierarchical
decomposition of topics and it also uses the custom conversational awareness algorithm
that handles missing information and noise. It also incorporates support for clarification
questions to disambiguate conversational topics, which takes into account the history of
conversation, scenario information, as well as custom algorithms beyond native OWL 2
reasoning capabilities.
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Semantic response relevance
In the 2nd prototype, a context extraction algorithm has been developed and integrated
that employs semantic similarity metrics and graph expansion reasoning techniques to
match user questions against KB structures. The evaluation (D8.8) showed that the
reasoning module not only improves the performance of question answering, by
retrieving relevant information from the KB, but also has the ability to extract rich
contextual information to fuel Language Generation. For the final system, the context
extraction algorithm has been further enriched, allowing the Dialogue Manager to get
proactive and additional responses relevant to the initial question for offering advanced
proactivity and verbosity services. In addition, KI supports a considerably larger set of
questions, compared to the 2nd prototype. It should be noted that the performance of
question answering strongly depends on the performance of topic detection and
therefore, the results of Table 14 encapsulate also the topic detection performance of KI
(noise = up to 20%). For example, a response is generated by KI only if a topic is
detected, otherwise, an unknown response is generated and forwarded to the DM.
Baseline (rules)
1st version
Precision Recall Precision Recall
0.62
0.71

2nd version
Precision Recall
0.79
0.83

Final system
Precision Recall
0.86
0.89

Table 14: Average precision and recall for the questions for the final system

It should be noted that we have no results for the initial (rule-based) implementation of
KI on the questions of the second prototype, since we had to manually write the
corresponding rules, which is a time consuming process with no actual benefit for the
KRISTINA system (the module is deprecated and it is not part of the WP5 framework).

Response time

Several optimizations have been implemented in the 2nd prototype for topic detection
and question answering. Although these optimizations improved the accuracy, they also
imposed a slight overhead on the response time). In order not to further affect the
performance, the integration of advanced reasoning approaches for conversational
awareness and fusion was also accompanied with simple yet affective caching and
indexing mechanisms:
1. We used the indexing mechanisms offered by GraphDB, which is the triple store
we use to store the ontologies. GraphDB offers a highly scalable query interface
that supports shared memory parallel reasoning for RDF, RDFS and OWL 2 RL.
2. We portioned the KB into 4 schemata, one for each use case and scenario. In that
way, the context retrieval algorithms focus only on the knowledge that is relevant
to the running scenario, achieving better performance than having to search the
entire KB.

As it can be seen in Figure 14, the overhead in the final system is close to the
performance achieved in the 2nd prototype, despite the integration of additional
reasoning services.

Page 43

D8.9– V1.0

Figure 14: Question response time of KI

Average response time
(ms)

1st version

2nd version

Final system

567

825

975

Table 15: Average question response time

4.2.4.2 Content extraction modules

In this section, we describe the results obtained for the named entity, the concept
extraction and the relation extraction modules. Consistency in the content extraction
subtask results is of paramount importance because of the effect that each component
has over the other; Trustworthy results in the named entity subtask lead to better
concept extraction results, which in turn influence greatly the relation extraction ones.
The present document extends the evaluation done in D8.8 by providing updated
metrics in view of the newly added tools that were completed after the development of
the 2nd prototype (a detailed report has been outlined in section 6 of D5.5).
a)

Named entity and concept extraction module

The goal of the Named Entity Recognition task is to locate in a text certain lexical entities
like names (including person, organization and location names), expressions of times,
monetary expressions, etc. and categorise them to their respective categories. With
regards to the KRISTINA domain, of main interest are the Location and Person Name
categories, which combined with certain commonly used words, form medical terms
that need to be retrieved such as “Alzheimer's Disease”, “Stockholm Syndrome”, or
“Cotard Delusion”. The NER evaluation results have been sufficient since the tool’s first
iteration, as reported in D5.3 and depicted in Table 16.
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Precision

Recall

F-measure

0,760563

0,864

0,808989

Table 16: Named Entity extraction results

The subsequent step in our pipeline, the one that follows NER, is evidently concept
extraction. It entails the retrieval of a sequel of lexical units that ultimately forms a
concept of medical interest (either being specialised treatment terminology, medical test
title or disease/symptom/disorder name etc.). The main achievements of the final
system as far as concept extraction is concerned are i) initially the integration of the
DBpedia Spotlight service to the pipeline that improved results considerably, and ii) the
most recent adoption of a bidirectional LSTM-CRF (Lample et al., 2016) approach which
leverages word and character embeddings in order to extract concepts without
depending on third party resources or feature extraction.
i) DBpedia Spotlight
ii) The service’s integration with the already implemented Metamap infused
framework presented considerable improvements and helped achieve scores
beyond previous evaluation findings. The results are reported in Table 17 from
which it becomes evident that each development step has incrementally
increased efficacy.
iii) LSTM-CRF:

The specific approach relies on a state-of-the-art method that needs no feature
construction whatsoever, since it utilises already trained word embeddings (GloVE,
Pennington et al., 2014) to provide comparable Recall results to the
Metamap/DBpedia tool but with significantly improved Precision and Exact Recall
scores. As far as chunk representation is concerned, the input text is annotated with
the BILOU encoding whose performance surpasses the one provided by the standard
BIO format (Ratinov and Roth, 2009).
Precision

Recall

Exact Recall

Metamap

0.616899619

0.773883821

0.421027364

Metamap +
DBpedia

0.641934667

0.911665867

0.502160346

LSTM-CRF

0.71883378

0.911665867

0.55880941

Table 17: Concept extraction results based on approach

It should be noted that the significant difference in concept extraction results between
Recall and Exact Recall is owed to the broader concept annotation strategy of the specific
Medline dataset. We elaborate on the matter in more detail in Section 6.1.4 of D5.5.

b)

Relation extraction module

The Relation Extraction module found in KRISTINA involves a hybrid system that
handles medical texts and fuses the output originating from a pattern-based and a
machine learning-based component to retrieve possible relations between specific
concepts of a sentence. These relations can be of eight different types as found in the
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relation extraction task of the 2010 i2b2/VA challenge and the task’s goal is to classify
them into the correct category (detailed in D5.5).

With regards to the i2b2/VA challenge dataset performance, during the 1st prototype
evaluation the relative improvement (in terms of micro-averaged F-score) of our
method over the baseline system was 2.6% (73.86% vs 75.81%). This difference in
performance rose to almost 6% (73.86% vs 78.26%) in the 2nd prototype tool revision,
while in the current, final iteration it slightly surpasses the 8% mark (73.86% vs
79.82%). The improvement is due in no small part to the features that were added
during the 2nd prototype development, but also to a succeeding revision of the weighting
system in which the two sub-modules contribute equally to the final prediction scores.
Internal tests have shown that the Random Forest weighting approach presented an
advantage in the evaluation scores from the beginning of the tool’s development cycle
and up until the 2nd prototype took form. However, when the latest machine learning
features were added to the pipeline, the use of a weighting system of equal contribution
had an edge to final prediction scores. The test set results from the experiments
conducted in this study are compared in Table 18. As a reminder, previous results are
also present, along with the baseline system and the latest best F-score.
Setting

Weights from

F-score

Hybrid system (1st
prototype)

Class frequencies [Ben Abacha and
Zweigenbaum, 2011]

73.86%

SVM

75.64%

RF

75.81%

Hybrid system (2nd
prototype)

RF

78,26%

Hybrid system (Final
system)

Equal (50%-50%)

79.82%

Table 18: Test set results for hybrid methodologies (different weighting strategies considered)

4.2.4.3 Scraping module

The first set of results (Table 19) presents the evaluation of the proposed methods in the
external (“crawl to the future”) dataset with respect to the selected evaluation metrics.
We also evaluate the Article and Default Extractor algorithms as they appear in the
Boilerpipe library, i.e., without the further processing applied in our corresponding
adaptations in the first scraping alternative. These results clearly indicate that our
proposed adaptations perform better than the corresponding Boilerpipe algorithms in
their default settings. Consequently, our evaluation experiments in the KRISTINA
datasets focus only on our scraping methods. Among them, the second alternative stands
out with respect to its effectiveness, even if it takes more time to complete.
Crawl to the future

Precision

Recall

F1-score

Time (milliseconds)

Article Extractor

81.56%

85.10%

82.48%

1,386
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Default Extractor

83.52%

90.99%

85.79%

3,194

1st scraping alternative
(Article Extractor)

87.66%

83.21%

83.81%

2,998

1st scraping alternative
(Default Extractor)

88.92%

89.10%

87.98%

4,024

2nd scraping alternative

91.97%

92.85%

91.68%

5,694

Table 19: Scraping results for the “crawl to the future” dataset

The results for the KRISTINA datasets are shown in Tables 20–23, one table per
language. In all languages, we observe a similar pattern regarding the F1-score. When
using the first scraping alternative, it is more effective to use the Article Extractor than
the Default Extractor; this is the exact opposite 47 behaviour compared to the results in
the “crawl to the future” dataset where the Default extractor performs best. This is
reasonable considering the fact that the Default Extractor focuses on diverse webpages,
similarly to the “crawl to the future” dataset which contains a wide collection of
webpages (with broader scope than the ones included in the KRISTINA datasets),
whereas the Article Extractor focuses on news article or article type content and thus
behaves better in the KRISTINA datasets which mainly contain article type webpages.
The main conclusion that can be extracted from all the scraping evaluation tables is that
the second scraping alternative is the best option as it delivers the highest F1-score
values in all cases. This supports our decision to focus on detecting principal elements in
the HTML structure that contain all the meaningful content of the webpages (without
any irrelevant information). The more consistent a webpage structure is, the easier it is
to define an appropriate central element. Indeed, well-known and trustworthy health
websites provide such ‘clean’ element structures. Concerning the time performance, the
second alternative is not always the best but, as already mentioned, for offline tasks,
speed of calculations is a secondary factor.
KRISTINA DE

Precision

Recall

F1-score

Time (milliseconds)

1st scraping alternative
(Article Extractor)

92.11%

91.80%

91.00%

13,873

1st scraping alternative
(Default Extractor)

89.87%

88.38%

87.87%

16,524

2nd scraping alternative

88.23%

96.75%

91.55%

15,790

KRISTINA PL

Table 20: Scraping results for the “KRISTINA German” dataset

Precision Recall

F1-score

Time (milliseconds)

1st scraping alternative
(Article Extractor)

93.46%

89.34%

89.58%

49,946

1st scraping alternative
(Default Extractor)

85.49%

83.25%

83.62%

73,894

2nd scraping alternative

91.36%

91.77%

89.88%

46,611
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Table 21: Scraping results for the “KRISTINA Polish” dataset

KRISTINA ES

Precision Recall

F1-score

Time (milliseconds)

1st scraping alternative
(Article Extractor)

95.98%

92.73%

93.34%

45,230

1st scraping alternative
(Default Extractor)

83.96%

87.14%

84.72%

56,452

2nd scraping alternative

95.71%

93.13%

94.02%

49,620

Table 22: Scraping results for the “KRISTINA Spanish” dataset

KRISTINA TR

Precision Recall

F1-score

Time (milliseconds)

1st scraping alternative
(Article Extractor)

86.91%

96.98%

91.41%

9,598

1st scraping alternative
(Default Extractor)

75.04%

94.59%

83.55%

9,924

2nd scraping alternative

95.93%

99.21%

97.50%

9,377

Table 23: Scraping results for the “KRISTINA Turkish” dataset

4.2.4.4 Social media classification module

As the social media crawling application is running continuously, more and more tweets
are gathered every day. This is the reason why we decided to enlarge the twitter corpus
from which the word2vec embeddings are trained. The final German twitter corpus
contains 32059 tweets, while the Turkish one has 169331 tweets. Furthermore, with the
help of the user annotations we collected 1212 German and 1090 Turkish tweets for the
final datasets. The category frequencies in them are shown in Table 24.
Language German

Turkish

Category
Economy, Business & Finance

115

53

Health

100

71

Lifestyle & Leisure

236

598

Nature & Environment

116

36

Politics

522

290

Science & Technology

123

42

Table 24: KRISTINA tweet classification dataset frequencies for each category

Evaluation results of the category classification module are shown in Table 25.
Modality

Category

Economy,
Business

Word2vec

Precision

&

21.43%

N-grams

Recall

F-score

Precision

13.04%

16.22%

47.06%
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Recall

F-score

Precision

34.78%

40.00%

42.86%

Recall

F-score

26.09%

32.43%
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Finance
Health

8.33%

5.00%

6.25%

64.29%

45.00%

52.94%

61.54%

40.00%

48.48%

56.86%

61.70%

59.18%

72.73%

51.06%

60.00%

71.43%

63.83%

67.42%

Nature
&
Environment

46.67%

30.43%

36.84%

44.12%

65.22%

52.63%

60.87%

60.87%

60.87%

Politics

69.63%

89.52%

78.33%

78.07%

84.76%

81.28%

76.19%

91.43%

83.12%

43.75%

28.00%

34.15%

61.29%

76.00%

67.86%

64.00%

64.00%

64.00%

41.11%

37.95%

38.50%

61.26%

59.47%

59.12%

62.81%

57.70%

59.39%

Lifestyle
Leisure

Science
Technology

&

&

Macro average

Table25: Tweet category classification evaluation results (German language)

Modality
Category

Word2vec

N-grams

Fusion

Precision

Recall

F-score

Precision

Recall

F-score

Precision

Recall

F-score

100.00%

72.73%

84.21%

100.00%

90.91%

95.24%

100.00%

90.91%

95.24%

90.91%

71.43%

80.00%

91.67%

78.57%

84.62%

91.67%

78.57%

84.62%

88.98%

94.17%

91.50%

94.64%

88.33%

91.38%

92.31%

90.00%

91.14%

Nature
&
Environment

50.00%

28.57%

36.36%

31.25%

71.43%

43.48%

42.86%

42.86%

42.86%

Politics

88.89%

96.55%

92.56%

84.13%

91.38%

87.60%

83.58%

96.55%

89.60%

100.00%

62.50%

76.92%

100.00%

62.50%

76.92%

100.00%

62.50%

76.92%

86.46%

70.99%

76.93%

83.61%

80.52%

79.87%

85.07%

76.90%

80.06%

Economy,
Business
Finance

&

Health
Lifestyle
Leisure

Science
Technology

&

&

Macro average

Table 26: Tweet category classification evaluation results (Turkish language)

The classification performance is satisfying, especially in the Turkish tweets where an Fscore performance of 80.06% is achieved. When comparing the two single-model setups,
the one trained on word2vec and the one trained on n-gram features, the latter has the
upper hand. The difference between these two models is far more significant in the
German tweets. That can be explained by the number of tweets used for training the
word embeddings which can be considered as small. The fusion framework seems to
have a positive effect as it slightly improves the performance of the n-grams model, the
best single-model setup.
An additional observation that applies to both languages is that the categories
containing the most examples in the dataset (Lifestyle, Politics) produce the highest fscore. On the contrary, less represented categories, such as the “Economy, Business &
Finance” for the German tweets and the “Nature & Environment” for the Turkish tweets,
did not produce convincing results (f-score far below 50% in the fusion model). That is
an expected outcome as the more training examples we have the more we help the
machine learning algorithms learn the patterns that characterise each candidate
category. The only surprising exception is the “Economy, Business & Finance” category
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in the Turkish classifier where an F-score of 95.24% is accomplished in the n-gram and
the fusion models.
4.2.4.5 Information retrieval/ search module

We have evaluated the information retrieval/search module’s performance for the three
different languages: Spanish, German and Polish. The question set that was evaluated
consists of question topics, each containing alternative questions that have almost the
same meaning. These variations aim to cover different terminology to express the same
concept. We determined a total of 38 Spanish, 8 German and 8 Polish question topics.
Including all the available alternatives for each question topic, we assessed a set of 170
Spanish, 68 German and 85 Polish questions.

In all retrieval steps, two language models were employed: the Language Model with
Dirichlet smoothing (LMD) and the Language Model with Jelinek-Mercer smoothing
(LMJM); see D5.5 for further details. First, for the document retrieval step, the union of
the top-N documents retrieved by each of the language models was formed. Similarly,
for the paragraph retrieval step, the two language models were applied in the
aforementioned set of retrieved documents and the union of the top-M paragraphs
retrieved by these two models was used as the pool for searching for passage answers.
The candidate passages were finally ranked by employing a normalized aggregation of
the retrieval scores estimated by the two language models.

In the tables below, we report the evaluation results for the experiments performed for
Spanish, German and Polish retrieval, for all the stages of the three-step “Documentparagraph based” method.
Documents

N

S@N

P@N

Paragraph

M S@M

P@M

2 68.24% 34.07%
3 87.68% 42.03%

3 74.12% 29.02%
5 78.82% 23.77%
2 64.71% 31.57%

5 91.76% 33.57%

3 75.29% 28.15%
5 80.00% 23.57%

Documents

Passage

QE







S@1

P@1

Recall@1

F1-@1

46.47%

41.15%

33.66%

34.31%

37.06%

32.11%

26.03%

25.88%

46.47%

41.16%

33.64%

34.28%

36.47%

31.95%

25.36%

25.72%

46.47%

41.16%

33.64%

34.28%

35.88%

30.92%

25.80%

25.62%

44.12%

38.80%

32.34%

32.74%

34.71%

28.50%

24.71%

22.54%

44.12%

38.90%

32.13%

32.63%

35.88%

31.13%

24.50%

23.96%

43.53%

38.48%

32.06%

32.51%

35.88%

30.77%

24.70%

23.70%

Table 27: Passage retrieval results for Spanish

Paragraph
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N

S@N

P@N

M
2

3 94.11% 66.47%

5 97.06% 60.59%

S@N

P@N

3 83.53% 59.24%

5 85.88% 53.19%

P@M

QE

86.76% 64.09%

3 91.18% 57.40%
5

91.18% 52.48%

2

86.76% 61.15%

3

91.18% 58.82%

5

91.18% 52.43%

Documents
N

S@M










S@1

P@1

Recall@1

F1-@1

66.18%

63.97%

20.33%

24.13%

60.29%

56.27%

25.68%

26.32%

66.18%

63.97%

20.46%

24.36%

60.29%

55.81%

25.68%

25.95%

66.18%

63.97%

20.46%

24.36%

58.82%

54.30%

25.60%

25.77%

64.71%

62.24%

19.70%

22.49%

60.29%

55.08%

26.18%

26.02%

64.71%

62.24%

18.42%

21.37%

58.82%

53.51%

25.79%

24.80%

66.18%

63.59%

19.10%

22.17%

60.29%

53.79%

27.70%

25.71%

Table 28: Passage retrieval results for German

Passage

S@M

S@1

P@1

Recall@1

F1-@1

37.65%

36.45%

15.29%

17.96%

45.88%

37.86%

18.57%

20.30%

40.00%

38.80%

15.11%

18.08%

48.24%

38.97%

18.90%

20.82%

40.00%

38.80%

15.11%

18.08%

45.88%

37.69%

18.41%

20.37%

35.29%

34.90%

11.32%

14.56%

38.82%

36.30%

14.56%

17.02%

35.29%

33.83%

10.34%

13.38%

40.00%

37.69%

13.19%

16.05%

35.29%

33.83%

10.34%

13.38%

43.53%

39.35%

13.93%

17.34%

Paragraph

M

P@M

2

71.76% 41.67%

3

78.82% 41.65%

5

80.00% 38.26%

2

67.06% 36.27%

3

72.94% 35.61%

5 83.53% 37.32%

QE







Table 29: Passage retrieval results for Polish

For the stages before the ultimate passage retrieval, we observe a considerably high
performance for all languages. In the document retrieval step, S@N is above 80% in all
cases (and well over 90% for Spanish and German) thus indicating that a document
containing a relevant passage is retrieved for almost all questions. This is achieved even
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if we choose to retrieve a small set of N documents (given that the higher the number of
retrieved document, the higher the chance to retrieve a relevant one). Especially when
searching from German resources, an almost perfect S@N (97.06%) is achieved if we
retrieve 5 documents from each language model, which means that there are very few
questions for which the system does not return an appropriate document.

In the second paragraph retrieval step, the retrieval effectiveness remains high, as the
S@M value is well above 60% in all cases. Should we consider the optimal case for each
language, we notice an average success of 80% for Spanish, 91.18% for German and
83.53% for Polish retrieval. The precision in this stage varies depending on the setting
we choose, but in any case it reflects the possibility of finding a relevant answer in the
final passage retrieval stage.
The goal of setting up this three-step method is to help the system focus on more
appropriate answers. The rationale behind this idea is that if we manage to reduce the
candidate answers to a set that proportionally includes many relevant texts to the
question, we will have a higher probability of getting a correct response from the
system. The high scores in the metrics we evaluated for the document and paragraph
retrieval methods show that such scenario is feasible by applying these multiple
retrieval stages.

In the final passage retrieval step, if we choose the optimal settings, almost half of the
Spanish and Polish questions return a response that contains at least a relevant text
snippet. For German questions, more than half of the questions are answered with at
least a partially relevant answer (S@N value of 66.18%).

In terms of the Precision and Recall evaluation metrics that aim to find an exact match
with the ground truth answers, we notice a drop in performance, as the system is unable
to find answers that completely fit the user annotations. Especially Recall significantly
dropped due to the tendency of the system to return short answers, thus conflicting with
the longer answers provided by the annotators. As expected, this drop in Recall also
resulted in a drop to the F1-score. Nevertheless, returning a portion of the annotated
relevant answer (rather than the answer in its entirety) does not necessarily preclude
that the end-user’s information need would not be satisfied.
The effectiveness of employing query expansion to the initial user questions is highly
dependent on the language. This is to be expected as query expansion models are
trained on a totally different text corpus for each language and this can affect the quality
of the word embeddings and thus the ability of the query expansion models to find the
right terms for extending the query.

For Spanish passage retrieval, query expansion does not appear to benefit the retrieval
effectiveness. In all document and paragraph retrieval stage settings, expanded queries
do not manage to outperform non-expanded queries. The choice between expanding the
query or not is not so obvious for German passage retrieval. In terms of S@1 and P@1,
the initial queries perform better. Nevertheless, query expansion substantially smooths
the aforementioned drop in Recall. We also observe a higher F1-score when we use
query expansion. With respect to the Polish language, query expansion definitely
improves the passage retrieval results, regardless of the decisions we make for the
previous stages. The explanation can be that more appropriate corpora were used for
this language.
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The conducted experiments show that expanding the query can increase the retrieval
effectiveness under specific conditions. The applied query expansion framework is
highly dependent on the available textual information fitting the domain for which a
system is developed, since the word embeddings are estimated on the basis of such
domain-specific document collections so as to enable detection of the appropriate
correlations between words.
4.2.5 WP6 Expressive communication generation
In what follows, we describe the results obtained for the linguistic generation, the
communicative structure, the output of the TTS system, and the facial expressions.
a.

Evaluation results for linguistic generation

For the purposes of KRISTINA, advanced (statistical) generation systems were successfully
developed; however, these systems tend to be greedy in terms of resources, and the texts they
output cannot be tuned to the particular needs of the general pipeline. Thus, we dedicated a
large part of our efforts to the rule-based system, which, as for the textual analysis modules,
instead of being a simple baseline for the advanced generator, is the main system in the
project. In this subsection, we present two different evaluations:
•

•

a comparative evaluation of the (basic) rule-based system across prototypes,
summarizing the improvements made for each prototype (Table 30);
a quantitative evaluation of the advanced generation system.

Languages
supported

First Prototype
(D8.5)
PL (EN)

• - Con-SMorph (612) :
72%
• Con-Sem(251) : 94%
• Sem-DSynt
(107) :
Number
85%
of rules
and
• DSynt-SSynt (160) :
% of
36%
By
language
• SSynt-DMorph (59) :
Lev
61%
el
independ
• DMorph-SMorph
ent rules
(35) : 51%

Second Prototype
(D8.8)
PL, DE, ES, (EN)

PL, DE, ES, (EN)

• Con-SMorph
(1,373) : 70%
• Con-Sem
(416) :
94%
• -Aggregation (212) :
91%
• Sem-DSynt (177) :
75%
• DSynt-SSynt (307) :
39%
• SSynt-DMorph
(172) : 48%
• DMorph-SMorph
(89) : 55%
PL • Basic
sentence • All structures for P1
• All structures of P2
structures:
• Advanced
sentence • Advanced sentence
Main
o Argumentaldepen
structures:
planning
linguistic
dents
o Other
phenome
o Temporal
circumstancials
na
circumstancials
o Coordinations
supporte
• Lexicon-based
o Embedded clauses
d
introduction
of
(relatives)
functionalelements:
o Complex syntactic
ALL

• - Con-SMorph (1060) :
66%
• Con-Sem (358) : 93%
• Sem-DSynt
(157) :
73%
• DSynt-SSynt
(331) :
42%
• SSynt-DMorph (130) :
54%
• DMorph-SMorph (84) :
55%

Final Prototype
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DE

o Functionalprep/co
nj
o Modals
• Verbal
and
det.
agreements

-

ES

-

Number PL
of lexical DE
units in ES
lexicon
BLEU
EN

113
21

31,78

structures

• Advanced sentence
structure:
o Argumental
dependents
o Circumstancials
o Coordinations
o Embedded clauses
o Complex syntactic
structures
• Lexicon-based
introduction of
functional elements:
o Functional
prep/conj
o Modals and
auxiliaries
• Verbal, adjectival and
determiner
agreements
• Nominal
compositionality
• Advanced sentence
structures:
o Argumental
dependents
o Circumstancials
o Coordinations
o Embedded clauses
• Lexicon-based
introduction of
functional elements:
o Functional
prep/conj
o Modals, auxiliaries
• Verbal, adjective and
determiner
agreements
244
385
324
35,53

• All structures of P2
• Advanced sentence
planning

• All structures of P2
• Advanced sentence
planning

283
457
1,631

36,69

Table 30: Comparison of between the integrated ruler-based generator across the three prototypes
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The rule-based generator had most of its components in place for Prototype 2 (P2). Here
is a summary of the improvements performed during the project:
Con-Sem (mapping from ontology-oriented to linguistic structures).

We implemented specific rules to verbalize some particular concepts in each language
(e.g. hours), to account for coordinated constructions, and to find the root of the
syntactic tree in a more efficient way.
Sem-DSynt (definition of sentence syntactic structure).

The variety of types of syntactic structures to be generated has been increased; in
particular, different combinations of coordinations with other types of syntactic
structures such as embedded clauses, shared arguments, or circumstancials.
DSynt-SSynt (introduction of idiosyncratic information).

The number of rules doubled between the first two prototypes due to the fact that more
languages are covered, and many rules are language-specific (cf. third row of the table % of language-independent rules), as for instance the rules from the DSynt-SSynt
mapping, for introducing the fine—grained syntactic relations and the functional
elements (auxiliaries, modals, functional prepositions and conjunctions, determiners).
Rules have also been added that perform a post-processing of the surface-syntactic
structures, in order to correct possible errors during previous steps: for instance,
disconnected nodes are reattached to the most probable governor, conjunctions or
prepositions without dependents are removed, etc.
SSynt-DMorph (resolution of word ordering and morpho-syntactic agreements).

The rules at this level are also highly language-dependent, since the ordering and
agreements depend on the fine-grained syntactic dependencies which can themselves be
different in each language. Because more constructions and languages are supported for
the second prototype, the number of rules at this level also increased significantly.
However, the percentage of language-independent rules (P1:61%, P2:54%, P3:48%)
may seem surprisingly high; the reason is that research has been carried out in order to
shift as many idiosyncratic properties as possible in the lexicons, which are already
language-specific. As a result, more rules, especially some basic linearization rules, can
be generic and language-independent.
DMorph-SMorph (retrieval of superficial forms).

The coverage of morphological dictionaries has been increased in order to cover strictly
the KRISTINA requirements. The size of the morphological dictionaries is proportional
to the size of the lexicons, shown in the 5th row of the table (Number of lexical units).
The last row of the table compares the large-scale evaluation of the English generator to
the ones presented in D8.5 and D8.8. 9 We used a classical Penn Treebank split of a
development set of 39,279 sentences and a test set of 2,399 sentences, which we
processed with the WP3 semantic analysis component of KRISTINA to serve as an input
to the generator. During the course of the project, the BLEU score of the generator
9The

numbers reported here for P1 and P2 systems are different from the ones reported in D5.5 and D8.8;
this is due to the fact that in the context of the present deliverable, we applied a normalization step on the
data to be evaluated, which had not been done previously. For D6.3, we thus run the P1 and P2
evaluations with the normalization step.
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increased from 31.78 to 36.69, which represents an improvement of the score of over
15%. After analyzing the details of the generations, it turns out the BLEU increase is
almost exclusively due to the improvements of the Sem-DSynt module, and more
particularly to the improvement of the coverage of the rules that build syntactic
modifiers; these rules were unable to process some complex structures in the previous
version. Unfortunately, large-coverage lexical resources are currently only available for
English. For the other languages of KRISTINA, the shortage of lexical resources prevents
the evaluation of the rule-based system on a large scale at this point.
For the advanced version of the generator, statistical modules have been developed: 10
• Deep- to surface-syntactic transducers in all languages (Spanish, German, Polish,
Turkish, English);
• Linearizers and morphology resolvers for Spanish and English.

As for the statistical deep-syntactic parsers, we used the data annotated in the context of
KRISTINA (see D3.3). The results of the evaluations are shown in Table 31; the four
types of classifiers have been evaluated separately:
•
•
•
•

Hypernode identification: identification of configurations that require the
insertion of a new functional word (auxiliary, bound preposition, determiner,
etc.);
Lemma generation: labeling of the newly introduced nodes;
Intra-hypernode dependency generation: assignment of syntactic dependencies
between each newly introduced word and the word that triggered its
appearance;
Inter-hypernode dependency: assignment of syntactic dependencies between all
other words.
German

Polish

Spanish

Hypernode
77.29
83.71
95.95
identification
(6059/7839) (4860/5806) (5640/5878)
Lemma
generation

Intrahypernode
dependency
generation
Interhypernode
dependency
generation

75.18

86.26

94.88

99.73

98.92

100

84.33

88.77

(1493/1986) (179/215)
(1816/1821) (184/186)

(1556/1640)
(1622/1622)
90.91

(5864/6954) (4253/4791) (4572/5029)

Turkish
76.46

English
97.36

(1199/1568) (42103/43245)
100

93.43

100

94.08

(1/1)
(1/1)
72.82

(895/1229)

(6726/7199)
(6754/7179)
88.26

(35922/40699)

Table 31: Evaluation results of the DSynt-SSynt transduction

Table 31 shows that for all languages, surface-syntactic structures have been obtained
successfully. The higher annotation quality in Spanish and English is again reflected in
10Although

this is not part of the final system, we report on the evaluations in this deliverable as the
experiments could not be finished on time for their inclusion in D6.3.
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the higher accuracy of the classifiers. The most important task at this level is the
assignment of surface-syntactic dependencies (last row of the table), for which the
classifiers perform well across datasets. The accuracy in Turkish has been impaired by
some misalignments in the training and test data, which also had a negative impact on
the lemma generation and intra-hypernode dependency prediction. Indeed, in only one
case a node was required to be introduced, whereas more nodes actually needed to be
created. Note that these misalignments did not have the same impact in the analysis
pipeline, in which more hypernodes were identified successfully; the reasons for this
absence of parallelism still has to be investigated. Hypernode identification and lemma
generation in German also shows a lower accuracy compared to other languages. We
believe that his is due to the fact that the determiners have different lemmas according
to the gender of the governing noun, which confused the classifiers.

The evaluation of the whole statistical generation pipeline in Spanish and English,
repeated in Table 32 and Table 33, is available in D6.3.
Test Set
surface gen.
baseline deep gen.
deep gen.

BLEU
0.91
0.69
0.77

Test Set
surface gen.
baseline deep gen.
deep gen.

BLEU
0.762
0.515
0.542

NIST
15.26
13.71
14.42

Exact
56.02%
12.38%
21.05%

Table 32: Overview of the results on the English test set excluding punctuation marks after the linearization.

NIST
12.08
10.60
11.24

Exact
15.89%
2.33%
3.49%

Table 33: Overview of the results on the Spanish test set excluding punctuation marks after the linearization.

b. Evaluation of communicative structure generation

Since there have not been advances regarding the automatic assignation of
communicative structure, we cannot present any evaluation here. However, it is worth
mentioning that we are currently analysing manually the communicative structure in
the German dialogues of KRISTINA, in order to detect the acoustic correlatives
corresponding to each communicative span, and thus be able of applying a perception
test that evaluates such correlation. The same analyses and perception tests have also
been performed in English as control language.
c.

Evaluation of the speech generation and virtual characters

Regarding the evaluation of speech generation in the final system, we run three types of
evaluation. First, we evaluated the raw voices of the TTS system. Second, we evaluated
the German voices that were prosodically enriched by using the information extracted
from the acoustic correlation with communicative structure. Finally, we evaluated the
improvements on naturalness of the German voice based on paragraph-related cues.
c.1. Raw TTS voices

For the final system, all the voices required for the project were integrated: German
(female, CereVoice and MaryTTS systems), Spanish (female-CereVoice), Polish (femaleCereVoice), Turkish (female-CereVoice, male-MaryTTS), and Arabic (female and male –
MaryTTS).
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A perception test was carried out in order to evaluate the intelligibility and naturalness
of the voices included in KRISTINA by default (CereVoice system when available, and
MaryTTS for Arabic). Table 34 shows the results obtained after a total number of 20
native listeners evaluated 10 sentences per language.
Language

Intelligibility

Naturalness

German

4.4

3.4

Polish

5.0

3.3

Spanish

4.5

Turkish

3.5

3.7

Arabic

2.4

2.0

2.0

Table 34: Intelligibility and expressiveness for each language in the final prototypes.

c.1. Prosody enrichment

For the evaluation of the thematicity-based prosody enrichment module, only
expressiveness was assessed by means of a perception test using a MOS scale and a
pairwise comparison. Six sentences were included in the perception test representative
of different complexity in syntax and communicative structure:
S1. Warme Fuß und Vollbäder direkt vor dem Schlafengehen fördern den Nachtschlaf.

S2. Der Begriff der Schlafhygiene bezeichnet Verhaltensweisen, die einen gesunden
Schlaffördern.

S3. Dafürsorgen, dass das Schlafzimmerruhig und dunkel ist und eine angenehme
Temperatur hat.
S4. Landrat Thomas Reumann schlägt vor, den Finanzierungsantragzustellen, will aber
erst im Haushalt 2018 Gelder einstellen.
S5. Das funktioniert nur, wenn alle mitmachen.
S6. Im übrigen betonte er, dass der Landkreis nicht allein sei, sondern Städte und
Gemeinden als Partner habe, die den Beschluss mittragen müssten .
Three samples of each sentences were included in the MOS test: (1) the default TTS
output (DEF); (2) automatic thematicity-based modifications (AUT) and (3) manual
thematicity-based prosody modifications (MAN). The pairwise comparison included the
default TTS output versus the automatic thematicity-based prosody modification.
Seventeen participants took the test. Thus, a total of fifty-one answers are considered in
the evaluation.

Table 35 shows results of the MOS test. In all cases, the best scoring sample is the
thematicity-based prosody modification (either manual or automatic). This supports the
initial hypothesis that thematicity-based prosody modifications are perceived as more
expressive. In sentences 2, 3, 5 and 6 the best scoring option is the automatic version,
whereas sentences 1 and 4 score best for the manual version of the modification. These
results are in line with the pairwise comparison shown in Table 36, where all choices go
for the thematicity-based modification except for sentence 4.
S1

S2

S3

S4
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DEF

2.65

AUT

3.00

MAN

3.12

3.35

3.53

3.12

2.88

3.06

3.41

2.71
2.65

3.00

3.18

3.53

3.06

3.71

3.01

2.71

2.88

2.94

3.30

Table 35: Results from the MOS test for the thematicity-based prosody enrichment module

DEF
AUT

S1

S2

S3

S4

47%

29%

29%

71%

53%

71%

71%

29%

S5

41%

59%

S6

47%

53%

Table 36: Results from the pairwise comparison for the default and automatic modification

Average
44%

56%

A T-Test shows that overall results (Average) for the automatic prosody modifications
(AUT = 3.30) achieve statistical significance at p < .05 compared to the default score
(DEF = 3.01).
d. Evaluation of the paragraph-based prosodic improvements

For the final prototype, a new version of German MaryTTS was released in order to
reflect our improvements on naturalness by using paragraph-based prosodic patterns,
and enriching its output by means of intra- and inter-paragraph prosodic features. Three
multi-paragraph texts were selected for the evaluation: two of them consisted of three
paragraphs, and the third one consisted of two paragraphs. A total of 27 subjects took
part in the experiment, who were asked not to focus on intelligibility or voice quality,
but rather on the naturalness.

The test consisted of two parts: a Mean Opinion Score (MOS), in which samples were
rated on a 1-5 Likert scale for both the baseline and the improved systems, and a
pairwise test to force subjects to choose between a the baseline (BS) and the improved
system including intra- and inter-paragraph prosodic patterns (IIPP). Table 37 and
Figure 15 show the results obtained in the MOS and the pairwise tests, respectively.
These results can be also found in (Peiró-Liljia and Farrús, 2018).
Baseline

Improved

Paragraph 1

2.50

3.17

Paragraph 3

3.17

3.33

Paragraph 2
Avg. Score

3.00

2.89

3.17

3.22

Table 37: MOS test in German using paragraph-based improvements on naturalness.
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Figure 15: Pairwise test results in German using paragraph-based improvements on naturalness.

d. Evaluation of facial expressions

As indicated above, the facial expression system is based on an activation-evaluation
model, which was developed in the context of M. Romeo’s PhD (Romeo, 2016) where a
user evaluation was presented. Fifty subjects participated in the study, giving 425
responses. Users were from Britain, Spain, Italy and Argentina (the study was conducted
through a webpage). Figure 16 shows the results of the experiment. About half of the
emotions were perfectly recognized. If looking at recognized related emotions i.e.
blissful-delighted, about 85% of the emotions were recognized. If compared to other
work on real facial expressions recognition (Wallraven et al., 1999) the percentage of
correctly recognized facial expressions is similar, validating our facial expressions
system.

Figure 16: Correlation matrix of test results (Romeo, 2016)

f. Evaluation of virtual characters appearance and non-verbal behavior
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For the evaluation of the appearance of the virtual characters and their non-verbal
behavior (especially has been essentially formative, as the characters have been
evolving based on user partners demands, and technical improvements in the pipeline
for generating easily customizable characters. Tools, videos, and questionnaires have
been sent to the user partners and qualitative feedback for improving the appearance of
the characters and the naturalness of the motions has been collected, and new
characters and animations (based as well on a new animation engine implementation)
have been produced until the very final stages of the project. As far as the
synchronization of facial expressions/gestures and speech is concerned).

4.2.6 WP7 Agent platform development and integration
In general the evaluations showed the system to be relatively robust (especially
compared to the First Prototype). The system’s availability was good. However, several
audio capture problems were encountered. In some cases, the audio was not muted
correctly, leading to the system hearing its own output and therefore getting in a sort of
feedback loop. In other cases, local audio settings and microphone issues led to reduced
audio quality or inability to use audio input. In such cases, the manual textual input
override feature was used.
With respect to the usability of the system, the users suggested several GUI
enhancements. The system latency, i.e., the time it takes for the system to provide an
answer to the user input, remains a critical issue. During the evaluations, it was shown
that in general most simple inputs lead to relative quick responses (2-3 second
roundtrip time) with more complex interactions taking more time. Especially in cases
where the input could not be parsed correctly, the roundtrip time became much larger,
probably because this was not an optimized path in most modules. Currently, the
Language Analysis, Knowledge Integration (for certain questions) and Language
generation (for larger outputs) are the most challenging parts with respect to latency.
Compared to earlier evaluation rounds (on the earlier prototypes) the latency on ASR
has been improved significantly.

5 CONCLUSIONS

This deliverable describes the KRISTINA agent which is the Final Demonstrator of the
three project development cycles and constitutes a central part of the final Milestone
MS5 of the project.

Compared to the Second Prototype described in D8.8 (Second Prototype Evaluation
Report) the main changes realized for the Final Demonstrator are the self-introduction
of KRISTINA added for all scenarios and the improvement of the Knowledge Base Access
Service. The Final Demonstrator provides a wider range of information as well as a more
advanced communication for all use cases. The system is able to generate proactive
responses and a number of dialogues have been adapted to sound more everyday-like.
KRISTINA is asking for a clarification when she detects more than one relevant topic to
the user's input; these clarifications can be direct or indirect. For the nursing assistant
scenario, the Final Demonstrator also supports further alternative wordings for the user
to express her/his request and gives suggestions for additional information that may be
of relevance to the answered user question. The information given by KRISTINA from
trustworthy sources, e.g., about dementia or care, was very positively evaluated by the
subjects.
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The design and behavior of the avatar have also been improved to match the content
and scenarios to make it look more natural, although the gestures and facial expressions
still need further improvement since the avatar is continued to be considered as being
too rigid (even somewhat more than the second prototype) and thus not evoke empathy.
The same applies to the voice: it is still considered as too monotonous, especially during
the reading-aloud exercises. A major issue is also the system latency, which is perceived
as too long for a natural dialogue.

In general, we can state that the high expectations of the users towards the Final
Demonstrator, which made them to be more critical with it than with the Second
Prototype, are likely to have influenced the judgements of the participants. However,
this obviously does not mean that the Final Demonstrator of KRISTINA is mature enough
to be used as it is. More work is needed in this respect.
Another aspect that needs to be tackled in a mature system of the type of KRISTINA is
the processing of personal data, personal identification features (face, voice), and
personal information. Data anonymization, data processing decentralization (such that
sensitive data are processed only locally), firewalls and other data protection measures
need to be taken to address the concerns of the users.
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Appendix A
KRISTINA - Evaluation of the Final Demonstrator

Dear participant,
Please answer the questions after your conversation with KRISTINA. First, we would like to
ask you some questions about your communication with KRISTINA. There are no correct or
wrong answers. We are interested in your impression and opinion. Second, there are some
questions about the appearance of KRISTINA.. At the end, please answer some questions
about yourself.
We are aware that some questions might be difficult to answer or might be different from
your thematic area. If you have the feeling the question is not suitable to evaluate your
communication with KRISTINA, you are free to skip it.
We are at your disposal if you need additional clarifications or help!
Thank you very much in advance!
The KRISTINA Team

Use Case
Scenario
Institution
Date
Rater
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Part One
Please rate which of the following adjectives best describes KRISTINA.
Example:

trustworthy

exact

more

in
between

more

exact

O

O

O

O

O

exact

more

in
betwee
n

more

exact

untrustworthy

1.1

trustworthy

O

O

O

O

O

untrustworthy

1.2

rigid

O

O

O

O

O

flexible

1.3

irritating

O

O

O

O

O

pleasing

1.4

friendly

O

O

O

O

O

unfriendly

1.5

simple

O

O

O

O

O

complicated

1.6

natural

O

O

O

O

O

unnatural

1.7

depersonalized

O

O

O

O

O

individualised

1.8

uncompassiona
te

O

O

O

O

O

compassionate

1.9

professional

O

O

O

O

O

unprofessional
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Part Two Please tick the box which corresponds most to your impression.
Example:
The temperature outside is comfortable.

completely
agree

exact

more

in
between

more

exact

O

O

O

O

O

completely
disagree

Please rate your agreement to the following statements.
2.1a

The agent feels like you talk to a single person, e.g. through a video telephony
system (e.g. Skype)

completely
agree
2.1b

O

completely
disagree

O

O

O

O

O

completely
disagree

O

O

O

Too much

O

O

completely
disagree

O

O

O

completely
disagree

O

O

O

completely
disagree

O

O

O

O

O

KRISTINA worked the way I expected it to.

completely
agree
2.5

O

I always knew what KRISTINA wanted to tell me.

completely
agree
2.4

O

KRISTINA provides the right amount of information.

too little
2.3

O

The agent feels like you talk to a real person, e.g. through a video telephony system
(e.g. Skype).

completely
agree
2.2

O

O

O

The conversation was confusing.

completely
agree

O

O

Institution____________

2.6

KRISTINA acted on its own initiative.

completely
agree

3.1

completely
disagree

O

O

O

O

O

Too much

O

O

O

O

O

Too much

O

O

O

O

O

Too much

O

O

O

O

O

completely
disagree

O

O

O

O

O

completely
disagree

O

O

completely
disagree

O

completely
disagree

KRISTINA returns complete information.

completely
agree
3.7

O

KRISTINA returns sufficient information.

completely
agree
3.6

O

KRISTINA sufficiently addresses user’s informational requests.

completely
agree
3.5

O

KRISTINA provides information on the medical problems that usually reveal / are
related to other medical problems.

too little
3.4

O

KRISTINA provides information on the medical tests that are usually used to reveal a
medical problem.

too little
3.3

O

KRISTINA provides information on the treatment that is usually administered for a
medical problem.

too little
3.2

Number:___[serial printing]_________

O

O

O

KRISTINA returns relevant information with the question.

completely
agree

O

O

O

O

Institution____________

3.8

KRISTINA returns contradictive information.

completely
agree
3.9

O

O

O

O

O

completely
disagree

O

O

O

O

O

completely
disagree

O

O

O

O

O

completely
disagree

O

O

O

O

O

completely
disagree

O

O

O

O

O

completely
disagree

O

O

O

O

O

completely
disagree

O

O

completely
disagree

O

completely
disagree

KRISTINA can handle small talk scenarios.

completely
agree
3.16

completely
disagree

There are too many “I do not know” or “Can you please repeat the question”
responses.

completely
agree
3.15

O

KRISTINA returns meaningful responses.

completely
agree
3.14

O

KRISTINA can assist the end user in reading excerpts from newspapers.

completely
agree
3.13

O

KRISTINA checked with me to avoid misunderstandings if necessary.

completely
agree
3.12

O

It takes too long for KRISTINA to provide a response.

completely
agree
3.11

O

KRISTINA returns reliable/trustworthy information.

completely
agree
3.10

Number:___[serial printing]_________

O

O

O

Quite often KRISTINA provides no feedback at all.

completely
agree

O

O

O

O

Institution____________

4.1

I felt that KRISTINA did not understand what I said.

completely
agree
4.2

O

O

O

O

O

completely
disagree

O

O

O

O

O

completely
disagree

O

O

O

O

O

completely
disagree

O

O

O

O

O

optimal

O

O

O

O

O

natural

O

O

O

O

O

expressive

I felt that KRISTINA reacted in accordance with my emotional state.

completely
agree
6.2

completely
disagree

The voice of KRISTINA is…

monotonous

6.1

O

The voice of KRISTINA sounds…

unnatural
5.8

O

The amount of accurate words used by KRISTINA for the content it wants to express
is…

insufficient
5.7

O

The language of KRISTINA is used in a right way, (e.g. in the utterances of KRISTINA,
no word is missing/incorrectly inserted, agreements between words are correct, and
the ordering of the words is natural).

completely
agree
5.3

O

The statement(s) uttered by KRISTINA was/were perfectly understandable

completely
agree
5.2

O

I felt I could not speak naturally with KRISTINA.

completely
agree

5.1

Number:___[serial printing]_________

O

O

O

O

O

completely
disagree

O

completely

I felt that KRISTINA perceived my emotional state.

completely

O

O

O

O

Institution____________
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agree
6.3

disagree
During the interaction with KRISTINA, I was not subjected to any external factors
that influenced my emotional reactions.

completely
agree

7.1

O

O

O

O

too expressive

O

O

O

completely
disagree

O

O

O

O

O

O

O

optimal

O

O

O

O

O

too much

O

O

O

O

O

completely
disagree

O

O

O

O

O

completely disagree

O

completely disagree

KRISTINA’s lips move as expected when it speaks.

completely
agree
7.8

O

KRISTINA’s gestures are appropriate for the content it communicates.

completely
agree
7.7

completely
disagree

KRISTINA’s gestures are natural.

completely
agree
7.6

O

The amount of gestures made by KRISTINA when it speaks is…

too little
7.5

O

KRISTINA’s facial expressions are appropriate for the content it communicates.

insufficient
7.4

O

KRISTINA’s facial expressions are natural.

completely
agree
7.3

O

KRISTINA’s face is…

Too stiff
7.2

O

O

O

O

O

The interaction of the facial expressions, gestures and speech of KRISTINA is…

not
synchronized

O

O

O

O

O

completely
synchronized

Institution____________

8.1

I would find KRISTINA easy to use.

likely
8.2

O

O

O

O

unlikely

O

O

O

O

O

completely
disagree

O

O

completely
disagree

O

O

completely
disagree

To talk to KRISTINA is fun.

completely
agree
8.4

O

I would find KRISTINA useful (in my health behavior, nursing competence or as a
social companion).

completely
agree
8.3

Number:___[serial printing]_________

O

O

O

The system is somewhat intimidating for me.

completely
agree

O

O

O

At the end we would like to ask you some questions about your profile:
A: What is your gender?

female




male

B: When were you born (year):
________________
C: Where were you born (country):

________________

Would you like to tell us anything else about your impression of KRISTINA?

Thank you very much for your help!
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